
Arenadata Streaming
Arenadata Streaming (ADS) is a scalable, fault-tolerant solution for
real-time streaming data processing, adapted for enterprise and built
on Apache Kafka and Apache NiFi.
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Get started with Arenadata Streaming

To Table of Contents

This tutorial guides you through the process of installing an Arenadata Streaming (ADS) cluster. The easiest way to install it is to use Arenadata Cluster Manager (ADCM) — a separate

Arenadata product designed for simple, convenient, and fast software deployment and exploitation.

You can install ADS via ADCM in two ways.

on hosts with access to Internet

Online installation

on hosts without access to Internet

Offline installation

0eeb6e

https://docs.arenadata.io/en/ADCM/current/introduction/intro.html


Online installation

To Table of Contents

This topic describes online installation of ADS. It can be applied to the hosts with access to Internet.

The process of online installation via ADCM includes the following steps.

Install ADCM

Step 1.

Prepare hosts

Step 2.

Install ADS cluster

Step 3.

Install monitoring

Step 4.
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Install ADCM
Daria Barysheva
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ADCM is a software that is distributed in the form of a Docker image. To install it, you need:

One of the following operating systems:

Ubuntu 22.04

CentOS 7

RHEL 7

Alt Linux SP 8

Alt Linux SP 10.2

Astra Linux SE 1.7 Orel

Astra Linux 1.7.6 Voronezh

RED OS 7.3 Certified edition

A user account with sudo  privileges.

An access to the official repository of CentOS Extras and CentOS Base. This repository is enabled by default, but if you have disabled it — you need to re-enable it (e.g. via editing the

repository configuration file in the /etc/yum.repos.d/ directory).

The software package installer YUM/APT.

The hardware that meets the following conditions:

CPU: 4 CPU cores;

RAM: 16 GB;

HDD: 50 GB.

To grant the user the necessary rights to install ADCM, do the following:

1. Grant the root  privileges for the user:

CentOS 7/RHEL 7/RED OS 7.3/Alt Linux SP 8

where <user>  is a username.

Ubuntu 22.04/Astra Linux SE 1.7 Orel

where <user>  is a username.

2. Make sure that the /etc/sudoers file contains the record specified below depending on the operating system with the following command:

To return to the command line, press Esc , type :q! , and press Enter .

CentOS 7/RHEL 7/RED OS 7.3

Ubuntu 22.04/Astra Linux SE 1.7 Orel

Alt Linux SP 8

Below are the step-by-step procedures of Docker installation on the examples of several operating systems supported by ADCM. These steps may differ for operating system versions

other than those specified on tabs.

CentOS 7/RHEL 7

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install the packages required for Docker installation and usage:

where:

yum-utils  is the package that provides the yum-config-manager  utility;

device-mapper-persistent-data  and lvm2  are packages required by the devicemapper storage driver.

3. Start Docker:

4. Enable Docker as a system service:

Ubuntu 22.04

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install the packages required for Docker installation and usage:

where:

ca-certificates  is the package of Root CA certificates;

curl  is the package for working with web resources.

Confirm the use of additional disk space during the execution of the command.

3. Add the official GPG key for the Docker repository:

4. Add the Docker repository:

5. Update all packages, including packages for the Docker repository:

6. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

7. Start Docker:

8. Enable Docker as a system service:

Alt Linux SP 8

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

3. Start and enable Docker as a system service:

Astra Linux SE 1.7 Orel

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install the packages required for Docker installation and usage:

where:

ca-certificates  is the package of Root CA certificates;

curl  is the package for working with web resources;

net-tools  is the package for controlling the network subsystem of the Linux kernel, in particular for executing the netstat  command.

Confirm the use of additional disk space during the execution of the command.

3. Add the official GPG key for the Docker repository:

4. Add the Docker repository:

5. Update all packages, including packages for the Docker repository:

6. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

7. Start Docker:

8. Enable Docker as a system service:

RED OS 7.3

1. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

2. Start and enable Docker as a system service:

To disable SELinux permanently, set SELINUX=disabled  in the /etc/selinux/config file, and reboot your system.

You can edit the file via the vi  or vim  command:

The content of the changed file should look like this:

You can also disable SELinux temporarily via the following command:

Still, it is strongly recommended to disable SELinux permanently, so that it does not restart on each system reboot.

If you use the firewalld service, stop it before installing ADCM.

Before stopping firewalld, make sure that it is installed, started, and enabled:

The example of the command execution result:

Stop firewalld:

As an alternative, you can disable the firewalld service, so that it will not apply rules to network packets:

If in the future you want to access the Docker CLI without using root  privileges, you should create a docker  user group (if it does not exist) and add the current user to this group

with the certain rights:

After running these commands, you should re-login under the current user.

To install ADCM, perform the following steps:

1. Pull a Docker image from the Arenadata Docker Registry:

<major>.<minor>.<patch>  — if you need a specific ADCM patch. For example, 2.0.0 .

<major>.<minor>  — if you need the last patch within the selected ADCM version. For example, 2.0 .

2. Add a container based on that image:

If you want to run ADCM with SELinux enabled, a Docker container should be created with the :Z  option in the data catalog parameter:

Optionally, when you create a container, you can specify the environment variables listed below. Each variable is specified in the following format: -e <name>="<value>" . For

example:

Environment variables

Name Description

DB_HOST Name or IP address of the host where the database is deployed

DB_PORT TCP port number that is used to connect to the database

DB_USER Username that is used to connect to the database

DB_NAME Database name

DB_PASS Password that is used to connect to the database

DB_OPTIONS Options for connecting to the database:

sslmode  — flag that is used for establishing an SSL connection. Possible values:

disable  — only try a non-SSL connection.

allow  — first try a non-SSL connection. If that fails, try an SSL connection.

prefer  (default) — first try an SSL connection. If that fails, try a non-SSL connection.

require  — only try an SSL connection. If a root certificate authority (CA) file is present, verify the

certificate in the same way as if verify-ca  was specified.

verify-ca  — only try an SSL connection, and verify that the server certificate is issued by a trusted

CA.

verify-full  — only try an SSL connection, and verify that the server certificate is issued by a

trusted CA and that the requested server host name matches that in the certificate.

sslcert  — specifies the file name of the client SSL certificate. This parameter is ignored if the

connection is made without SSL.

sslkey  — specifies the location for the secret key used for the client certificate. This parameter is

ignored if the connection is made without SSL.

sslrootcert  — specifies the name of a file containing SSL certificate authority certificate(s). If the

file exists, the server certificate will be verified to be signed by one of these authorities. A special system

value may be specified instead, in which case the system trusted CA roots will be loaded. The exact

locations of these root certificates differ by SSL implementation and platform.

DEFAULT_ADCM_URL URL of the host where the ADCM container is deployed. Use the following format: http://<IP>:8000/ .

If DEFAULT_ADCM_URL  is not specified, you should  in the ADCM’s URL field on the

Settings page

LOG_LEVEL Log level for all log types. Possible values:

DEBUG

INFO

WARNING

ERROR  (default value)

CRITICAL

STATUS_LOG_LEVEL Log level for status.log. Possible values:

DEBUG

INFO

WARNING

ERROR

CRITICAL

ADCM_LOG_LEVEL Log level for adcm.log and adcm_debug.log. Possible values:

DEBUG

INFO

WARNING

ERROR

CRITICAL

AUDIT_LOG_LEVEL Log level for audit.log. Possible values:

DEBUG

INFO  (default value)

WARNING

ERROR

CRITICAL

LDAP_LOG_LEVEL Log level for ldap.log. Possible values:

DEBUG

INFO

WARNING

ERROR

CRITICAL

BACKGROUND_TASKS_LOG_LEVEL Log level for cron_task.log. Possible values:

DEBUG

INFO

WARNING

ERROR

CRITICAL

TASK_RUNNER_LOG_LEVEL Log level for task_runner.err. Possible values:

DEBUG

INFO

WARNING

ERROR

CRITICAL

MIGRATION_MODE Flag that indicates whether migration mode (ability to migrate ADCM database from SQLite to PostgreSQL)

is turned on. For more information, see Migration. Possible values:

0  — migration mode is off;

1  — migration mode is on.

CONSUL_URL HashiCorp Consul server URL. Use the following format: http://<IP>:8500/

CONSUL_DATACENTER HashiCorp Consul Datacenter. If the variable value is not specified, the value specified in HashiCorp Consul

by default will be used

CONSUL_CACERT_FILE Path to the certificate authority (CA) certificate file if encryption is enabled in HashiCorp Consul

CONSUL_CLIENT_CERT_FILE Path to the client certificate file if encryption is enabled in HashiCorp Consul

CONSUL_CLIENT_KEY_FILE Path to the client private key file if encryption is enabled in HashiCorp Consul

ADCM is just a container operated by Docker. So you are able to use simple Docker commands to start and stop ADCM:

To start ADCM, use the following command.

To stop ADCM, use the following command.

In order to provide the automatic start of the Docker container after unexpected errors, use the following command.

To make sure that the Docker container adcm  is successfully deployed, run the following command:

The example of the command execution result is listed below. Make sure that the STATUS  value is equal to Up .

After ADCM is installed and started, its web interface should become available on the 8000  port of the deployed container.

For Ubuntu 22.04, first install the packages required for executing the netstat  command:

You can check the 8000 port availability using these commands:

The netstat  command — to display information about port listening.

The example of the command execution result:

The curl  command — to check the URL connection.

The example of the command execution result:

To log in to ADCM, use the user with administrator rights that is created by default:

User: admin

Password: admin

Log in to ADCM

Later you can change the password if necessary. To do this:

1. Open the user profile in the left navigation menu.

2. Enter the current password in the Current password field.

3. Fill in the New password field.

4. Confirm a new password in the Confirm password field.

5. Click Save.

Change the admin password

For successful communication between ADCM and product clusters deployed via ADCM, it is important to correctly define the external ADCM address. This address is used by cluster

components for sending information about their state to ADCM. To specify the ADCM URL, use the environment variable DEFAULT_ADCM_URL  when creating the ADCM container. If

you did not specify that variable, you should manually install the URL in the ADCM web interface. To do this, follow the steps:

1. Select the Settings item in the left navigation menu.

2. Expand the Global Options node in the tree of configuration settings.

3. Click the ADCM’s URL field value.

The Settings page

4. In the window that opens, edit the ADCM’s URL field value and click Apply.

Change the ADCM URL

5. Click Save to apply changes.

Save the ADCM URL

If you need to upgrade the previously installed version of ADCM, do the following:

1. Stop the adcm  container:

2. Remove the adcm  container:

3. Download the required Docker image from the Arenadata Docker Registry:

where <version>  is a desired ADCM image version in one of the following formats:

<major>.<minor>.<patch>  — if you need a specific ADCM patch. For example, 2.0.0 .

<major>.<minor>  — if you need the last patch within the selected ADCM version. For example, 2.0 .

4. Create a new container based on the downloaded image:

5. Start the new adcm  container:
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ADCM requires a separate host. Before installing ADCM, we recommend to read its documentation.

The installation steps are listed below.

Step 1. Check prerequisites

Software and hardware requirements

IMPORTANT

The following system requirements are minimal. The target sizing should be calculated based on the customer requirements.

IMPORTANT

Starting with ADCM 2.7.0, any Container Registry Client with downloaded images of ADPG, ADCM, and ADCM Installer will be required to install ADPG without the

Internet connection and use it as the ADCM database. The installation is done via the ADCM Installer by specifying the URL of the local storage of the ADCM and

ADPG images.

$ sudo usermod -aG wheel <user>

$ sudo usermod -aG sudo <user>

$ sudo vi /etc/sudoers

## Allows people in group wheel to run all commands
%wheel  ALL=(ALL)       ALL

# Allow members of group sudo to execute any command
%sudo   ALL=(ALL:ALL) ALL

## Uncomment to allow members of group wheel to execute any command
WHEEL_USERS ALL=(ALL:ALL) ALL

Install Docker

CAUTION

Do not install Docker from the official Docker site. Instead, use the official repositories of your Linux distribution. The repositories provided by operating system

developers tend to be more stable and secure.

$ sudo yum update -y

$ sudo yum install -y yum-utils docker device-mapper-persistent-data lvm2

$ sudo systemctl start docker

$ sudo systemctl enable docker

$ sudo apt-get update

$ sudo apt-get install ca-certificates curl

$ sudo install -m 0755 -d /etc/apt/keyrings
$ sudo curl -fsSL httрs://download․docker․com/linux/ubuntu/gpg -o /etc/apt/keyrings/docker․asc
$ sudo chmod a+r /etc/apt/keyrings/docker․asc

$ echo \
"deb [arch=$(dpkg --print-architecture) signed-by=/etc/apt/keyrings/docker․asc] httрs://download․docker․com/linux/ubuntu \
$(․ /etc/os-release && echo "jammy") stable" | \
sudo tee /etc/apt/sources․list․d/docker․list > /dev/null

$ sudo apt-get update

$ sudo apt-get install docker-ce docker-ce-cli containerd․io docker-buildx-plugin docker-compose-plugin

$ sudo systemctl start docker

$ sudo systemctl enable docker

$ sudo apt-get update

$ sudo apt-get install docker-engine

$ sudo systemctl enable --now docker

$ sudo apt-get update

$ sudo apt-get install ca-certificates curl net-tools

$ curl -fsSL httрs://download․docker․com/linux/debian/gpg | sudo apt-key add -

$ echo "deb [arch=amd64] httрs://download․docker․com/linux/debian stretch stable" | sudo tee -a /etc/apt/sources․list

$ sudo apt-get update

$ sudo apt install docker-ce docker-ce-cli containerd․io

$ sudo systemctl start docker

$ sudo systemctl enable docker

$ sudo dnf install docker-ce docker-ce-cli

$ sudo systemctl enable docker --now

Disable SELinux

NOTE

It is recommended to disable SELinux only if CentOS 7 or RHEL 7 is used.

$ sudo vi /etc/selinux/config

# This file controls the state of SELinux on the system․
# SELINUX= can take one of these three values:
#       enforcing - SELinux security policy is enforced․
#       permissive - SELinux prints warnings instead of enforcing․
#       disabled - SELinux is fully disabled․
SELINUX=disabled
# SELINUXTYPE= type of policy in use․ Possible values are:
#       targeted - Only targeted network daemons are protected․
#       strict - Full SELinux protection․
SELINUXTYPE=targeted

$ sudo setenforce 0

CAUTION

Do not forget to reboot your host after SELinux is disabled.

Stop firewalld

$ sudo systemctl status firewalld

● firewalld․service - firewalld - dynamic firewall daemon
   Loaded: loaded (/usr/lib/systemd/system/firewalld․service; enabled; vendor preset: enabled)
   Active: active (running) since Mon 2024-12-02 10:02:57 UTC; 3min 25s ago
     Docs: man:firewalld(1)
 Main PID: 3023 (firewalld)
    Tasks: 2
   Memory: 22․8M
   CGroup: /system․slice/firewalld․service
           └─3023 /usr/bin/python2 -Es /usr/sbin/firewalld --nofork --nopid

$ sudo systemctl stop firewalld

$ sudo systemctl disable firewalld

Allow access to the Docker CLI without root privileges

$ sudo groupadd docker
$ sudo usermod -a -G docker $USER

Step 2. Install ADCM

NOTE

It is recommended to configure PostgreSQL as an external database or to deploy an embedded database using ADCM Installer. For more information on

configuring PostgreSQL, see the Work with an external database article.

Starting with ADCM 2.5.0, the minimum required version of PostgreSQL is 14.

To see the full list of images, refer to the ADCM repository on Docker Hub.

ADCM has some mandatory persistent information stored in the /adcm/data directory inside a container. This means that you have to map a volume to that

directory and provide backups for that volume.

$ sudo docker pull hub․arenadata․io/adcm/adcm:<version>

where <version>  is a desired ADCM image version in one of the following formats:

IMPORTANT

latest  was used for earlier versions of ADCM and is no longer supported starting from version 2.0.0 .

Before ADCM 2.0.0, the following format was used for versioning: YYYY.MM.DD.HH .

NOTE

The command below creates a container with ADCM on the 8000  port and establishes a connection to an external database. All its data will be stored on the

host machine in the /opt/adcm/ directory. The environment variables description is given in the table below.

$ sudo docker create --name adcm -p 8000:8000 -v /opt/adcm:/adcm/data -e DB_HOST="<DATABASE_HOSTNAME_OR_IP_ADDRESS>" -e DB_PORT="
<DATABASE_TCP_PORT>" -e DB_USER="<DATABASE_USERNAME>" -e DB_NAME="<DATABASE_NAME>" -e DB_PASS="<DATABASE_USER_PASSWORD>" -e 
DB_OPTIONS="<DATABASE_OPTIONS>" hub․arenadata․io/adcm/adcm:<version>

$ sudo docker create --name adcm -p 8000:8000 -v /opt/adcm:/adcm/data:Z hub․arenadata․io/adcm/adcm:<version>

$ sudo docker create --name adcm -p 8000:8000 -v /opt/adcm:/adcm/data -e LOG_LEVEL="INFO" hub․arenadata․io/adcm/adcm:<version>

NOTE

Special environment variables, such as STATUS_LOG_LEVEL , ADCM_LOG_LEVEL , AUDIT_LOG_LEVEL , LDAP_LOG_LEVEL ,

BACKGROUND_TASKS_LOG_LEVEL , and TASK_RUNNER_LOG_LEVEL  have higher priority than the LOG_LEVEL  variable.

set the URL manually

Step 3. Start ADCM

$ sudo docker start adcm

$ sudo docker stop adcm

$ sudo docker update --restart=on-failure adcm

NOTE

For more information about Docker restart policies, refer to the Docker documentation.

If you allowed your user to access the Docker CLI without root  privileges, then you can omit the sudo  keyword from the commands listed above.

Step 4. Check installation

Check the Docker container status

$ sudo docker container ls

CONTAINER ID        IMAGE                               COMMAND             CREATED             STATUS              PORTS                
NAMES
74b5628146e5        hub․arenadata․io/adcm/adcm:2․0   "/etc/startup․sh"   4 days ago          Up 21 minutes       0․0․0․0:8000-
>8000/tcp   adcm

Check the 8000 port availability

$ sudo apt-get install net-tools

$ sudo netstat -ntpl | grep 8000

tcp6       0      0 :::8000                 :::*                    LISTEN                                             
1514/docker-proxy-c

$ curl httр://localhost:8000

<!doctype html>
<html lang="en">
<head>
  <meta charset="utf-8">
  <title>Arenadata Cluster Manager</title>
  <base href="/">
  <meta name="viewport" content="width=device-width, initial-scale=1">
  <link rel="icon" type="image/x-icon" href="assets/favicon․ico">
<link rel="stylesheet" href="styles․10db6328264e0907c52f․css"></head>
<body>
  <app-root></app-root>
<script src="runtime-es2015․7eb406ed18bf0258cd35․js" type="module"></script><script src="runtime-es5․7eb406ed18bf0258cd35․js" 
nomodule defer></script><script src="polyfills-es5․2e224d70daec4412d3c2․js" nomodule defer></script><script src="polyfills-es2015․
37e0553ac06970d6a5b5․js" type="module"></script><script src="main-es2015․39851da0ebf9ed6fec45․js" type="module"></script><script 
src="main-es5․39851da0ebf9ed6fec45․js" nomodule defer></script></body>
</html>

Check the ADCM web-interface

Set the ADCM URL

Step 5. Update ADCM

CAUTION

Before upgrading, it is strongly recommended to back up ADCM data. For more information, see Backup and restore.

Downgrade of the ADCM version is not supported.

It is not recommended to update ADCM more than 5 minor versions ahead (see <minor>  in the versioning format below).

Before upgrading ADCM to version 2.7.0, migrate data from SQLite to PostgreSQL. Migration can be performed in any ADCM version (up to 2.6.0).

$ sudo docker stop adcm

$ sudo docker container rm adcm

$ sudo docker pull hub․arenadata․io/adcm/adcm:<version>

IMPORTANT

latest  was used for earlier versions of ADCM and is no longer supported starting from version 2.0.0 .

Before ADCM 2.0.0, the following format was used for versioning: YYYY.MM.DD.HH .

$ sudo docker create --name adcm -p 8000:8000 -v /opt/adcm:/adcm/data -e DB_HOST="<DATABASE_HOSTNAME_OR_IP_ADDRESS>" -e DB_PORT="
<DATABASE_TCP_PORT>" -e DB_USER="<DATABASE_USERNAME>" -e DB_NAME="<DATABASE_NAME>" -e DB_PASS="<DATABASE_USER_PASSWORD>" -e 
DB_OPTIONS="<DATABASE_OPTIONS>" hub․arenadata․io/adcm/adcm:<version>

NOTE

For more information on the environment variables ( DB_HOST , DB_PORT , DB_USER , DB_NAME , DB_PASS , and DB_OPTIONS ), see the Installation article.

$ sudo docker start adcm
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Prepare hosts

To manage a cluster and its nodes via ADCM, it is necessary to prepare hosts for a cluster and link these hosts to ADCM. This is the function of ADCM hostproviders — special plugins

for ADCM, which encapsulate the complex mechanism of interaction between ADCM and the hosts controlled by it.

ADCM supports several types of hostproviders. For more information on how to configure hostproviders and use them to create hosts, refer to the following documentation:

SSH

Yandex Cloud

VCloud (VMware)

Cloud.ru Advanced

CROC Cloud

To Table of Contents

CAUTION

If you are going to use ADS or ADS Control with ADPS, you should specify FQDNs when creating ADS/ADS Control hosts. The maximum FQDN length is 48

symbols.
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Create a cluster
Olga Semme, Daria Barysheva
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1. Go to https://network.arenadata.io/ and choose Arenadata Streaming.

Switch to the bundle download page

2. On the next page, download a bundle for the required version of ADS.

To upload a bundle to ADCM, follow the steps:

1. Select the Bundles item in the left navigation menu and click Upload bundle.

2. Select a bundle in the Open File Dialog.

Upload a bundle

3. As a result of the performed actions, a bundle is displayed on the Bundles page.

The result of successful uploading a bundle

The steps for cluster creation are given below:

1. Select the Clusters item in the left navigation menu and click Create cluster.

Switch to cluster creation

2. In the opened dialog, describe a new cluster instance:

Select an uploaded cluster bundle in the Product field.

Select a bundle version in the Product version field. Several versions become available in the case of different versions of the same bundle being uploaded.

Enter a cluster name in the Cluster name field.

Enter a cluster description in the Description field if necessary.

Set the I accept Terms of Agreement flag to sign the license agreement. This flag is displayed only for Enterprise bundles. To read the agreement text, refer to the Terms of

Agreement link. You can also sign the license agreement on the Bundles page by clicking the desired product bundle.

Click Create.

Create a cluster

3. As a result, the created cluster instance is displayed on the Clusters page.

The result of successful cluster creation

To Table of Contents

Step 1. Download a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

In ADCM a cluster means a set of services running on a set of hosts.

Clusters distributions for ADCM are made in the form of so-called bundles. Generally a bundle is a regular archive that includes a description and software logic of cluster deployment

and exploitation.

The steps for adding a cluster to ADCM are listed below.

NOTE

If you use the Enterprise Edition, skip the step 1, get a bundle from the Arenadata support team, and move to the step 2.

Step 1. Download a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

IMPORTANT

When creating a cluster via the ADCM web interface, you generate a new ADCM cluster instance. It means only adding the cluster to ADCM — at this stage no

services are deployed.
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Add services
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In ADCM a service means a software that performs some function. Examples of services for ADS clusters: NiFi, Kafka, ZooKeeper, etc. The steps for adding services to a cluster are

listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. In the opened dialog, select services that should be added to the cluster and click Add.

Select services

When adding ksqlDB, Schema-Registry, Kafka REST Proxy services, you should sign a Confluent license agreement. To do this, go to the agreement by clicking Next.

Switch to Confluent Agreement

Next, read the text of the agreement and sign it by clicking Accept.

Confluent Agreement

Click Add to add a service.

The brief description of available services is listed below.

Services that can be added to the ADS cluster

Service Purpose

ZooKeeper The centralized coordination service for distributed applications is used to store metadata about the sections

(partitions) of topics and Apache Kafka brokers, as well as to select a broker as a Kafka controller. Informs each

Kafka broker about the current state of the cluster

Kafka An open-source distributed event streaming platform used for high-performance data pipelines, streaming

analytics, data integration, and mission-critical applications

Kafka REST Proxy Service provides a RESTful interface to an Apache Kafka cluster, making it easy to produce and consume

messages, view the state of the cluster, and perform administrative actions without using the native Kafka

protocol or clients

Schema-registry The service performs the following functions:

Storing a version history of all Avro schemas based on a specified subject naming policy with support for

several compatibility options.

The ability to change Avro schemas according to configured compatibility settings and extended support for

these schema types.

Providing a RESTful interface for storing and retrieving Avro schemas.

Providing serializers that connect to Apache Kafka clients handling message map storage and retrieval.

ksqlDB Аn open-source SQL streaming engine that provides real-time data processing using Apache Kafka

NiFi A simple event (message) processing platform that provides real-time control of data flows from various sources

using a graphical interface

NiFi2 NiFi-based service with version 2.x. The service is added in technology preview mode and is not intended for

production use. Existing limitations for using NiFi2:

NiFi2 can only be installed as part of a separate cluster (NiFi2 + Zookeeper).

Before installing the service, you need to enable , using the

arenadata_java parameter of the operating system repository to install Java 21 when setting up the cluster.

MiNiFi A subproject of Apache NiFi — is a complementary data collection approach that supplements the core tenets of

NiFi in dataflow management, focusing on the collection of data at the source of its creation

Monitoring The service deploys the Prometheus server inside ADS to collect and store ADS cluster monitoring metrics. It also

supports usage of the Grafana web application for visualization and analysis of information

Monitoring Clients Agents sending information about hosts and services in monitoring. The service should be added after the

monitoring cluster is installed and configured, if monitoring of the current cluster is planned

Kafka Connect A tool for scalably and reliably streaming data between Kafka and other data systems

The minimal set of services recommended for ADS clusters is described below:

NiFi

Kafka

ZooKeeper

These services make up the core of Streaming and are sufficient for fast and easy installation and management of Arenadata Streaming with Arenadata Cluster Manager. The full

list of services depends on the requirements of a particular project. Not all services are required to be installed. For example, if you do not plan to use NiFi, then there is no need to

add that service. Also, if a monitoring service is used (not based on Graphite), there is no need to install agents from Monitoring Clients. However, if you plan to use Kafka, the

Kafka and ZooKeeper services are required. The same can be said about the NiFi service. In this case, the service can consist of mandatory and optional components. For

example, a ksqlDB service consists of a required Server component and an optional Client component.

4. As a result, the added services are displayed on the Services tab.

The result of successful adding services to a cluster

To Table of Contents

Java installation from the Arenadata repositories

NOTE

You can also add services later. The process of adding new services to already running cluster does not differ from installing a service from scratch.
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Add hosts to a cluster
Olga Semme, Daria Barysheva

The steps for adding hosts to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Hosts tab on the cluster page and click Add hosts.

Switch to adding hosts

3. In the opened dialog, select hosts that should be added to the cluster and click Add.

Select hosts

4. As a result, the added hosts are displayed on the Hosts tab.

The result of successful adding hosts to a cluster

To Table of Contents
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Add components
Olga Semme, Daria Barysheva

In ADCM a component means a part of a service that should be deployed on one or several cluster hosts. For example, NiFi service can consist of such components as NiFi Server, NiFi

Registry.

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page.

Switch to mapping service components

3. In the window that opens, map components to hosts. To assign hosts for each component, click Add hosts and select hosts in the pop-up window.

Select hosts for a component

Mandatory and optional components

Each service can have mandatory and optional components. Mandatory components are highlighted in red. The ADCM UI also displays how many mandatory components

should be installed.

Mandatory and optional components

The examples of distribution components in ADS clusters consisting of 3 and 5 hosts are described in the table below.

Examples of components distribution

3 hosts

Host Service Component

Host 1 Zookeeper Zookeeper server

Kafka Kafka Broker

Kafka REST Proxy Kafka REST Proxy

Schema-Registry Schema-Registry

Host 2 Zookeeper Zookeeper Server

ksqlDB ksqlDB Client

ksqlDB Server

Kafka Kafka Broker

NiFi NiFi Server

Host 3 Zookeeper Zookeeper Server

Kafka Kafka Broker

Kafka Connect Kafka Connect Worker

NiFi NiFi Server

NiFi Registry

MiNiFi MiNiFi C2 Server

MiNiFi Agent

5 hosts

Host Service Component

Host 1 Zookeeper Zookeeper Server

Kafka Kafka Broker

Schema-Registry Schema-Registry

Host 2 Zookeeper Zookeeper Server

Kafka Kafka Broker

Host 3 Zookeeper Zookeeper Server

ksqlDB ksqlDB Client

ksqlDB Server

Kafka REST Proxy Kafka REST Proxy

Host 4 Kafka Kafka Broker

NiFi NiFi Server

NiFi Registry

Host 5 NiFi NiFi Server

MiNiFi MiNiFi C2 Server

MiNiFi Agent

Kafka Connect Kafka Connect Worker

4. After component distribution is completed, click Save.

Save mapping of components

Starting with ADCM 2.2.0, you can use another mapping mode — by hosts. To do this, switch on the Hosts mode toggle and map components to hosts by clicking Add components for

each host sequentially.

Use mapping by hosts

To Table of Contents

IMPORTANT

Initially, there are no components on any of cluster hosts. You should map components to hosts manually.

CAUTION

Without assigning a necessary number of hosts to mandatory components, the component mapping cannot be saved.
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Configure services
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After adding all necessary services, you can configure its parameters. The steps for configuring cluster services are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page, find the row that contains the desired service, and click its name in the Name column.

Switch to configuring a service

3. In the window that opens:

Open the Primary Configuration tab.

Switch on the Show advanced toggle.

Fill in configuration parameters of the selected service. The fields highlighted in red are mandatory.

Click Save.

Configure a service

To configure service components:

1. In the menu on the service configuration page, open the Components tab and click on the component name in the Name column.

Switch to setting up the service component

2. In the window that opens:

Set the Show advanced switch to active.

Fill in or change the configuration parameters of the selected component, if any. As a rule, these are the settings of the Log4j logging library. Templates for log4j_properties

files are also available here.

Click Save.

Configure a service component

To configure one or a group of hosts:

1. On the service configuration page, open the Configuration groups tab.

2. On the page that opens, click Create config group.

Switch to a host group creation

3. In the window that opens, enter the name of the group and click Next.

Create a host group

4. After creating a host group in the window that opens:

Set the Show advanced switch to active.

Complete or change the required service configurations for this host group.

Click Save.

After setting up the group, exit to the list of groups by clicking Return back.

Configure a host group

5. 

To assign hosts to a group, in the line corresponding to the created group, click on the  icon.

Switch to host assignment

6. In the window that opens, select the hosts to be included in the group and click Transfer selected.

Add hosts to a group

7. After completing the formation of the host group, click Save.

Save a group of hosts

As a result, the number of hosts in the line corresponding to the created group changes.

Formed group of hosts

To Table of Contents

Configuration

Components

Configuration groups

Configuration

NOTE

For more information about services configuration parameters, see  in the References.ADS configuration parameters

Components

Configuration groups

NOTE

For more information about configuring services for a group of hosts, see the article Set up configuration groups.
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The Configuration → Primary configuration tab allows you to configure the general cluster settings.

Cluster configuration parameters are listed below:

Reliability control — parameters of this section are intended to set the timeout of the DNF software package manager unlocking wait. Displayed if the Show advanced switch is

activated. In Ubuntu, after the host reboot, automatic update starts, which locks DNF.

Name Description Default value

retries The maximum number of retries 80

delay The time delay between retries (in seconds) 30

timeout Timeout for network ports checks (in seconds) 7200

Paths to the repositories that are used during the installation process depending on the cluster operating system (CentOS, Red Hat, Ubuntu, ALT Linux 8, or Astra Linux). Only the

marked repositories are registered on the cluster servers.

Repositories

Repository name Parameter Description Default value

monitoring desc Repository description Monitoring components url

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

ADS desc Repository description ADS repository

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

prometheus_repo desc Repository description Prometheus repository

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

arenadata_java desc Repository description Arenadata repository for OpenJDK

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository. If set

to true  before the Install,

Add/Remove components, or

Update action for a cluster or

service, the latest version of Java

17 will be installed on hosts

false

ranger plugins desc Repository description Arenadata Ranger plugins

repository

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

Precheck packages — enables package availability check before installation.

Docker registry url — specifies the location of Arenadata Docker Registry. Displayed if the Show advanced switch is activated.

Znode path for cluster in Zookeeper service — Znode path for the ADS cluster in the Zookeeper service. Displayed if the Show advanced switch is activated.

BASIC Authentication — configuration for BASIC authentication.

For a description of enabling authentication, see the article .

SASL_PLAINTEXT Authentication — configuration for SASL PLAINTEXT authentication.

For a description of enabling authentication, see the article .

Kerberos — configuration for Kerberos authentication.

The description of enabling authentication is given in the articles:

java.io.tmpdir — a Java system property that determines where the JVM writes temporary files.

Custom JDK settings — a switch that indicates whether to use a custom Java path for ADS services. When the switch is activated, the JAVA_HOME field becomes available. Enter a

work Java path in that field. The selected path should contain а bin folder with a Java binary file, for example /usr/lib/jvm/jre-openjdk/. If the JAVA_HOME value is empty, the default

system path is used: /usr/lib/jvm/java-1.17.0-openjdk-amd64/ (for all operating systems except Centos, RedHat, and AstraLinux).

Cluster UUID — displays the universally unique identifier of the cluster.

Cluster configuration window

The Configuration → Configuration groups tab is designed to set cluster configuration groups.

The Configuration → Ansible settings tab allows you to set Ansible configuration options at the cluster level. The tab is available starting with ADCM 2.2.0.

Ansible settings

Name Description Default

forks The number of parallel processes to spawn when communicating with

remote hosts

5

To Table of Contents

Primary configuration

Configuration groups

Ansible settings

After creation a new cluster, you can configure it by performing the following steps:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Configuration tab on the cluster page. The Configuration tab includes the following sections: Primary configuration, Configuration groups, Ansible settings.

3. Fill in all necessary parameters on the selected tab and click Save.

IMPORTANT

There is usually no need to change cluster configuration parameters. You can leave all parameters at the default values.

Primary configuration

Basic authentication

SASL PLAINTEXT

MIT Kerberos

Kerberos with MS Active Directory

Kerberos with Samba

Configuration groups

Ansible settings
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There are two ways to install cluster services:

1. Whole cluster. In this method all services are installed automatically one by one after applying the Install action to a cluster.

2. Single services. In this method each service is installed manually after applying one or more actions to it. This way is also suitable for installing new services in the already

deployed cluster.

In both cases each service starts automatically after installation.

To install all cluster services within a single action, follow the steps:

1. 

Apply the Install action to the cluster selected on the Clusters page by clicking the icon in the Actions column.

Switch to the whole cluster installation

2. In the dialog box that opens, select the required options for installation.

The purpose of the parameters is given below.

Parameter Description

Disable SELinux Disable SELinux on added hosts. In order for this setting to be applied, after the completion of the Install

operation, you must restart the hosts manually

Disable Firewalld Disabling firewalld on hosts

Install OpenJDK Install package java-1.8.0-openjdk on hosts

Set vm.swappiness to 0 Disabling swapping on hosts

Configure /etc/hosts Write added nodes to /etc/hosts on cluster hosts. It is recommended to disable this option if DNS is

configured

Set service checks Enables service checking when starting an action

3. Verify the action in the opened window.

Verify the action

4. Wait until the job is completed.

To install one or several cluster services manually, add these services to the cluster and then perform the actions described below.

1. 

Open the Services tab on the cluster page. For each service that should be installed, click the icon in the Actions column and select the Install action.

Switch to installation of single services

2. In the dialog box that opens, select  and click Run.

3. Verify the action in the opened window.

Verify the action

4. Wait until the job is completed. Then check that the service state has changed from created  to installed .

5. Repeat the previous actions for other services that should be installed.

ADCM starts a single job for installation process, as well as for any other task. You can find out about the status of jobs more specifically on the Jobs page.

The Jobs page

The successful completion of the service installation is determined by the transition of the job from the running  status to the success  status on the Jobs page. If the job fails, it

switches to the failed  status. In this case it is possible to see more detailed information about the errors that occurred by clicking the failed job on the Jobs page.

Switch to a job page

A job page contains two sections: ansible [ stdout] and ansible [ stderr ]. These are technical logs of the job that include information from standard I/O streams stdout/stderr. These

logs can help to understand what caused the problems.

There can also be the optional third section ansible [ check ]. These are the logs of the most frequent errors checks. The description of these errors is more simple and specific, than in

two previous technical logs.

The contents of all three sections should be studied if errors occur.

Job details

As a result of successful installation, the cluster and its services change their state according to the following rules:

The cluster state, displayed in the State field on the Clusters page, is being changed from created  to installed .

The cluster state after successful installation

The state of cluster services, displayed on the Services tab of the cluster page, is being changed from created  to installed .

The state of cluster services after successful installation

To Table of Contents

Step 1. Run installation

Whole cluster

Single services

Step 2. View the results of installation

Step 3. Check the cluster state after installation

Step 1. Run installation

IMPORTANT

The installation must be performed on a clean host with no previous installations of related or similar software.

Whole cluster

Select parameters for installation

Single services

CAUTION

Notice that services are installed one by one. Do not install another service until the installation of the previous one is completed.

the required parameters for installation

IMPORTANT

When you install services manually, one by one, use the following order:

ZooKeeper;

Kafka manager, Kafka, NiFi (one by one);

other services.

Installing a Kafka service in the KRaft mode requires additional steps. For information, see .Kafka installation in the KRaft mode

Step 2. View the results of installation

Step 3. Check the cluster state after installation
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Install monitoring
Olga Semme

Monitoring is an optional but strongly recommended ADS component that you can configure in one of the following ways:

add the  to the ADS cluster (available starting with );

create a  and integrate it with the ADS cluster (deprecated).

To Table of Contents

Monitoring service 3.6.2.2.b1

monitoring cluster
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Monitoring service
Olga Semme
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When you add the Monitoring service to an ADS cluster, node exporter is installed on all hosts. It is a monitoring agent that reads host system metrics collected by Prometheus.

Prometheus also collects metrics from the ADS services (Kafka, ZooKeeper, Kafka REST Proxy, Schema-registry, ksqlDB, NiFi, MiNiFi, Kafka Connect). These metrics are available in the

Prometheus format on ports and endpoints specified in . You can also use the Prometheus and Grafana web interfaces to view and analyze data that the

monitoring service collects.

1. In the ADCM interface, open the Clusters page and click your ADS cluster name. On the cluster page that opens, switch to the Services tab and click Add services.

Switch to adding services

2. In the opened dialog, select the Monitoring service and click Add.

Select the service

As a result, the added service is displayed on the Services tab.

The result of successful adding the service to the cluster

1. On the cluster page, open the Mapping tab to proceed to mapping service components to cluster hosts.

Switch to mapping service components

Monitoring service components

Component Description

Prometheus Server Deploys a Prometheus server that serves as a:

proxy channel for all collectors of metrics on a host;

storage for all metrics of a cluster;

generator of alerts based on collected metrics.

Grafana Visualizes ADS metrics as graphs and charts organized into dashboards

Node-exporter Exports ADS host metrics to Prometheus

2. Assign a host to each component of the Monitoring service — click Add hosts and select the desired host in the pop-up window.

Select a host for a component

3. After the distribution of components is completed, click Save.

Save mapping of components

1. Open the Services tab on the cluster page and click the Monitoring service name in the Name column.

Switch to the service configuration

2. On the page that opens, fill in the service’s configuration parameters — see the Monitoring section in the  article for parameter descriptions. Fields

highlighted in red are required.

Configure the Monitoring service

After specifying all necessary parameters, click Save.

1. 

On the Services tab, click for the Monitoring service in the Actions column and run the Install action.

Switch to the service installation

2. Confirm the action in the opened window.

Confirm the action

3. Wait until the installation is complete. Then check that the service state has changed from created  to installed .

Installation is complete

To view the service installation process and analyze errors if they occur, select Jobs in the left navigation menu and click the Install job name in the Jobs list.

Install service job page

The Monitoring service starts automatically after installation. To ensure that monitoring works correctly, check the following:

Metrics are collected from all hosts of your cluster, not only from the hosts where components of the monitoring service are deployed.

Both system and ADS service metrics are collected from the cluster hosts — see .

To check both these points, you can view metrics in the Prometheus format in the browser, and also use the Prometheus or Grafana web interface.

1. In the address bar of the browser, enter the ADS cluster host address, and also specify the port and endpoint of access to the system metrics, which are defined on the

 of the Monitoring service in the Node exporter settings section, designed to configure access to system metrics of the ADS cluster host.

An example address for viewing ADS host metrics on a host with IP 10.92.41.147 : http://10.92.41.147:11203/metrics.

2. The page that opens will display monitoring metrics from the specified host of the ADS cluster in the Prometheus format.

ADS host metrics in the Prometheus format

1. In the address bar of your browser, enter the IP address of the host where the Prometheus Server component of the Monitoring service is installed. Specify the port number, which

is determined by the web.listen-address parameter in the Prometheus settings section in the Service parameters group of the Monitoring service configuration (the default port is

11200 ). For example: http://10.92.41.147:11200. To log into the Prometheus interface, use a username and password that are also specified in the Prometheus settings section 

— the Prometheus users to login/logout to Prometheus setting.

2. In the Expression field, you can enter a metric and click Execute — values of this metric on all hosts of the ADS cluster will be shown in the interface.

Prometheus web interface

1. In the address bar of your browser, enter an address of a host on which Grafana is deployed and add a port number — a value of the Grafana listen port parameter located in the

Grafana settings section of the  (the default value is 11210 ). For example, http://10.92.41.147:11210. To log in, use admin  as a username, and

the Grafana administrator’s password parameter value (also found in the Grafana settings section of service configuration parameters) as a password.

2. In the window that opens, navigate to Home → Dashboards and expand the ADS Dashboard <ADS_cluster_name> section. In this section, you can select one of available

dashboards to view service or system metrics coming from your ADS cluster.

View ADS metrics in Grafana

To Table of Contents

Overview

Step 1. Add the service

Step 2. Add components

Step 3. Configure the service

Step 4. Install the service

Step 5. View results

Metrics in the Prometheus format

Prometheus web interface

Grafana web interface

The Monitoring service deploys the Prometheus server inside ADS to collect and store ADS cluster monitoring metrics. It also supports usage of the Grafana web application for

visualization and analysis of information. This article describes steps required to add this service to an ADS cluster.

Overview

service configuration settings

NOTE

If you already have a Prometheus-compatible monitoring system set up (for example, your own Prometheus server or VictoriaMetrics), you can use it to collect

ADS metrics. To do this, configure access to ADS metrics in your monitoring system using ADS’s Prometheus parameters specified on the 

.

You can also use the Federation mechanism to migrate all metrics from the Prometheus server deployed in ADS to your Prometheus.

Monitoring service

page

Step 1. Add the service

Step 2. Add components

CAUTION

It is not recommended to install the Prometheus Server components on hosts with ADS — use separate hosts for them. Otherwise, if an ADS host fails and/or

the load on it is critically high, information about the corresponding problems will not be saved.

Step 3. Configure the service

ADS configuration parameters

Step 4. Install the service

Step 5. View results

ADS monitoring metrics

CAUTION

To enable Kafka monitoring, on the Kafka service  page, set the JMX Monitoring switch to the active position, then restart the service.configuration

Metrics in the Prometheus format

configuration page

Prometheus web interface

Grafana web interface

Monitoring service configuration
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Install monitoring
Daria Barysheva

Monitoring is installed optionally (yet strongly recommended). ADCM monitoring is based on three services: Diamond, Graphite, and Grafana.

For online installation, you need a separate monitoring cluster. The steps for installing monitoring in this case are listed below. You can perform them both before and after the ADS

cluster installation, except the last step , that can be executed only when the ADS cluster already exists.

To Table of Contents

Integrate with ADS cluster

Create a cluster

Add services

Add hosts to a cluster

Add components

Configure services

Install a cluster

Integrate with ADS cluster

CAUTION

Starting with ADS , it is not recommended to configure ADS monitoring using a monitoring cluster, as support for this functionality is currently

suspended and will be completely discontinued in future ADS releases. The recommended way to monitor an ADS cluster is to use the .

3.6.2.2.b1

Monitoring service
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Create a cluster
Daria Barysheva
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1. Go to https://network.arenadata.io/ and select Arenadata Monitoring.

2. Download a bundle of the desired version.

Arenadata Monitoring download page

To upload a bundle to ADCM, follow the steps:

1. Select the Bundles item in the left navigation menu and click Upload bundle.

2. Select a bundle in the Open File Dialog.

Upload a bundle

3. As a result of the performed actions, a bundle is displayed on the Bundles page.

The result of successful uploading a bundle

The steps for cluster creation are given below:

1. Select the Clusters item in the left navigation menu and click Create cluster.

Switch to cluster creation

2. In the opened dialog, describe a new cluster instance:

Select an uploaded cluster bundle in the Product field.

Select a bundle version in the Product version field. Several versions become available in the case of different versions of the same bundle being uploaded.

Enter a cluster name in the Cluster name field.

Enter a cluster description in the Description field if necessary.

Set the I accept Terms of Agreement flag to sign the license agreement. This flag is displayed only for Enterprise bundles. To read the agreement text, refer to the Terms of

Agreement link. You can also sign the license agreement on the Bundles page by clicking the desired product bundle.

Click Create.

Create a cluster

3. As a result, the created cluster instance is displayed on the Clusters page.

The result of successful cluster creation

To Table of Contents

Step 1. Download a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

In ADCM a cluster means a set of services running on a set of hosts.

Clusters distributions for ADCM are made in the form of so-called bundles. Generally a bundle is a regular archive that includes a description and software logic of cluster deployment

and exploitation.

The steps for adding a cluster to ADCM are listed below.

Step 1. Download a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

IMPORTANT

When creating a cluster via the ADCM web interface, you generate a new ADCM cluster instance. It means only adding the cluster to ADCM — at this stage no

services are deployed.
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Add services
Daria Barysheva

In ADCM a service means a software that performs some function. The steps for adding services to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. In the opened dialog, select services that should be added to the cluster and click Add.

Select services

The brief description of available services is listed below.

Services that should be added to the monitoring cluster

Service Purpose

Diamond A Python service used for collecting system metrics from the hosts that are connected to the monitoring

system. The collected metrics are processed by Carbon (the backend services of Graphite)

Graphite Includes several components:

Carbon — a set of services that are used to process metrics collected by Diamond.

Whisper DB — a temporary file database where collected metrics are stored.

Web service — allows to get and visualize metrics from Whisper DB.

Grafana A web service that allows users to create convenient sets of graphs, alerts, and other visualization tools for

metrics received from Graphite. By default, uses the port 3000

4. As a result, the added services are displayed on the Services tab.

The result of successful adding services to a cluster

To Table of Contents
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Add hosts to a cluster
Daria Barysheva

The steps for adding hosts to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Hosts tab on the cluster page and click Add hosts.

Switch to adding hosts

3. In the opened dialog, select hosts that should be added to the cluster and click Add.

Select hosts

4. As a result, the added hosts are displayed on the Hosts tab.

The result of successful adding hosts to a cluster

To Table of Contents
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Add components
Daria Barysheva

In ADCM a component means a part of a service that should be deployed on one or several cluster hosts.

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page.

Switch to mapping service components

3. In the window that opens, map components to hosts. To assign hosts for each component, click Add hosts and select hosts in the pop-up window.

Select hosts for a component

4. After component distribution is completed, click Save.

Save mapping of components

5. To open an alternative mapping view (by hosts), select the Hosts view tab.

View mapping by hosts

To Table of Contents

IMPORTANT

Initially, there are no components on any of cluster hosts. You should map components to hosts manually.
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Configure services
Daria Barysheva

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page, find the row that contains the desired service, and click its name in the Name column.

Switch to configuring a service

3. In the window that opens:

Open the Primary Configuration tab.

Switch on the Show advanced toggle.

Fill in configuration parameters of the selected service. The fields highlighted in red are mandatory.

Click Save.

Configure a service

To Table of Contents
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Install a cluster
Daria Barysheva
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The last step of adding a new monitoring cluster is to install its services. To do this:

1. 

Apply the Install action to the cluster selected on the Clusters page by clicking the icon in the Actions column. Verify the requested action in the opened window. All services

are installed consecutively.

Switch to monitoring cluster installation

2. Wait until the job is completed.

To check availability of the Graphite web-interface, you can do:

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Web-interface TCP port parameter from

the ip_and_ports section defined when configuring the Graphite service during the monitoring cluster installation. The value 80  (used by default) can be omitted.

2. Expand a tree at the left side of the opened form. System metrics are displayed there, grouped by hosts. You can select some of these metrics to view their change dynamics in

the form of a graph at the right side of the screen.

Graphite web-interface

To check availability of the Grafana web-interface, you can do:

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Port parameter from the ip_and_ports

section defined when configuring the Grafana service during the monitoring cluster installation (by default, 3000 ).

2. Select the Home menu item in the opened form.

Grafana web-interface

3. Open one of available dashboards. For example, Arenadata System metrics.

Switch to Arenadata System metrics

4. View available graphs.

View Arenadata System metrics

To Table of Contents

Step 1. Run installation

Step 2. View results

Graphite

Grafana

Step 1. Run installation

NOTE

In case of errors, you can find logs on the Jobs page.

Step 2. View results

Graphite

Grafana
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Integrate with ADS cluster
Olga Semme, Daria Barysheva
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The steps for adding services to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. Select the service Monitoring Clients in the opened dialog and click Add.

Select services

4. As a result, the successfully added service is displayed on the Services tab.

The result of successfully adding a service to the cluster

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page, add monitoring components to the cluster hosts and click Save.

Map components to hosts

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Import tab on the cluster page and go to the Services tab.

Switch to setting up import of services

3. In the Import to drop-down list, select the Monitoring Clients service.

4. Select the Graphite and Grafana services of the previously created monitoring cluster.

5. Click Import.

Integration with a monitoring cluster

1. 

Open the Services tab in the cluster menu. Click the icon in the Actions column and select the Install action in the row that refers to the Monitoring Clients.

Switch to installing the monitoring service

2. In the dialog box that opens, select  and click Run.

3. Verify the action in the opened window.

Verify the action

4. Wait until the job is completed. After successful installation, the monitoring service changes its state from created  to installed  .

Monitoring installation is completed

To ensure that installation process is completed successfully, check the following:

System metrics are collected from the hosts of your cluster, not only from the host where the monitoring cluster has been deployed earlier.

Along with system metrics, service metrics are collected from the hosts of your cluster. For example, ADS cluster provides metrics for such services as Kafka, Nifi, Minifi.

You can check it both in the Graphite and Grafana web-interface.

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Web-interface TCP port parameter from

the ip_and_ports section defined when configuring the Graphite service during the monitoring cluster installation. The value 80  (used by default) can be omitted.

2. Expand a tree at the left side of the opened form. System and service metrics are displayed there, grouped by hosts. You can select some of these metrics to view their change

dynamics in the form of a graph at the right side of the screen.

New hosts and service metrics are available in Graphite

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Port parameter from the ip_and_ports

section defined when configuring the Grafana service during the monitoring cluster installation (by default, 3000 ).

2. Select the Home menu item in the opened form.

3. Notice that new dashboards are available. Select one of them to view the service metrics that are collected from your cluster.

Switch to service metrics

4. View available graphs.

View service metrics

To Table of Contents

Step 1. Add a monitoring service

Step 2. Map monitoring components

Step 3. Import monitoring settings

Step 4. Install a monitoring service
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In order to determine that a new cluster should be monitored, it is necessary to add a separate service Monitoring clients and integrate it with the previously created monitoring cluster.

The steps for building integration between a monitoring cluster and ADS cluster are described below. All actions should be performed on the base of ADS cluster.

Step 1. Add a monitoring service

Step 2. Map monitoring components

IMPORTANT

Add the System Metric Agent on all hosts.

JMX metric Collector can only be added to one host.

Step 3. Import monitoring settings

Step 4. Install a monitoring service

required installation parameters

NOTE

In case of errors, you can find logs on the Jobs page.

Step 5. Verify results

Graphite

Grafana
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Offline installation

To Table of Contents

This topic describes offline installation of ADS. It can be applied to the hosts without access to Internet.

For offline installation, you need to install and configure Arenadata Enterprise Tools (ET). ET is a solution that provides the necessary infrastructure for Arenadata product deployment in

environments with limited internet access. The solution is a part of the Arenadata data platform. It provides the repositories necessary for installing and updating the platform

components.

The process of offline installation via ADCM includes the following steps.

NOTE

This function is available only in the Enterprise Edition of ADS.

Install ADCM

Step 1.

Prepare hosts

Step 2.

Install ET cluster

Step 3.

Install ADS cluster

Step 4.

Install monitoring

Step 5.
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Install ADCM
Daria Barysheva
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ADCM is a software that is distributed in the form of a Docker image. To install it, you need:

One of the following operating systems:

Ubuntu 22.04

CentOS 7

RHEL 7

Alt Linux SP 8

Alt Linux SP 10.2

Astra Linux SE 1.7 Orel

Astra Linux 1.7.6 Voronezh

RED OS 7.3 Certified edition

A user account with sudo  privileges.

An access to the official repository of CentOS Extras and CentOS Base. This repository is enabled by default, but if you have disabled it — you need to re-enable it (e.g. via editing the

repository configuration file in the /etc/yum.repos.d/ directory).

The software package installer YUM/APT.

The hardware that meets the following conditions:

CPU: 4 CPU cores;

RAM: 16 GB;

HDD: 50 GB.

To grant the user the necessary rights to install ADCM, do the following:

1. Grant the root  privileges for the user:

CentOS 7/RHEL 7/RED OS 7.3/Alt Linux SP 8

where <user>  is a username.

Ubuntu 22.04/Astra Linux SE 1.7 Orel

where <user>  is a username.

2. Make sure that the /etc/sudoers file contains the record specified below depending on the operating system with the following command:

To return to the command line, press Esc , type :q! , and press Enter .

CentOS 7/RHEL 7/RED OS 7.3

Ubuntu 22.04/Astra Linux SE 1.7 Orel

Alt Linux SP 8

Below are the step-by-step procedures of Docker installation on the examples of several operating systems supported by ADCM. These steps may differ for operating system versions

other than those specified on tabs.

CentOS 7/RHEL 7

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install the packages required for Docker installation and usage:

where:

yum-utils  is the package that provides the yum-config-manager  utility;

device-mapper-persistent-data  and lvm2  are packages required by the devicemapper storage driver.

3. Start Docker:

4. Enable Docker as a system service:

Ubuntu 22.04

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install the packages required for Docker installation and usage:

where:

ca-certificates  is the package of Root CA certificates;

curl  is the package for working with web resources.

Confirm the use of additional disk space during the execution of the command.

3. Add the official GPG key for the Docker repository:

4. Add the Docker repository:

5. Update all packages, including packages for the Docker repository:

6. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

7. Start Docker:

8. Enable Docker as a system service:

Alt Linux SP 8

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

3. Start and enable Docker as a system service:

Astra Linux SE 1.7 Orel

1. Using root  privileges, update all packages that are currently installed in your system:

2. Install the packages required for Docker installation and usage:

where:

ca-certificates  is the package of Root CA certificates;

curl  is the package for working with web resources;

net-tools  is the package for controlling the network subsystem of the Linux kernel, in particular for executing the netstat  command.

Confirm the use of additional disk space during the execution of the command.

3. Add the official GPG key for the Docker repository:

4. Add the Docker repository:

5. Update all packages, including packages for the Docker repository:

6. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

7. Start Docker:

8. Enable Docker as a system service:

RED OS 7.3

1. Install Docker Engine:

Confirm the use of additional disk space during the execution of the command.

2. Start and enable Docker as a system service:

To disable SELinux permanently, set SELINUX=disabled  in the /etc/selinux/config file, and reboot your system.

You can edit the file via the vi  or vim  command:

The content of the changed file should look like this:

You can also disable SELinux temporarily via the following command:

Still, it is strongly recommended to disable SELinux permanently, so that it does not restart on each system reboot.

If you use the firewalld service, stop it before installing ADCM.

Before stopping firewalld, make sure that it is installed, started, and enabled:

The example of the command execution result:

Stop firewalld:

As an alternative, you can disable the firewalld service, so that it will not apply rules to network packets:

If in the future you want to access the Docker CLI without using root  privileges, you should create a docker  user group (if it does not exist) and add the current user to this group

with the certain rights:

After running these commands, you should re-login under the current user.

Offline ADCM installation includes the following steps:

1. Get an archive with the sh.xz extension that contains a special installation shell script from the Arenadata support team.

2. Make a directory on the host where ADCM should be deployed, and put the received archive into it.

3. Unpack the archive into the created directory using any of the available methods.

4. Load the Docker image to the local storage using the received script:

where <script_name>  is the full script name with the extension (for example, adcm_2.5.0.sh).

The example of a successful command execution result:

5. Create a new container based on the downloaded image:

ADCM is just a container operated by Docker. So you are able to use simple Docker commands to start and stop ADCM:

To start ADCM, use the following command.

To stop ADCM, use the following command.

In order to provide the automatic start of the Docker container after unexpected errors, use the following command.

To make sure that the Docker container adcm  is successfully deployed, run the following command:

The example of the command execution result is listed below. Make sure that the STATUS  value is equal to Up .

After ADCM is installed and started, its web interface should become available on the 8000  port of the deployed container.

For Ubuntu 22.04, first install the packages required for executing the netstat  command:

You can check the 8000 port availability using these commands:

The netstat  command — to display information about port listening.

The example of the command execution result:

The curl  command — to check the URL connection.

The example of the command execution result:

To log in to ADCM, use the user with administrator rights that is created by default:

User: admin

Password: admin

Log in to ADCM

Later you can change the password if necessary. To do this:

1. Open the user profile in the left navigation menu.

2. Enter the current password in the Current password field.

3. Fill in the New password field.

4. Confirm a new password in the Confirm password field.

5. Click Save.

Change the admin password

For successful communication between ADCM and product clusters deployed via ADCM, it is important to correctly define the external ADCM address. This address is used by cluster

components for sending information about their state to ADCM. To specify the ADCM URL, use the environment variable DEFAULT_ADCM_URL  when creating the ADCM container. If

you did not specify that variable, you should manually install the URL in the ADCM web interface. To do this, follow the steps:

1. Select the Settings item in the left navigation menu.

2. Expand the Global Options node in the tree of configuration settings.

3. Click the ADCM’s URL field value.

The Settings page

4. In the window that opens, edit the ADCM’s URL field value and click Apply.

Change the ADCM URL

5. Click Save to apply changes.

Save the ADCM URL

To upgrade the previously installed ADCM version offline, follow these steps:

1. Stop the adcm  container:

2. Remove the adcm  container:

3. Download the required Docker image from the Arenadata Docker Registry on a host that has Internet access:

where <version>  is a desired ADCM image version in one of the following formats:

<major>.<minor>.<patch>  — if you need a specific ADCM patch. For example, 2.0.0 .

<major>.<minor>  — if you need the last patch within the selected ADCM version. For example, 2.0 .

4. Save the Docker image to a .tar file:

where <file_name>  is the full name of the created file with the extension (for example, adcm_2.5.0_arenadata.tar).

5. Copy the saved file from the current host to a host without Internet connection using any available methods.

6. Load the Docker image from the .tar file:

where <file_path>  is the absolute path to the .tar file with the Docker image.

The example of a successful command execution result:

7. Create a new container based on the downloaded image:

8. Start the new adcm  container:
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ADCM requires a separate host. Before installing ADCM, we recommend to read its documentation.

The installation steps are listed below.

Step 1. Check prerequisites

Software and hardware requirements

IMPORTANT

The following system requirements are minimal. The target sizing should be calculated based on the customer requirements.

IMPORTANT

Starting with ADCM 2.7.0, any Container Registry Client with downloaded images of ADPG, ADCM, and ADCM Installer will be required to install ADPG without the

Internet connection and use it as the ADCM database. The installation is done via the ADCM Installer by specifying the URL of the local storage of the ADCM and

ADPG images.

$ sudo usermod -aG wheel <user>

$ sudo usermod -aG sudo <user>

$ sudo vi /etc/sudoers

## Allows people in group wheel to run all commands
%wheel  ALL=(ALL)       ALL

# Allow members of group sudo to execute any command
%sudo   ALL=(ALL:ALL) ALL

## Uncomment to allow members of group wheel to execute any command
WHEEL_USERS ALL=(ALL:ALL) ALL

Install Docker

CAUTION

Do not install Docker from the official Docker site. Instead, use the official repositories of your Linux distribution. The repositories provided by operating system

developers tend to be more stable and secure.

$ sudo yum update -y

$ sudo yum install -y yum-utils docker device-mapper-persistent-data lvm2

$ sudo systemctl start docker

$ sudo systemctl enable docker

$ sudo apt-get update

$ sudo apt-get install ca-certificates curl

$ sudo install -m 0755 -d /etc/apt/keyrings
$ sudo curl -fsSL httрs://download․docker․com/linux/ubuntu/gpg -o /etc/apt/keyrings/docker․asc
$ sudo chmod a+r /etc/apt/keyrings/docker․asc

$ echo \
"deb [arch=$(dpkg --print-architecture) signed-by=/etc/apt/keyrings/docker․asc] httрs://download․docker․com/linux/ubuntu \
$(․ /etc/os-release && echo "jammy") stable" | \
sudo tee /etc/apt/sources․list․d/docker․list > /dev/null

$ sudo apt-get update

$ sudo apt-get install docker-ce docker-ce-cli containerd․io docker-buildx-plugin docker-compose-plugin

$ sudo systemctl start docker

$ sudo systemctl enable docker

$ sudo apt-get update

$ sudo apt-get install docker-engine

$ sudo systemctl enable --now docker

$ sudo apt-get update

$ sudo apt-get install ca-certificates curl net-tools

$ curl -fsSL httрs://download․docker․com/linux/debian/gpg | sudo apt-key add -

$ echo "deb [arch=amd64] httрs://download․docker․com/linux/debian stretch stable" | sudo tee -a /etc/apt/sources․list

$ sudo apt-get update

$ sudo apt install docker-ce docker-ce-cli containerd․io

$ sudo systemctl start docker

$ sudo systemctl enable docker

$ sudo dnf install docker-ce docker-ce-cli

$ sudo systemctl enable docker --now

Disable SELinux

NOTE

It is recommended to disable SELinux only if CentOS 7 or RHEL 7 is used.

$ sudo vi /etc/selinux/config

# This file controls the state of SELinux on the system․
# SELINUX= can take one of these three values:
#       enforcing - SELinux security policy is enforced․
#       permissive - SELinux prints warnings instead of enforcing․
#       disabled - SELinux is fully disabled․
SELINUX=disabled
# SELINUXTYPE= type of policy in use․ Possible values are:
#       targeted - Only targeted network daemons are protected․
#       strict - Full SELinux protection․
SELINUXTYPE=targeted

$ sudo setenforce 0

CAUTION

Do not forget to reboot your host after SELinux is disabled.

Stop firewalld

$ sudo systemctl status firewalld

● firewalld․service - firewalld - dynamic firewall daemon
   Loaded: loaded (/usr/lib/systemd/system/firewalld․service; enabled; vendor preset: enabled)
   Active: active (running) since Mon 2024-12-02 10:02:57 UTC; 3min 25s ago
     Docs: man:firewalld(1)
 Main PID: 3023 (firewalld)
    Tasks: 2
   Memory: 22․8M
   CGroup: /system․slice/firewalld․service
           └─3023 /usr/bin/python2 -Es /usr/sbin/firewalld --nofork --nopid

$ sudo systemctl stop firewalld

$ sudo systemctl disable firewalld

Allow access to the Docker CLI without root privileges

$ sudo groupadd docker
$ sudo usermod -a -G docker $USER

Step 2. Install ADCM

NOTE

Running the command can take some time. Please wait until it is completed.

$ sudo bash <script_name> unpack_adcm

Loaded image: hub․arenadata․io/adcm/adcm:2․5․0

$ sudo docker create --name adcm -p 8000:8000 -v /opt/adcm:/adcm/data -e DB_HOST="<DATABASE_HOSTNAME_OR_IP_ADDRESS>" -e DB_PORT="
<DATABASE_TCP_PORT>" -e DB_USER="<DATABASE_USERNAME>" -e DB_NAME="<DATABASE_NAME>" -e DB_PASS="<DATABASE_USER_PASSWORD>" -e 
DB_OPTIONS="<DATABASE_OPTIONS>" hub․arenadata․io/adcm/adcm:<version>

Step 3. Start ADCM

$ sudo docker start adcm

$ sudo docker stop adcm

$ sudo docker update --restart=on-failure adcm

NOTE

For more information about Docker restart policies, refer to the Docker documentation.

If you allowed your user to access the Docker CLI without root  privileges, then you can omit the sudo  keyword from the commands listed above.

Step 4. Check installation

Check the Docker container status

$ sudo docker container ls

CONTAINER ID        IMAGE                               COMMAND             CREATED             STATUS              PORTS                
NAMES
74b5628146e5        hub․arenadata․io/adcm/adcm:2․0   "/etc/startup․sh"   4 days ago          Up 21 minutes       0․0․0․0:8000-
>8000/tcp   adcm

Check the 8000 port availability

$ sudo apt-get install net-tools

$ sudo netstat -ntpl | grep 8000

tcp6       0      0 :::8000                 :::*                    LISTEN                                             
1514/docker-proxy-c

$ curl httр://localhost:8000

<!doctype html>
<html lang="en">
<head>
  <meta charset="utf-8">
  <title>Arenadata Cluster Manager</title>
  <base href="/">
  <meta name="viewport" content="width=device-width, initial-scale=1">
  <link rel="icon" type="image/x-icon" href="assets/favicon․ico">
<link rel="stylesheet" href="styles․10db6328264e0907c52f․css"></head>
<body>
  <app-root></app-root>
<script src="runtime-es2015․7eb406ed18bf0258cd35․js" type="module"></script><script src="runtime-es5․7eb406ed18bf0258cd35․js" 
nomodule defer></script><script src="polyfills-es5․2e224d70daec4412d3c2․js" nomodule defer></script><script src="polyfills-es2015․
37e0553ac06970d6a5b5․js" type="module"></script><script src="main-es2015․39851da0ebf9ed6fec45․js" type="module"></script><script 
src="main-es5․39851da0ebf9ed6fec45․js" nomodule defer></script></body>
</html>

Check the ADCM web-interface

Set the ADCM URL

Step 5. Update ADCM

CAUTION

Before upgrading, it is strongly recommended to back up ADCM data. For more information, see Backup and restore.

Downgrade of the ADCM version is not supported.

It is not recommended to update ADCM more than 5 minor versions ahead (see <minor>  in the versioning format below).

Before upgrading ADCM to version 2.7.0, migrate data from SQLite to PostgreSQL. Migration can be performed in any ADCM version (up to 2.6.0).

$ sudo docker stop adcm

$ sudo docker container rm adcm

NOTE

For customers who use Enterprise editions of products, it is possible to contact the Arenadata support team to get an archive with the sh.xz extension that

contains a special installation shell script. After stopping the adcm  container, the ADCM update process includes the installation according to the instruction.

$ sudo docker pull hub․arenadata․io/adcm/adcm:<version>

IMPORTANT

latest  was used for earlier versions of ADCM and is no longer supported starting from version 2.0.0 .

Before ADCM 2.0.0, the following format was used for versioning: YYYY.MM.DD.HH .

$ sudo docker save -o <file_name> hub․arenadata․io/adcm/adcm:<version>

NOTE

Running the command can take some time. Please wait until it is completed.

IMPORTANT

Make sure you have configured access to hosts and necessary file permissions.

$ sudo docker load -i <file_path>

Loaded image: hub․arenadata․io/adcm/adcm:2․5․0

$ sudo docker create --name adcm -p 8000:8000 -v /opt/adcm:/adcm/data -e DB_HOST="<DATABASE_HOSTNAME_OR_IP_ADDRESS>" -e DB_PORT="
<DATABASE_TCP_PORT>" -e DB_USER="<DATABASE_USERNAME>" -e DB_NAME="<DATABASE_NAME>" -e DB_PASS="<DATABASE_USER_PASSWORD>" -e 
DB_OPTIONS="<DATABASE_OPTIONS>" hub․arenadata․io/adcm/adcm:<version>

NOTE

For more information on the environment variables ( DB_HOST , DB_PORT , DB_USER , DB_NAME , DB_PASS , and DB_OPTIONS ), see the Installation article.

$ sudo docker start adcm

96bb ee3
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Prepare hosts

To manage a cluster and its nodes via ADCM, it is necessary to prepare hosts for a cluster and link these hosts to ADCM. This is the function of ADCM hostproviders — special plugins

for ADCM, which encapsulate the complex mechanism of interaction between ADCM and the hosts controlled by it.

ADCM supports several types of hostproviders. For more information on how to configure hostproviders and use them to create hosts, refer to the following documentation:

SSH

Yandex Cloud

VCloud (VMware)

Cloud.ru Advanced

CROC Cloud

For offline installation, the SSH hostprovider is recommended.

To Table of Contents

CAUTION

If you are going to use ADS or ADS Control with ADPS, you should specify FQDNs when creating ADS/ADS Control hosts. The maximum FQDN length is 48

symbols.
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Please get a cluster bundle from the Arenadata support team.

To upload a bundle to ADCM, follow the steps:

1. Select the Bundles item in the left navigation menu and click Upload bundle.

2. Select a bundle in the Open File Dialog.

Upload a bundle

3. As a result of the performed actions, a bundle is displayed on the Bundles page.

The result of successful uploading a bundle

The steps for cluster creation are given below:

1. Select the Clusters item in the left navigation menu and click Create cluster.

Switch to cluster creation

2. In the opened dialog, describe a new cluster instance:

Select an uploaded cluster bundle in the Product field.

Select a bundle version in the Product version field. Several versions become available in the case of different versions of the same bundle being uploaded.

Enter a cluster name in the Cluster name field.

Enter a cluster description in the Description field if necessary.

Set the I accept Terms of Agreement flag to sign the license agreement. This flag is displayed only for Enterprise bundles. To read the agreement text, refer to the Terms of

Agreement link. You can also sign the license agreement on the Bundles page by clicking the desired product bundle.

Click Create.

Create a cluster

3. As a result, the created cluster instance is displayed on the Clusters page.

The result of successful cluster creation

To Table of Contents

Step 1. Get the Enterprise version of a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

In ADCM a cluster means a set of services running on a set of hosts.

Clusters distributions for ADCM are made in the form of so-called bundles. Generally a bundle is a regular archive that includes a description and software logic of cluster deployment

and exploitation.

The steps for adding a cluster to ADCM are listed below.

Step 1. Get the Enterprise version of a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

IMPORTANT

When creating a cluster via the ADCM web interface, you generate a new ADCM cluster instance. It means only adding the cluster to ADCM — at this stage no

services are deployed.
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Add services
Daria Barysheva

In ADCM a service means a software that performs some function. The steps for adding services to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. In the opened dialog, select services that should be added to the cluster and click Add.

Select services

The brief description of available services is listed below.

Services that should be added to the Enterprise Tools cluster

Service Purpose

HTTP Mirror A service used for hosting packages of the repositories that are needed for offline installation of products

Docker Registry A service used to store Docker Images that are needed for offline installation of products

4. As a result, the added services are displayed on the Services tab.

The result of successful adding services to a cluster

To Table of Contents

NOTE

The CoreDNS service is deprecated — do not select it. The Diamond, Graphite, and Grafana services are used for building monitoring — they will be described

separately.
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Add hosts to a cluster
Daria Barysheva

The steps for adding hosts to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Hosts tab on the cluster page and click Add hosts.

Switch to adding hosts

3. In the opened dialog, select hosts that should be added to the cluster and click Add.

Select hosts

4. As a result, the added hosts are displayed on the Hosts tab.

The result of successful adding hosts to a cluster

To Table of Contents
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Add components
Daria Barysheva

In ADCM a component means a part of a service that should be deployed on one or several cluster hosts.

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page.

Switch to mapping service components

3. In the window that opens, map components to hosts. To assign hosts for each component, click Add hosts and select hosts in the pop-up window.

Select hosts for a component

4. After component distribution is completed, click Save.

Save mapping of components

To Table of Contents

IMPORTANT

Initially, there are no components on any of cluster hosts. You should map components to hosts manually.
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Install a cluster
Olga Semme, Daria Barysheva
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The last step of adding a new Enterprise Tools cluster is to install its services. To do this:

1. 

Apply the Offline Install action to the cluster selected on the Clusters page by clicking the icon in the Actions column.

Switch to cluster installation

2. In the opened window, enter a full path to the shell script that is received from the Arenadata support team and click Run.

Verify installation

3. Wait until the installation process is completed.

Cluster installation is completed

In addition to installing the cluster, you should process the shell script that is received from the Arenadata support team. It is necessary to enable offline installation of products in the

future. To do this:

1. 

Apply the Upload Pack action to the cluster selected on the Clusters page by clicking the icon in the Actions column.

Switch to uploading packages

2. In the opened window, enter a full path to the shell script received from the Arenadata support team and click Run.

Verify upload

3. Wait until the upload process is completed.

The steps for checking the installation results are listed below:

1. Check that ports 443  and 81  are listened at the host where cluster is installed. The first port is used by the Docker Registry service, the second one — by the HTTP Mirror

service.

The result should look like this:

2. Check that the /opt/arenadata/etools/httprepo/arenadata-repo folder exists at the host where the cluster is installed. This folder should contain the data necessary for offline

installation of the products that you have chosen before getting a shell script from the Arenadata support team.

The following example displays the data that can be placed in this folder for ADS and ADS Control installation.

To Table of Contents

Step 1. Run installation

Step 2. Upload packages for offline installation

Step 3. Verify results

Step 1. Run installation

NOTE

In case of errors, you can find logs on the Jobs page.

Step 2. Upload packages for offline installation

NOTE

In case of errors, you can find logs on the Jobs page.

Step 3. Verify results

$ sudo netstat -ntlp|grep L|grep -E "81|443"

tcp6       0      0 :::443                  :::*                    LISTEN      1694/docker-proxy-c
tcp6       0      0 :::81                   :::*                    LISTEN      1708/docker-proxy-c

$ ls -la /opt/arenadata/etools/httрrepo/arenadata-repo

total 0
drwxr-xr-x․ 5 root root 45 May 23 16:01 ․
drwxr-xr-x․ 3 root root 28 May 23 16:00 ․․
drwxr-xr-x․ 3 root root 17 May 23 16:01 ADM
drwxr-xr-x․ 3 root root 19 May 23 16:00 ADS
drwxr-xr-x․ 3 root root 21 Nov 23 19:12 ADSCC
drwxr-xr-x․ 3 root root 19 May 23 16:01 zookeeper

006e8a5
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Please get a cluster bundle from the Arenadata support team.

To upload a bundle to ADCM, follow the steps:

1. Select the Bundles item in the left navigation menu and click Upload bundle.

2. Select a bundle in the Open File Dialog.

Upload a bundle

3. As a result of the performed actions, a bundle is displayed on the Bundles page.

The result of successful uploading a bundle

The steps for cluster creation are given below:

1. Select the Clusters item in the left navigation menu and click Create cluster.

Switch to cluster creation

2. In the opened dialog, describe a new cluster instance:

Select an uploaded cluster bundle in the Product field.

Select a bundle version in the Product version field. Several versions become available in the case of different versions of the same bundle being uploaded.

Enter a cluster name in the Cluster name field.

Enter a cluster description in the Description field if necessary.

Set the I accept Terms of Agreement flag to sign the license agreement. This flag is displayed only for Enterprise bundles. To read the agreement text, refer to the Terms of

Agreement link. You can also sign the license agreement on the Bundles page by clicking the desired product bundle.

Click Create.

Create a cluster

3. As a result, the created cluster instance is displayed on the Clusters page.

The result of successful cluster creation

To Table of Contents

Step 1. Get the Enterprise version of a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

In ADCM a cluster means a set of services running on a set of hosts.

Clusters distributions for ADCM are made in the form of so-called bundles. Generally a bundle is a regular archive that includes a description and software logic of cluster deployment

and exploitation.

The steps for adding a cluster to ADCM are listed below.

Step 1. Get the Enterprise version of a cluster bundle

Step 2. Upload a cluster bundle to ADCM

Step 3. Create a cluster based on the uploaded bundle

IMPORTANT

When creating a cluster via the ADCM web interface, you generate a new ADCM cluster instance. It means only adding the cluster to ADCM — at this stage no

services are deployed.

5a90b3c
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In ADCM a service means a software that performs some function. Examples of services for ADS clusters: NiFi, Kafka, ZooKeeper, etc. The steps for adding services to a cluster are

listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. In the opened dialog, select services that should be added to the cluster and click Add.

Select services

When adding ksqlDB, Schema-Registry, Kafka REST Proxy services, you should sign a Confluent license agreement. To do this, go to the agreement by clicking Next.

Switch to Confluent Agreement

Next, read the text of the agreement and sign it by clicking Accept.

Confluent Agreement

Click Add to add a service.

The brief description of available services is listed below.

Services that can be added to the ADS cluster

Service Purpose

ZooKeeper The centralized coordination service for distributed applications is used to store metadata about the sections

(partitions) of topics and Apache Kafka brokers, as well as to select a broker as a Kafka controller. Informs each

Kafka broker about the current state of the cluster

Kafka An open-source distributed event streaming platform used for high-performance data pipelines, streaming

analytics, data integration, and mission-critical applications

Kafka REST Proxy Service provides a RESTful interface to an Apache Kafka cluster, making it easy to produce and consume

messages, view the state of the cluster, and perform administrative actions without using the native Kafka

protocol or clients

Schema-registry The service performs the following functions:

Storing a version history of all Avro schemas based on a specified subject naming policy with support for

several compatibility options.

The ability to change Avro schemas according to configured compatibility settings and extended support for

these schema types.

Providing a RESTful interface for storing and retrieving Avro schemas.

Providing serializers that connect to Apache Kafka clients handling message map storage and retrieval.

ksqlDB Аn open-source SQL streaming engine that provides real-time data processing using Apache Kafka

NiFi A simple event (message) processing platform that provides real-time control of data flows from various sources

using a graphical interface

NiFi2 NiFi-based service with version 2.x. The service is added in technology preview mode and is not intended for

production use. Existing limitations for using NiFi2:

NiFi2 can only be installed as part of a separate cluster (NiFi2 + Zookeeper).

Before installing the service, you need to enable , using the

arenadata_java parameter of the operating system repository to install Java 21 when setting up the cluster.

MiNiFi A subproject of Apache NiFi — is a complementary data collection approach that supplements the core tenets of

NiFi in dataflow management, focusing on the collection of data at the source of its creation

Monitoring The service deploys the Prometheus server inside ADS to collect and store ADS cluster monitoring metrics. It also

supports usage of the Grafana web application for visualization and analysis of information

Monitoring Clients Agents sending information about hosts and services in monitoring. The service should be added after the

monitoring cluster is installed and configured, if monitoring of the current cluster is planned

Kafka Connect A tool for scalably and reliably streaming data between Kafka and other data systems

The minimal set of services recommended for ADS clusters is described below:

NiFi

Kafka

ZooKeeper

These services make up the core of Streaming and are sufficient for fast and easy installation and management of Arenadata Streaming with Arenadata Cluster Manager. The full

list of services depends on the requirements of a particular project. Not all services are required to be installed. For example, if you do not plan to use NiFi, then there is no need to

add that service. Also, if a monitoring service is used (not based on Graphite), there is no need to install agents from Monitoring Clients. However, if you plan to use Kafka, the

Kafka and ZooKeeper services are required. The same can be said about the NiFi service. In this case, the service can consist of mandatory and optional components. For

example, a ksqlDB service consists of a required Server component and an optional Client component.

4. As a result, the added services are displayed on the Services tab.

The result of successful adding services to a cluster

To Table of Contents

Java installation from the Arenadata repositories

NOTE

You can also add services later. The process of adding new services to already running cluster does not differ from installing a service from scratch.
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Add hosts to a cluster
Olga Semme, Daria Barysheva

The steps for adding hosts to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Hosts tab on the cluster page and click Add hosts.

Switch to adding hosts

3. In the opened dialog, select hosts that should be added to the cluster and click Add.

Select hosts

4. As a result, the added hosts are displayed on the Hosts tab.

The result of successful adding hosts to a cluster

To Table of Contents
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Add components
Olga Semme, Daria Barysheva

In ADCM a component means a part of a service that should be deployed on one or several cluster hosts. For example, NiFi service can consist of such components as NiFi Server, NiFi

Registry.

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page.

Switch to mapping service components

3. In the window that opens, map components to hosts. To assign hosts for each component, click Add hosts and select hosts in the pop-up window.

Select hosts for a component

Mandatory and optional components

Each service can have mandatory and optional components. Mandatory components are highlighted in red. The ADCM UI also displays how many mandatory components

should be installed.

Mandatory and optional components

The examples of distribution components in ADS clusters consisting of 3 and 5 hosts are described in the table below.

Examples of components distribution

3 hosts

Host Service Component

Host 1 Zookeeper Zookeeper server

Kafka Kafka Broker

Kafka REST Proxy Kafka REST Proxy

Schema-Registry Schema-Registry

Host 2 Zookeeper Zookeeper Server

ksqlDB ksqlDB Client

ksqlDB Server

Kafka Kafka Broker

NiFi NiFi Server

Host 3 Zookeeper Zookeeper Server

Kafka Kafka Broker

Kafka Connect Kafka Connect Worker

NiFi NiFi Server

NiFi Registry

MiNiFi MiNiFi C2 Server

MiNiFi Agent

5 hosts

Host Service Component

Host 1 Zookeeper Zookeeper Server

Kafka Kafka Broker

Schema-Registry Schema-Registry

Host 2 Zookeeper Zookeeper Server

Kafka Kafka Broker

Host 3 Zookeeper Zookeeper Server

ksqlDB ksqlDB Client

ksqlDB Server

Kafka REST Proxy Kafka REST Proxy

Host 4 Kafka Kafka Broker

NiFi NiFi Server

NiFi Registry

Host 5 NiFi NiFi Server

MiNiFi MiNiFi C2 Server

MiNiFi Agent

Kafka Connect Kafka Connect Worker

4. After component distribution is completed, click Save.

Save mapping of components

Starting with ADCM 2.2.0, you can use another mapping mode — by hosts. To do this, switch on the Hosts mode toggle and map components to hosts by clicking Add components for

each host sequentially.

Use mapping by hosts

To Table of Contents

IMPORTANT

Initially, there are no components on any of cluster hosts. You should map components to hosts manually.

CAUTION

Without assigning a necessary number of hosts to mandatory components, the component mapping cannot be saved.
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After adding all necessary services, you can configure its parameters. The steps for configuring cluster services are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page, find the row that contains the desired service, and click its name in the Name column.

Switch to configuring a service

3. In the window that opens:

Open the Primary Configuration tab.

Switch on the Show advanced toggle.

Fill in configuration parameters of the selected service. The fields highlighted in red are mandatory.

Click Save.

Configure a service

To configure service components:

1. In the menu on the service configuration page, open the Components tab and click on the component name in the Name column.

Switch to setting up the service component

2. In the window that opens:

Set the Show advanced switch to active.

Fill in or change the configuration parameters of the selected component, if any. As a rule, these are the settings of the Log4j logging library. Templates for log4j_properties

files are also available here.

Click Save.

Configure a service component

To configure one or a group of hosts:

1. On the service configuration page, open the Configuration groups tab.

2. On the page that opens, click Create config group.

Switch to a host group creation

3. In the window that opens, enter the name of the group and click Next.

Create a host group

4. After creating a host group in the window that opens:

Set the Show advanced switch to active.

Complete or change the required service configurations for this host group.

Click Save.

After setting up the group, exit to the list of groups by clicking Return back.

Configure a host group

5. 

To assign hosts to a group, in the line corresponding to the created group, click on the  icon.

Switch to host assignment

6. In the window that opens, select the hosts to be included in the group and click Transfer selected.

Add hosts to a group

7. After completing the formation of the host group, click Save.

Save a group of hosts

As a result, the number of hosts in the line corresponding to the created group changes.

Formed group of hosts

To Table of Contents

Configuration

Components

Configuration groups

Configuration

NOTE

For more information about services configuration parameters, see  in the References.ADS configuration parameters

Components

Configuration groups

NOTE

For more information about configuring services for a group of hosts, see the article Set up configuration groups.
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The Configuration → Primary configuration tab allows you to configure the general cluster settings.

Cluster configuration parameters are listed below:

Reliability control — parameters of this section are intended to set the timeout of the DNF software package manager unlocking wait. Displayed if the Show advanced switch is

activated. In Ubuntu, after the host reboot, automatic update starts, which locks DNF.

Name Description Default value

retries The maximum number of retries 80

delay The time delay between retries (in seconds) 30

timeout Timeout for network ports checks (in seconds) 7200

Paths to the repositories that are used during the installation process depending on the cluster operating system (CentOS, Red Hat, Ubuntu, ALT Linux 8, or Astra Linux). Only the

marked repositories are registered on the cluster servers.

Repositories

Repository name Parameter Description Default value

monitoring desc Repository description Monitoring components url

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

ADS desc Repository description ADS repository

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

prometheus_repo desc Repository description Prometheus repository

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

arenadata_java desc Repository description Arenadata repository for OpenJDK

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository. If set

to true  before the Install,

Add/Remove components, or

Update action for a cluster or

service, the latest version of Java

17 will be installed on hosts

false

ranger plugins desc Repository description Arenadata Ranger plugins

repository

url Arenadata repository path Specified depending on OS

enabled Enables use of the repository true

Precheck packages — enables package availability check before installation.

Docker registry url — specifies the location of Arenadata Docker Registry. Displayed if the Show advanced switch is activated.

Znode path for cluster in Zookeeper service — Znode path for the ADS cluster in the Zookeeper service. Displayed if the Show advanced switch is activated.

BASIC Authentication — configuration for BASIC authentication.

For a description of enabling authentication, see the article .

SASL_PLAINTEXT Authentication — configuration for SASL PLAINTEXT authentication.

For a description of enabling authentication, see the article .

Kerberos — configuration for Kerberos authentication.

The description of enabling authentication is given in the articles:

java.io.tmpdir — a Java system property that determines where the JVM writes temporary files.

Custom JDK settings — a switch that indicates whether to use a custom Java path for ADS services. When the switch is activated, the JAVA_HOME field becomes available. Enter a

work Java path in that field. The selected path should contain а bin folder with a Java binary file, for example /usr/lib/jvm/jre-openjdk/. If the JAVA_HOME value is empty, the default

system path is used: /usr/lib/jvm/java-1.17.0-openjdk-amd64/ (for all operating systems except Centos, RedHat, and AstraLinux).

Cluster UUID — displays the universally unique identifier of the cluster.

Cluster configuration window

The Configuration → Configuration groups tab is designed to set cluster configuration groups.

The Configuration → Ansible settings tab allows you to set Ansible configuration options at the cluster level. The tab is available starting with ADCM 2.2.0.

Ansible settings

Name Description Default

forks The number of parallel processes to spawn when communicating with

remote hosts

5

To Table of Contents

Primary configuration

Configuration groups

Ansible settings

After creation a new cluster, you can configure it by performing the following steps:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Configuration tab on the cluster page. The Configuration tab includes the following sections: Primary configuration, Configuration groups, Ansible settings.

3. Fill in all necessary parameters on the selected tab and click Save.

IMPORTANT

There is usually no need to change cluster configuration parameters. You can leave all parameters at the default values.

Primary configuration

Basic authentication

SASL PLAINTEXT

MIT Kerberos

Kerberos with MS Active Directory

Kerberos with Samba

Configuration groups

Ansible settings

3bc55 09
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In order to determine that a new cluster should be installed offline, it is necessary to integrate it with the previously created Enterprise Tools (ET) cluster. Follow the steps:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Import tab in the cluster menu.

3. Select Docker Registry and HTTP Mirror services of the previously created ET cluster.

4. Click Import.

Integration with a ET cluster

To Table of Contents

IMPORTANT

This step should be performed only in the case of offline installation.

NOTE

After successful import, the data stored locally in the Enterprise Tools cluster can be used at the cluster installation stage. So there is no need to extract this data

via Internet.
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There are two ways to install cluster services:

1. Whole cluster. In this method all services are installed automatically one by one after applying the Install action to a cluster.

2. Single services. In this method each service is installed manually after applying one or more actions to it. This way is also suitable for installing new services in the already

deployed cluster.

In both cases each service starts automatically after installation.

To install all cluster services within a single action, follow the steps:

1. 

Apply the Install action to the cluster selected on the Clusters page by clicking the icon in the Actions column.

Switch to the whole cluster installation

2. In the dialog box that opens, select the required options for installation.

The purpose of the parameters is given below.

Parameter Description

Disable SELinux Disable SELinux on added hosts. In order for this setting to be applied, after the completion of the Install

operation, you must restart the hosts manually

Disable Firewalld Disabling firewalld on hosts

Install OpenJDK Install package java-1.8.0-openjdk on hosts

Set vm.swappiness to 0 Disabling swapping on hosts

Configure /etc/hosts Write added nodes to /etc/hosts on cluster hosts. It is recommended to disable this option if DNS is

configured

Set service checks Enables service checking when starting an action

3. Verify the action in the opened window.

Verify the action

4. Wait until the job is completed.

To install one or several cluster services manually, add these services to the cluster and then perform the actions described below.

1. 

Open the Services tab on the cluster page. For each service that should be installed, click the icon in the Actions column and select the Install action.

Switch to installation of single services

2. In the dialog box that opens, select  and click Run.

3. Verify the action in the opened window.

Verify the action

4. Wait until the job is completed. Then check that the service state has changed from created  to installed .

5. Repeat the previous actions for other services that should be installed.

ADCM starts a single job for installation process, as well as for any other task. You can find out about the status of jobs more specifically on the Jobs page.

The Jobs page

The successful completion of the service installation is determined by the transition of the job from the running  status to the success  status on the Jobs page. If the job fails, it

switches to the failed  status. In this case it is possible to see more detailed information about the errors that occurred by clicking the failed job on the Jobs page.

Switch to a job page

A job page contains two sections: ansible [ stdout] and ansible [ stderr ]. These are technical logs of the job that include information from standard I/O streams stdout/stderr. These

logs can help to understand what caused the problems.

There can also be the optional third section ansible [ check ]. These are the logs of the most frequent errors checks. The description of these errors is more simple and specific, than in

two previous technical logs.

The contents of all three sections should be studied if errors occur.

Job details

As a result of successful installation, the cluster and its services change their state according to the following rules:

The cluster state, displayed in the State field on the Clusters page, is being changed from created  to installed .

The cluster state after successful installation

The state of cluster services, displayed on the Services tab of the cluster page, is being changed from created  to installed .

The state of cluster services after successful installation

To Table of Contents

Step 1. Run installation

Whole cluster

Single services

Step 2. View the results of installation

Step 3. Check the cluster state after installation

Step 1. Run installation

IMPORTANT

The installation must be performed on a clean host with no previous installations of related or similar software.

Whole cluster

Select parameters for installation

Single services

CAUTION

Notice that services are installed one by one. Do not install another service until the installation of the previous one is completed.

the required parameters for installation

IMPORTANT

When you install services manually, one by one, use the following order:

ZooKeeper;

Kafka manager, Kafka, NiFi (one by one);

other services.

Installing a Kafka service in the KRaft mode requires additional steps. For information, see .Kafka installation in the KRaft mode

Step 2. View the results of installation

Step 3. Check the cluster state after installation
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Install monitoring
Olga Semme

Monitoring is an optional but strongly recommended ADS component that you can configure in one of the following ways:

add the  to the ADS cluster (available starting with );

add monitoring services to the  and integrate it with the ADS cluster (deprecated).

To Table of Contents

Monitoring service 3.6.2.2.b1

Enterprise Tools cluster
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Monitoring service
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When you add the Monitoring service to an ADS cluster, node exporter is installed on all hosts. It is a monitoring agent that reads host system metrics collected by Prometheus.

Prometheus also collects metrics from the ADS services (Kafka, ZooKeeper, Kafka REST Proxy, Schema-registry, ksqlDB, NiFi, MiNiFi, Kafka Connect). These metrics are available in the

Prometheus format on ports and endpoints specified in . You can also use the Prometheus and Grafana web interfaces to view and analyze data that the

monitoring service collects.

1. In the ADCM interface, open the Clusters page and click your ADS cluster name. On the cluster page that opens, switch to the Services tab and click Add services.

Switch to adding services

2. In the opened dialog, select the Monitoring service and click Add.

Select the service

As a result, the added service is displayed on the Services tab.

The result of successful adding the service to the cluster

1. On the cluster page, open the Mapping tab to proceed to mapping service components to cluster hosts.

Switch to mapping service components

Monitoring service components

Component Description

Prometheus Server Deploys a Prometheus server that serves as a:

proxy channel for all collectors of metrics on a host;

storage for all metrics of a cluster;

generator of alerts based on collected metrics.

Grafana Visualizes ADS metrics as graphs and charts organized into dashboards

Node-exporter Exports ADS host metrics to Prometheus

2. Assign a host to each component of the Monitoring service — click Add hosts and select the desired host in the pop-up window.

Select a host for a component

3. After the distribution of components is completed, click Save.

Save mapping of components

1. Open the Services tab on the cluster page and click the Monitoring service name in the Name column.

Switch to the service configuration

2. On the page that opens, fill in the service’s configuration parameters — see the Monitoring section in the  article for parameter descriptions. Fields

highlighted in red are required.

Configure the Monitoring service

After specifying all necessary parameters, click Save.

1. 

On the Services tab, click for the Monitoring service in the Actions column and run the Install action.

Switch to the service installation

2. Confirm the action in the opened window.

Confirm the action

3. Wait until the installation is complete. Then check that the service state has changed from created  to installed .

Installation is complete

To view the service installation process and analyze errors if they occur, select Jobs in the left navigation menu and click the Install job name in the Jobs list.

Install service job page

The Monitoring service starts automatically after installation. To ensure that monitoring works correctly, check the following:

Metrics are collected from all hosts of your cluster, not only from the hosts where components of the monitoring service are deployed.

Both system and ADS service metrics are collected from the cluster hosts — see .

To check both these points, you can view metrics in the Prometheus format in the browser, and also use the Prometheus or Grafana web interface.

1. In the address bar of the browser, enter the ADS cluster host address, and also specify the port and endpoint of access to the system metrics, which are defined on the

 of the Monitoring service in the Node exporter settings section, designed to configure access to system metrics of the ADS cluster host.

An example address for viewing ADS host metrics on a host with IP 10.92.41.147 : http://10.92.41.147:11203/metrics.

2. The page that opens will display monitoring metrics from the specified host of the ADS cluster in the Prometheus format.

ADS host metrics in the Prometheus format

1. In the address bar of your browser, enter the IP address of the host where the Prometheus Server component of the Monitoring service is installed. Specify the port number, which

is determined by the web.listen-address parameter in the Prometheus settings section in the Service parameters group of the Monitoring service configuration (the default port is

11200 ). For example: http://10.92.41.147:11200. To log into the Prometheus interface, use a username and password that are also specified in the Prometheus settings section 

— the Prometheus users to login/logout to Prometheus setting.

2. In the Expression field, you can enter a metric and click Execute — values of this metric on all hosts of the ADS cluster will be shown in the interface.

Prometheus web interface

1. In the address bar of your browser, enter an address of a host on which Grafana is deployed and add a port number — a value of the Grafana listen port parameter located in the

Grafana settings section of the  (the default value is 11210 ). For example, http://10.92.41.147:11210. To log in, use admin  as a username, and

the Grafana administrator’s password parameter value (also found in the Grafana settings section of service configuration parameters) as a password.

2. In the window that opens, navigate to Home → Dashboards and expand the ADS Dashboard <ADS_cluster_name> section. In this section, you can select one of available

dashboards to view service or system metrics coming from your ADS cluster.

View ADS metrics in Grafana

To Table of Contents

Overview

Step 1. Add the service

Step 2. Add components

Step 3. Configure the service

Step 4. Install the service

Step 5. View results

Metrics in the Prometheus format

Prometheus web interface

Grafana web interface

The Monitoring service deploys the Prometheus server inside ADS to collect and store ADS cluster monitoring metrics. It also supports usage of the Grafana web application for

visualization and analysis of information. This article describes steps required to add this service to an ADS cluster.

Overview

service configuration settings

NOTE

If you already have a Prometheus-compatible monitoring system set up (for example, your own Prometheus server or VictoriaMetrics), you can use it to collect

ADS metrics. To do this, configure access to ADS metrics in your monitoring system using ADS’s Prometheus parameters specified on the 

.

You can also use the Federation mechanism to migrate all metrics from the Prometheus server deployed in ADS to your Prometheus.

Monitoring service

page

Step 1. Add the service

Step 2. Add components

CAUTION

It is not recommended to install the Prometheus Server components on hosts with ADS — use separate hosts for them. Otherwise, if an ADS host fails and/or

the load on it is critically high, information about the corresponding problems will not be saved.

Step 3. Configure the service

ADS configuration parameters

Step 4. Install the service

Step 5. View results

ADS monitoring metrics

CAUTION

To enable Kafka monitoring, on the Kafka service  page, set the JMX Monitoring switch to the active position, then restart the service.configuration

Metrics in the Prometheus format

configuration page

Prometheus web interface

Grafana web interface

Monitoring service configuration
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Install monitoring
Daria Barysheva

Monitoring is installed optionally (yet strongly recommended). ADCM monitoring is based on three services: Diamond, Graphite, and Grafana.

For offline installation, there is no need for a separate monitoring cluster, as the Enterprise Tools (ET) cluster plays its role. The steps for installing monitoring in this case are listed

below. You can perform them both before and after the ADS cluster installation, except the last step , that can be executed only when the ADS cluster already

exists.

To Table of Contents

Integrate with ADS cluster

Configure Enterprise Tools cluster

Integrate with ADS cluster

CAUTION

Starting with , it is not recommended to configure ADS monitoring using a monitoring cluster, as support for this functionality is currently suspended

and will be completely discontinued in future ADS releases. The recommended way to monitor an ADS cluster is to use the .

3.6.2.2.b1

Monitoring service
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Configure Enterprise Tools cluster
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The steps for adding services to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. In the opened dialog, select services that should be added to the cluster and click Add.

Select services

The brief description of available services is listed below.

Monitoring services that should be added to the Enterprise Tools cluster

Service Purpose

Diamond A Python service used for collecting system metrics from the hosts that are connected to the monitoring

system. The collected metrics are processed by Carbon (the backend services of Graphite)

Graphite Includes several components:

Carbon — a set of services that are used to process metrics collected by Diamond.

Whisper DB — a temporary file database where collected metrics are stored.

Web service — allows to get and visualize metrics from Whisper DB.

Grafana A web service that allows users to create convenient sets of graphs, alerts, and other visualization tools for

metrics received from Graphite. By default, uses the port 3000

4. As a result, the added services are displayed on the Services tab.

The result of successful adding services to a cluster

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page, map monitoring components to all cluster hosts, and click Save.

Map components to hosts

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page, find the row that contains the desired service, and click its name in the Name column.

Switch to configuring services

3. In the window that opens:

Open the Primary Configuration tab.

Switch on the Show advanced toggle.

Fill in configuration parameters of the selected service. The fields highlighted in red are mandatory.

Click Save.

Configure a service

1. 

Apply the Install Monitoring action to the cluster selected on the Clusters page by clicking the icon in the Actions column.

Switch to monitoring installation

2. In the opened window, click Run.

Verify installation

3. Wait until the installation process is completed.

To check availability of the Graphite web-interface, you can do:

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Web-interface TCP port parameter from

the ip_and_ports section defined when configuring the Graphite service during the monitoring cluster installation. The value 80  (used by default) can be omitted.

2. Expand a tree at the left side of the opened form. System metrics are displayed there, grouped by hosts. You can select some of these metrics to view their change dynamics in

the form of a graph at the right side of the screen.

Graphite web-interface

To check availability of the Grafana web-interface, you can do:

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Port parameter from the ip_and_ports

section defined when configuring the Grafana service during the monitoring cluster installation (by default, 3000 ).

2. Select the Home menu item in the opened form.

Grafana web-interface

3. Open one of available dashboards. For example, Arenadata System metrics.

Switch to Arenadata System metrics

4. View available graphs.

View Arenadata System metrics

To Table of Contents

Step 1. Add monitoring services to the ET cluster

Step 2. Map monitoring components

Step 3. Configure monitoring services

Step 4. Install monitoring services

Step 5. Verify results

Graphite

Grafana

IMPORTANT

Before the subsequent monitoring configuration, make sure that the Enterprise Tools (ET) cluster is installed via ADCM. All the following actions are performed on

its base.

Step 1. Add monitoring services to the ET cluster

Step 2. Map monitoring components

Step 3. Configure monitoring services

Step 4. Install monitoring services

NOTE

In case of errors, you can find logs on the Jobs page.

Step 5. Verify results

Graphite

IMPORTANT

In case of offline installation, this address matches the address of the host where the Enterprise Tools cluster is deployed.

Grafana
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Integrate with ADS cluster
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The steps for adding services to a cluster are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Services tab on the cluster page and click Add service.

Switch to adding services

3. Select the service Monitoring Clients in the opened dialog and click Add.

Select services

4. As a result, the successfully added service is displayed on the Services tab.

The result of successfully adding a service to the cluster

The steps for adding components to hosts are listed below:

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Mapping tab on the cluster page, add monitoring components to the cluster hosts and click Save.

Map components to hosts

1. Select a cluster on the Clusters page. To do this, click a cluster name in the Name column.

Select a cluster

2. Open the Import tab on the cluster page and go to the Services tab.

Switch to setting up import of services

3. In the Import to drop-down list, select the Monitoring Clients service.

4. Select the Graphite and Grafana services of the previously created monitoring cluster.

5. Click Import.

Integrate with a ET cluster

1. 

Open the Services tab in the cluster menu. Click the icon in the Actions column and select the Install action in the row that refers to the Monitoring Clients.

Switch to installing the monitoring service

2. In the dialog box that opens, select  and click Run.

3. Verify the action in the opened window.

Verify the action

4. Wait until the job is completed. After successful installation, the monitoring service changes its state from created  to installed  .

Monitoring installation is completed

To ensure that installation process is completed successfully, check the following:

System metrics are collected from the hosts of your cluster, not only from the host where the monitoring cluster has been deployed earlier.

Along with system metrics, service metrics are collected from the hosts of your cluster. For example, ADS cluster provides metrics for such services as Kafka, Nifi, Minifi.

You can check it both in the Graphite and Grafana web-interface.

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Web-interface TCP port parameter from

the ip_and_ports section defined when configuring the Graphite service during the monitoring cluster installation. The value 80  (used by default) can be omitted.

2. Expand a tree at the left side of the opened form. System and service metrics are displayed there, grouped by hosts. You can select some of these metrics to view their change

dynamics in the form of a graph at the right side of the screen.

New hosts and service metrics are available in Graphite

1. In the browser bar, enter an address of the host where the monitoring cluster is deployed. To specify the port number, use the value of the Port parameter from the ip_and_ports

section defined when configuring the Grafana service during the monitoring cluster installation (by default, 3000 ).

2. Select the Home menu item in the opened form.

3. Notice that new dashboards are available. Select one of them to view the service metrics that are collected from your cluster.

Switch to service metrics

4. View available graphs.

View service metrics

To Table of Contents

Step 1. Add a monitoring service

Step 2. Map monitoring components

Step 3. Import monitoring settings

Step 4. Install a monitoring service

Step 5. Verify results

Graphite

Grafana

In order to determine that a new cluster should be monitored, it is necessary to add a separate service Monitoring clients and integrate it with the previously created ET cluster. The

steps for building integration between an ET cluster and ADS cluster are described below. All actions should be performed on the base of ADS cluster.

Step 1. Add a monitoring service

Step 2. Map monitoring components

IMPORTANT

Add the System Metric Agent on all hosts.

JMX metric Collector can only be added to one host.

Step 3. Import monitoring settings

Step 4. Install a monitoring service

required installation parameters

NOTE

In case of errors, you can find logs on the Jobs page.

Step 5. Verify results

Graphite

Grafana

055 66



Quick start with Kafka
Olga Semme

Contents

1. To run a Kafka environment using ADCM in an ADS cluster, install the following services:

Kafka

ZooKeeper

2. 

After installation in the ADCM interface for all installed services, apply the Start action by clicking the icon in the Actions column one by one and wait for the launch to

complete successfully.

Starting services in the ADCM interface

As a result, the Kafka environment is installed on the hosts, and the Kafka broker and ZooKeeper servers are running.

When installing Kafka on hosts, a new directory /usr/lib/kafka/bin is created. It contains .sh files, which are scripts for executing commands in the Kafka environment. To view the

directory, run the following command:

Working with the Kafka service occurs by running the appropriate scripts on the command line. Typically, scripts are launched from the /usr/lib/kafka folder, specifying the bin/ part of

the path in the command. To switch to the desired directory run the command:

In order to write messages to Kafka, it is necessary to create a topic. This is done using the kafka-topics.sh script and the --create  option from any cluster host that has a Kafka

service installed.

To create a topic, run the following command:

where (in this command and below):

<topic_name>  — topic name;

<hostname>  — hostname where the topic is created;

9092  — HTTP port for accessing the service Kafka.

As a result of the script execution, the following message appears:

In order to view data about an existing topic, the kafka-topics.sh script and the --describe  option are used.

To view data about topic, run the following command:

As a result, the data about the requested topic appears in the form:

It indicates that the created topic has the following parameters:

number of partitions —  1 ;

replication factor —  1 ;

broker leader designation for this partition —  1001 ;

unclean.leader.election.enable  parameter is set to false.

Writing a message to a topic is done using the kafka-console-producer.sh script from any cluster host on which the Kafka service is installed.

To write a message to the <topic_name>  topic:

1. Run the following command:

This starts the message recording mode.

2. On the next line after entering the command enter the required messages, еach message on a new line. Writing a message and moving to a new line is done with Enter . For

example, several messages are entered in this way, each on its own line:

3. Exit the message recording mode, for this do the following:

after writing the last message go to the next line;

press Ctrl+C .

Reading messages from a topic is done using the kafka-console-consumer.sh script from any cluster host on which the Kafka service is installed.

To read messages from the <topic_name>  topic starting from the very first message written to the partition run the following command with the --from-beginning  option :

This starts the message reading mode. Messages are read in the same order they are written:

To exit from the message reading mode, press Ctrl+C .

To read messages from the <topic_name>  topic starting at offset 4 ( Thursday ), use the options to specify the partition --partition 0  and the offset --offset 4 :

The result contains messages written starting from the offset 4:

To stop services via the ADCM interface, apply the Stop action by clicking the icon in the Actions column one by one and wait for the action to complete successfully.

Stopping services in the ADCM interface

To delete local Kafka data including any generated messages, run the command:

To Table of Contents

Install and run a Kafka environment via ADCM

Connect to Kafka

Create a topic

Write a message to a topic

Read messages from a topic

Read from the beginning of the partition

Read from the given offset

Terminate the Kafka environment

This article describes the first steps to get started with Kafka.

Install and run a Kafka environment via ADCM

NOTE

Installation of services is described in the articles , .Online installation Offline installation

Connect to Kafka

$ ls -la /usr/lib/kafka/bin

$ cd /usr/lib/kafka

Create a topic

$ bin/kafka-topics․sh --create --topic <topic_name> --bootstrap-server <hostname>:9092

Created topic <topic_name>․

NOTE

The topic name can include alphanumeric characters (including ASCII), as well as the characters . , _ , and - .

$ bin/kafka-topics․sh --describe --topic <topic_name> --bootstrap-server <hostname>:9092

Topic: <topic_name>     TopicId: STGaaB8QSF64s06MRtp-YA PartitionCount: 1 ReplicationFactor: 1 Configs: unclean․
leader․election․enable=false
Topic: <topic_name> Partition: 0 Leader: 1001 Replicas: 1001 Isr: 1001

NOTE

Other actions that the kafka-topics.sh script performs can be seen in the list that appears after the command is executed:

$ bin/kafka-topics․sh

Write a message to a topic

TIP

Topic creation occurs automatically when using the kafka-console-producer.sh script, if you enable the auto.create.topics.enable parameter in the server.properties

group when  the Kafka service.configuring

$ bin/kafka-console-producer․sh --topic <topic_name> --bootstrap-server <hostname>:9092

>Sunday
>Monday
>Tuesday
>Wednesday
>Thursday
>Friday
>Saturday

NOTE

To view other options that can be applied when executing the kafka-console-producer.sh script, run the command:

$ bin/kafka-console-producer․sh

Read messages from a topic

Read from the beginning of the partition

$ bin/kafka-console-consumer․sh --topic <topic_name> --from-beginning --bootstrap-server <hostname>:9092

Sunday
Monday
Tuesday
Wednesday
Thursday
Friday
Saturday

TIP

If you write messages to the same topic using kafka-console-producer.sh from another terminal session, you can immediately read them in read mode.

Read from the given offset

$ bin/kafka-console-consumer․sh --topic <topic_name> --partition 0 --offset 4 --bootstrap-server <hostname>:9092

Thursday
Friday
Saturday

NOTE

To view other options that can be applied when executing the kafka-console-consumer.sh script, you need to run the command:

$ bin/kafka-console-consumer․sh

Terminate the Kafka environment

$ rm -rf /tmp/kafka-logs /tmp/zookeeper
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Use SASL PLAINTEXT in Kafka
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1. Check the security and authentication configuration of the Kafka brokers.

On each host with a Kafka broker, issue the command:

Verify that in the server.properties file for each Kafka broker, the lines defining the security protocol are changed to SASL_PLAINTEXT , strings defining the authentication

mechanism — to PLAIN , and also passwords for all ADS cluster services are generated:

2. Verify that after installing SASL PLAINTEXT, the listeners parameter in the Kafka service settings has changed from PLAINTEXT://:9092  to SASL_PLAINTEXT://:9092 .

Kafka service settings

In order to create a user, do the following:

1. On the  tab in the configuration settings tree, expand the SASL_PLAINTEXT Authentication node, then the SASL_PLAINTEXT Auth username:password map

node and click + Add property to create a new user.

Creating a new user

2. In the window that opens, enter the user name (field name), password (secret), confirm the password, and click Apply.

The username must contain lowercase letters, numbers, dots, underscores, and/or hyphens.

Name and password for the new user

3. Save the configuration by clicking Save.

4. 

Restart the Kafka service. To do this, apply the action  by clicking on the in the Actions column.

5. Make sure the server.properties file for each Kafka broker has an entry for the new user:

where:

user1  — the name entered when the user was created;

password  — the given password for the user.

In order to delete a user, on the  tab in the configuration settings tree, expand the SASL_PLAINTEXT Authentication node, then the SASL_PLAINTEXT Auth

username:password map node and click  opposite the user you want to delete.

To change user data, select the desired user, enter new data and click Apply.

After deleting a user or changing data:

1. Save the configuration by clicking Save.

2. 

Restart the Kafka service. To do this, apply the action  by clicking on the in the Actions column.

1. Open the stub file by running the command:

2. Make changes to the file by uncommenting the line with the sasl.jaas.config  parameter and entering the username and password of the user as follows:

where the username and password must be enclosed in quotation marks, as shown in the example.

1. Create a topic by specifying the path to the user configuration file client.properties described  using the --command-config  option:

If the topic was successfully created, the following message is displayed:

2. Write messages to the topic by specifying the path to the user configuration file client.properties described  using the --producer.config  option:

3. Read messages from a topic by specifying the path to the user configuration file client.properties described  using the --consumer.config  option:

Verify the read messages are correct.

An attempt to run any script as a user that is not included in the server.properties file causes an authentication error, for example:

To Table of Contents

Check the installed SASL PLAINTEXT

Manage users with SASL PLAINTEXT authentication in Kafka

Create a user

Delete and change user data

User authentication in the Kafka environment

Work with .sh files (scripts) with participation of the created user

NOTE

Enabling SASL PLAINTEXT authentication is done in accordance with the article .SASL PLAINTEXT

Check the installed SASL PLAINTEXT

$ vim /etc/kafka/conf/server․properties

security․inter․broker․protocol=SASL_PLAINTEXT

sasl․mechanism․inter․broker․protocol=PLAIN
sasl․enabled․mechanisms=PLAIN

listener․name․sasl_plaintext․plain․sasl․jaas․config=org․apache․kafka․common$
  username=kafka \
  password="kafka-password" \
  user_kafka="kafka-password" \
  user_ksql-server="ksql-server-password" \
  user_kafka-rest="kafka-rest-password" \
  user_schema-registry="schema-registry-password" \
  user_kafka-connect="kafka-connect-password";

Manage users with SASL PLAINTEXT authentication in Kafka

Create a user

cluster configuration

Restart

listener․name․sasl_plaintext․plain․sasl․jaas․config=org․apache․kafka․common$
  username=kafka \
  password="kafka-password" \
  user_kafka="kafka-password" \
  user_ksql-server="ksql-server-password" \
  user_kafka-rest="kafka-rest-password" \
  user_schema-registry="schema-registry-password" \
  user_kafka-connect="kafka-connect-password" \
  user_new_user="password";

Delete and change user data

cluster configuration

Restart

User authentication in the Kafka environment

To authenticate each user, including the kafka  user that is automatically created by the system, you need to create a special configuration file client.properties. For this you need to

do:

$ sudo vim /etc/kafka/conf/client․properties

security․protocol=SASL_PLAINTEXT
sasl․mechanism=PLAIN
# Uncomment and set necessary username/password
sasl․jaas․config=org․apache․kafka․common․security․plain․PlainLoginModule required \
 username="user1" \
 password="password";

Work with .sh files (scripts) with participation of the created user

above

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic test-topic --bootstrap-server localhost:9092 --command-config 
/etc/kafka/conf/client․properties

Created topic test-topic․

above

$ /usr/lib/kafka/bin/kafka-console-producer․sh --topic test-topic --bootstrap-server localhost:9092 --producer․config 
/etc/kafka/conf/client․properties

above

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic test-topic --from-beginning  --bootstrap-server sov-ads-test-4․ru-central1․
internal:9092 --consumer․config /etc/kafka/conf/client․properties

[2022-12-01 13:42:25,572] ERROR [AdminClient clientId=adminclient-1] Connection to node -1 (sov-ads-test-4․ru-central1․
internal/10․92․16․223:9092) failed authentication due to: Authentication failed: Invalid username or password (org․apache․kafka․
clients․NetworkClient)
[2022-12-01 13:42:25,574] WARN [AdminClient clientId=adminclient-1] Metadata update failed due to authentication error (org․
apache․kafka․clients․admin․internals․AdminMetadataManager)
org․apache․kafka․common․errors․SaslAuthenticationException: Authentication failed: Invalid username or password
Error while executing topic command : Authentication failed: Invalid username or password
[2022-12-01 13:42:25,579] ERROR org․apache․kafka․common․errors․SaslAuthenticationException: Authentication failed: Invalid 
username or password

b9bc98
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1. Check the settings set for Kerberos in the cluster configurations.

Go to the cluster configuration, select Show advanced, find the section with Kerberos configurations, expand it.

Installed ADS cluster configuration settings for Kerberos

2. Check the security and authentication configuration of the Kafka brokers.

On each host with a Kafka broker, issue the command:

Ensure that in the server.properties file for each Kafka broker, the lines defining the security protocol are changed to SASL_PLAINTEXT ; lines defining the authentication

mechanism - to GSSAPI .

3. Verify that after installing Kerberos SASL in the Kafka service settings in the server.properties group, the listeners parameter has changed from PLAINTEXT://:9092  to

SASL_PLAINTEXT://:9092 .

4. Check for the created principals for each service.

On the host with the KDC server installed, enter the command:

The output of the list of principals shows that there are principals for each host of each installed service, principals for admins and other technical principals for the created realm:

5. Check for the presence on hosts with installed services of files for storing passwords *.service.keytab.

On each host with installed services, issue the command:

The file listing shows that *.service.keytab files have been created for each service installed on the host:

For the producer and the consumer you can create the user principals.

To do this, enter the commands one by one using the username and password:

Get the result for each created account:

A JAAS file (Java Authentication and Authorization Service) must be created for all principals. It specifies how tickets for a particular principal will be used.

For broker principals, сonnection parameters are automatically created in the kafka-jaas.conf file after kerberization. To view the contents of the file, enter the following command:

For the new writer  and reader  principals, you must create the JAAS file yourself.

1. Run command:

2. Write data to the file:

where useTicketCache  is a parameter specifying whether a ticket for this user will be obtained from the ticket cache. If you set this parameter to true , you must create a

user ticket before connecting to Kafka.

To create a configuration file .properties for the user, run the command:

Fill the file with data:

1. Open terminal session 1 and connect to one of the Kafka brokers.

2. Create a ticket for user writer :

Enter the password specified when creating the user.

3. Check ticket:

4. Export the generated client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable:

5. Create a topic by specifying the path to the created client.properties file:

Get a confirmation:

6. Write a message to the topic, specifying the path to the created client.properties file:

7. Open terminal session 2 and connect to one of the Kafka brokers.

8. Create a ticket for user reader :

Enter the password specified when creating the user.

9. Check ticket:

10. Export the generated client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable:

11. Read messages from a topic by specifying the path to the created client.properties file:

Messages received:

Verify that the received messages are correct.

To Table of Contents

Check installed Kerberos SASL

Set up accounts for authentication in Kafka

Create a JAAS file for a user

Create a configuration file .properties for the user

Connect to Kafka (create tickets) and work with .sh files (scripts) with the participation of different users

This article describes the first steps in Kafka with Kerberos SASL installed.

NOTE

Enabling Kerberos SASL authentication is done in accordance with the article .MIT Kerberos

Check installed Kerberos SASL

$ sudo vim /usr/lib/kafka/config/server․properties

security․inter․broker․protocol=SASL_PLAINTEXT

sasl․mechanism․inter․broker․protocol=GSSAPI
sasl․enabled․mechanisms=GSSAPI

$ sudo kadmin․local list_principals

K/M@ADS-KAFKA․LOCAL
admin/admin@ADS-KAFKA․LOCAL
kadmin/admin@ADS-KAFKA․LOCAL
kadmin/changepw@ADS-KAFKA․LOCAL
kadmin/sov-ads-test-0․ru-central1․internal@ADS-KAFKA․LOCAL
kafka/sov-ads1-test․ru-central1․internal@ADS-KAFKA․LOCAL
kafka/sov-ads2-test․ru-central1․internal@ADS-KAFKA․LOCAL
kafka/sov-ads3-test․ru-central1․internal@ADS-KAFKA․LOCAL
kiprop/sov-ads-test-0․ru-central1․internal@ADS-KAFKA․LOCAL
krbtgt/ADS-KAFKA․LOCAL@ADS-KAFKA․LOCAL
zookeeper/sov-ads1-test․ru-central1․internal@ADS-KAFKA․LOCAL
zookeeper/sov-ads2-test․ru-central1․internal@ADS-KAFKA․LOCAL
zookeeper/sov-ads3-test․ru-central1․internal@ADS-KAFKA․LOCA

$ ls -la /etc/security/keytabs/

total 16
drwxr-xr-x․ 2 root       root        102 Aug  9 20:55 ․
drwxr-xr-x․ 7 root       root       4096 Aug  9 19:38 ․․
-rw-------․ 1 kafka      kafka       826 Aug  9 20:54 kafka․service․keytab
-rw-------․ 1 zookeeper  zookeeper   858 Aug  9 20:55 zookeeper․service․keytab

Set up accounts for authentication in Kafka

$ sudo kadmin․local -q "add_principal -pw PASSWORD reader@ADS-KAFKA․LOCAL"
$ sudo kadmin․local -q "add_principal -pw PASSWORD writer@ADS-KAFKA․LOCAL"

Principal "reader@ADS-KAFKA․LOCAL" created․
Principal "writer@ADS-KAFKA․LOCAL" created․

Create a JAAS file for a user

NOTE

A description of the JAAS file and the options used are given in the article Krb5LoginModule.

Client connection data can also be specified in the KafkaClient  section of the kafka-jaas.conf file when using  for the Kafka service.JAAS file template

$ sudo vim /usr/lib/kafka/config/kafka-jaas․conf

$ sudo vim /tmp/client․jaas

KafkaClient {
com․sun․security․auth․module․Krb5LoginModule required
useTicketCache=true;
};

Create a configuration file .properties for the user

$ sudo vim /tmp/client․properties

security․protocol=SASL_PLAINTEXT
sasl․mechanism=GSSAPI
sasl․kerberos․service․name=kafka

Connect to Kafka (create tickets) and work with .sh files (scripts) with the participation of different

users

$ kinit -p writer@ADS-KAFKA․LOCAL

$ klist

Ticket cache: FILE:/tmp/krb5cc_1000
Default principal: writer@ADS-KAFKA․LOCAL

Valid starting       Expires              Service principal
08/10/2022 20:44:12  08/11/2022 20:44:12  krbtgt/ADS-KAFKA․LOCAL@ADS-KAFKA․LOCAL

NOTE

For a complete description of the kinit command functions and applicable options, see kinit.

$ export  KAFKA_OPTS="-Djava․security․auth․login․config=/tmp/client․jaas"

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic test-topic --bootstrap-server sov-ads-test-1․ru-central1․internal:9092,sov-
ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --command-config /tmp/client․properties

Created topic test-topic․

$ /usr/lib/kafka/bin/kafka-console-producer․sh --topic test-topic --bootstrap-server sov-ads-test-1․ru-central1․internal:9092,sov-
ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --producer․config /tmp/client․properties

>One
>Two
>Three
>Four
>Five

$ kinit -p reader@ADS-KAFKA․LOCAL

$ klist

Ticket cache: FILE:/tmp/krb5cc_1000
Default principal: reader@ADS-KAFKA․LOCAL

Valid starting       Expires              Service principal
08/10/2022 21:30:47  08/11/2022 21:30:47  krbtgt/ADS-KAFKA․LOCAL@ADS-KAFKA․LOCAL

$ export  KAFKA_OPTS="-Djava․security․auth․login․config=/tmp/client․jaas"

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic test-topic --from-beginning  --bootstrap-server sov-ads-test-1․ru-central1․
internal:9092,sov-ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --consumer․config /tmp/client․
properties

One
Two
Three
Four
Five

cd ebc

https://docs.oracle.com/javase/7/docs/jre/api/security/jaas/spec/com/sun/security/auth/module/Krb5LoginModule.html
https://web.mit.edu/kerberos/krb5-1.12/doc/user/user_commands/kinit.html
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1. Check the settings set for Kerberos in the cluster configurations.

Go to the cluster configuration, select Show advanced, find the section with Kerberos configurations, expand it.

Installed ADS cluster configuration settings for Kerberos

2. Check the security and authentication configuration of the Kafka brokers.

On each host with a Kafka broker, issue the command:

Ensure that in the server.properties file for each Kafka broker, the lines defining the security protocol are changed to SASL_PLAINTEXT ; lines defining the authentication

mechanism - to GSSAPI .

3. Verify that after installing Kerberos SASL in the Kafka service settings in the server.properties group, the listeners parameter has changed from PLAINTEXT://:9092  to

SASL_PLAINTEXT://:9092 .

4. Using the command line utility to search the LDAP directory ldapsearch  from the Kafka broker host, it is possible to test the generated principals in the AD.RANGER-TEST
environment at a given Container DN.

Enter the command, specifying the Admin DN , Container DN  and user password specified when starting LDAP on ADCM:

As a result, information is displayed for each created account in LDAP for each instance of each ADS service. Withdrawal option for one account:

5. Check for the presence on hosts with installed services of files for storing passwords *.service.keytab.

On each host with installed services, issue the command:

The file listing shows that *.service.keytab files have been created for each service installed on the host:

By default, every user in the Active Directory database that has a principal in a given realm has rights to connect to the Kafka cluster and perform actions on topics.

A JAAS file (Java Authentication and Authorization Service) must be created for all principals. It specifies how tickets for a particular principal will be used.

For broker principals, сonnection parameters are automatically created in the kafka-jaas.conf file after kerberization. To view the contents of the file, enter the following command:

For client principals, you need to create the JAAS file yourself.

1. Run command:

2. Write data to the file:

where useTicketCache  is a parameter specifying whether a ticket for this user will be obtained from the ticket cache. If you set this parameter to true , you must create a

user ticket before connecting to Kafka.

To create a configuration file .properties for the user, run the command:

Fill the file with data:

1. Open a terminal session and connect to one of the Kafka brokers.

2. Create a ticket for a user by entering a password:

3. Check ticket:

4. Export the generated client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable:

5. Create a topic by specifying the path to the created client.properties file:

Get a confirmation:

6. Write a message to the topic, specifying the path to the created client.properties file:

7. Open terminal session 2 and connect to one of the Kafka brokers.

8. Create a ticket for user reader :

Enter the password specified when creating the user.

9. Check ticket:

10. Export the generated client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable:

11. Read messages from a topic by specifying the path to the created client.properties file:

Messages received:

Verify that the received messages are correct.

To Table of Contents

Verify installed Kerberos

Client connection to Kafka

Create a JAAS file for a user

Create a configuration file .properties for the user

Connect a user to Kafka (create tickets) and work with .sh files (scripts)

This article describes the first steps in Kafka after installing Kerberos with MS Active Directory.

Enabling Kerberos with MS Active Directory authentication is done in accordance with the  article.

The description given in this article also applies to working in Kafka after enabling the  authentication.

Kerberos with MS Active Directory

Kerberos with Samba

Verify installed Kerberos

$ sudo vim /usr/lib/kafka/config/server․properties

security․inter․broker․protocol=SASL_PLAINTEXT

sasl․mechanism․inter․broker․protocol=GSSAPI
sasl․enabled․mechanisms=GSSAPI

$ ldapsearch -v -H ldaps://ldap_host -x -D "cn=admin,ou=kerberos,ou=adh,dc=ad,dc=ranger-test" -b "ou=admin_ou,ou=kerberos,ou 
=adh,dc=ad,dc=ranger-test" -w Password

# kafka/sov-ads-test-5․ru-central1․internal, admin_ou, kerberos, adh, ad․ranger-test
dn: CN=kafka/sov-ads-test-5․ru-central1․internal,OU=admin_ou,OU=kerberos,OU=adh,DC=ad,DC=ranger-test
objectClass: top
objectClass: person
objectClass: organizationalPerson
objectClass: user
cn: kafka/sov-ads-test-5․ru-central1․internal
distinguishedName: CN=kafka/sov-ads-test-5․ru-central1․internal,OU=admin_ou,OU=kerberos,OU=adh,DC=ad,DC=ranger-test
instanceType: 4
whenCreated: 20220816100038․0Z
whenChanged: 20220816100042․0Z
uSNCreated: 14950769
uSNChanged: 14950786
name: kafka/sov-ads-test-5․ru-central1․internal
objectGUID:: S/7BU9kZcE6pOwqxKUDJRQ==
userAccountControl: 66048
badPwdCount: 0
codePage: 0
countryCode: 0
badPasswordTime: 0
lastLogoff: 0
lastLogon: 133053546143620502
pwdLastSet: 133051176384557312
primaryGroupID: 513
objectSid:: AQUAAAAAAAUVAAAAKcXXWJ6nBwdKJbrR0v8QAA==
accountExpires: 0
logonCount: 50
sAMAccountName: $IUV110-ESD8M6LCFJGL
sAMAccountType: 805306368
userPrincipalName: kafka/sov-ads-test-5․ru-central1․internal@AD․RANGER-TEST
servicePrincipalName: kafka/sov-ads-test-5․ru-central1․internal
objectCategory: CN=Person,CN=Schema,CN=Configuration,DC=ad,DC=ranger-test
dSCorePropagationData: 16010101000000․0Z
lastLogonTimestamp: 133051176422839302

NOTE

For a complete description of the ldapsearch  command-line utility features and applicable options, see ldapsearch. The syntax of the ldapsearch
command may differ depending on the OS used.

$ ls -la /etc/security/keytabs/

total 16
drwxr-xr-x․ 2 root       root        102 Aug  9 20:55 ․
drwxr-xr-x․ 7 root       root       4096 Aug  9 19:38 ․․
-rw-------․ 1 kafka      kafka       826 Aug  9 20:54 kafka․service․keytab
-rw-------․ 1 zookeeper  zookeeper   858 Aug  9 20:55 zookeeper․service․keytab

Client connection to Kafka

Create a JAAS file for a user

NOTE

A description of the JAAS file and the options used are given in the article Krb5LoginModule.

Client connection data can also be specified in the KafkaClient  section of the kafka-jaas.conf file when using  for the Kafka service.JAAS file template

$ sudo vim /usr/lib/kafka/config/kafka-jaas․conf

$ sudo vim /tmp/client․jaas

KafkaClient {
com․sun․security․auth․module․Krb5LoginModule required
useTicketCache=true;
};

Create a configuration file .properties for the user

$ sudo vim /tmp/client․properties

security․protocol=SASL_PLAINTEXT
sasl․mechanism=GSSAPI
sasl․kerberos․service․name=kafka

Connect a user to Kafka (create tickets) and work with .sh files (scripts)

$ kinit -p admin-kafka@AD․RANGER-TEST

Password for admin-kafka@AD․RANGER-TEST:

NOTE

In this example, admin-kafka  is a user with an entry in the Active Directory database and a principal for the AD.RANGER-TEST  realm.

For a complete description of the kinit command functions and applicable options, see kinit.

$ klist

Ticket cache: FILE:/tmp/krb5cc_1000
Default principal: admin-kafka@AD․RANGER-TEST

Valid starting       Expires              Service principal
08/19/2022 14:18:33  08/20/2022 00:18:33  krbtgt/AD․RANGER-TEST@AD․RANGER-TEST

renew until 08/20/2022 14:17:35

$ export  KAFKA_OPTS="-Djava․security․auth․login․config=/tmp/client․jaas"

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic test-topic --bootstrap-server sov-ads-test-1․ru-central1․internal:9092,sov-
ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --command-config /tmp/client․properties

Created topic test-topic․

$ /usr/lib/kafka/bin/kafka-console-producer․sh --topic test-topic --bootstrap-server sov-ads-test-1․ru-central1․internal:9092,sov-
ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --producer․config /tmp/client․properties

>One
>Two
>Three
>Four
>Five

$ kinit -p reader@ADS-KAFKA․LOCAL

$ klist

Ticket cache: FILE:/tmp/krb5cc_1000
Default principal: reader@ADS-KAFKA․LOCAL

Valid starting       Expires              Service principal
08/10/2022 21:30:47  08/11/2022 21:30:47  krbtgt/ADS-KAFKA․LOCAL@ADS-KAFKA․LOCAL

$ export  KAFKA_OPTS="-Djava․security․auth․login․config=/tmp/client․jaas"

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic test-topic --from-beginning  --bootstrap-server sov-ads-test-1․ru-central1․
internal:9092,sov-ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --consumer․config /tmp/client․
properties

One
Two
Three
Four
Five
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https://docs.ldap.com/ldap-sdk/docs/tool-usages/ldapsearch.html
https://docs.oracle.com/javase/7/docs/jre/api/security/jaas/spec/com/sun/security/auth/module/Krb5LoginModule.html
https://web.mit.edu/kerberos/krb5-1.12/doc/user/user_commands/kinit.html
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1. Verify that the listeners parameter in the Kafka service settings changed from SASL_PLAINTEXT://:9092  to SASL_SSL://:9092 .

Kafka service settings

2. Check for a change in the server.properties file on each Kafka server.

Open file server.properties:

3. Make sure that for each Kafka broker the line defining the security protocol is changed to SASL_SSL  and there are lines defining the server RSA keystores and passwords for

them:

1. To create a configuration file .properties for a user with SSL in mind, run the command:

Fill the file with data:

2. Follow the steps to connect to Kafka as user writer  from the article :

Open terminal session 1 and connect to one of the Kafka brokers.

Create a ticket for user writer .

Check ticket.

Export the client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable.

3. Create a topic by specifying the path to the created client_ssl.properties file:

4. Write a message to a topic:

5. Follow the steps to connect to Kafka as the user reader  from the article :

Open terminal session 2 and connect to one of the Kafka brokers.

Create a ticket for user reader .

Check ticket.

Export the generated client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable.

6. Read messages from a topic by specifying the path to the created client_ssl.properties file:

Make sure messages are read correctly.

To Table of Contents

Check the installed SSL

Connect to Kafka (create tickets) and work with .sh files (scripts) with participation of different users after installing SSL

NOTE

Enabling SSL channel security is carried out in accordance with the article .SSL channel security

Check the installed SSL

$ sudo vim /usr/lib/kafka/config/server․properties

security․inter․broker․protocol=SASL_SSL
․․․
․․․
․․․
ssl․keystore․location=/tmp/keystore․jks
ssl․keystore․password=bigdata
ssl․key․password=bigdata
ssl․keystore․type=JKS
ssl․truststore․location=/tmp/truststore․jks
ssl․truststore․password=bigdata
ssl․truststore․type=JKS

Connect to Kafka (create tickets) and work with .sh files (scripts) with participation of different

users after installing SSL

$ sudo vim /tmp/client_ssl․properties

security․protocol=SASL_SSL
sasl․mechanism=GSSAPI
sasl․kerberos․service․name=kafka

Use MIT Kerberos in Kafka

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic test-topic1 --bootstrap-server sov-ads-test-1․ru-central1․internal:9092,sov-
ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --command-config /tmp/client_ssl․properties

NOTE

The client.jaas file does not need to be changed after installing SSL.

$ /usr/lib/kafka/bin/kafka-console-producer․sh --topic test-topic1 --bootstrap-server sov-ads-test-1․ru-central1․internal:9092,sov-
ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --producer․config /tmp/client_ssl․properties

Use MIT Kerberos in Kafka

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic test-topic1 --from-beginning --bootstrap-server sov-ads-test-1․ru-central1․
internal:9092,sov -ads-test-2․ru-central1․internal:9092,sov-ads-test-3․ru-central1․internal:9092 --consumer․config /tmp/client_ssl․
properties

d bd0cbb
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Prerequisites for authorization in Kafka using Ranger:

1. ADS cluster is installed with configured authentication using  or  protocols.

2.  cluster is installed.

3.  is enabled on ADPS cluster.

To activate the Ranger Kafka plugin, do the following:

1. 

Initiate activation of the Ranger Kafka plugin. To do this, apply the Manage Ranger plugin action by clicking in the Actions column of the Kafka service.

Activation of the Ranger Kafka plugin

In the Run an action: Manage Ranger plugin window that opens, activate the Active ranger plugin switch. If necessary, set the name of the Ranger service that will be added. If a

service with the same name already exists, it can be recreated by activating the Override service policies parameter ( true  — the parameter is active, false  — inactive), in

which case the old service will be deleted and new policies will be generated for this service. If the Override service policies parameter is inactive, after activating the plugin, a

connection to the existing Ranger service will be made.

Enabling the Ranger Kafka plugin

2. Click Run and confirm the action in the window that opens.

Action confirmation

3. Wait until the activation process of the Ranger Kafka plugin is completed and the default policy is created on the Ranger side. Analyze and correct errors if they occur.

Ranger Kafka Plugin installation process

After successful activation, the authorization policy service for the Kafka service of the selected ADS cluster will appear in the Service manager interface.

To view the created policies for the cluster, click the name of the service.

Go to the created policy service

This makes available the policies automatically created for the cluster servers.

To view, edit, or delete policies, use the buttons in the Action column.

Created policies for the ADS cluster

To Table of Contents

Prerequisites

Activate the Ranger Kafka plugin

Check the activated Ranger Kafka Plugin

Prerequisites

MIT Kerberos MS Active Directory

ADPS

ADS cluster integration

Activate the Ranger Kafka plugin

NOTE

On the first plugin enabling, a service with policies will be created (if it doesn’t exist yet) regardless of the Override service policies parameter.

Check the activated Ranger Kafka Plugin
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In order to add a new policy for a user to the created Kafka service, perform the following steps:

1. Create a user in Ranger. To do this, in the top menu of the Ranger interface, select Settings → Users/Groups/Roles and click Add new user.

Creating a user in Ranger

2. In the window that opens, fill in the required data for the user:

User Name — username. This name cannot be duplicated in the system. The name must match the username in the KDC or LDAP database. For example, for a user with

principal writer@ADS-KAFKA.LOCAL , the name in Ranger would be writer .

New Password — user password.

Password Confirm — user password confirmation.

First Name — personal username.

Last Name — last name of the user.

Email Address — user’s email address.

Select Role — user role selection ( Admin , User , Auditor ).

Group — the group/groups the user belongs to.

Creating a user in Ranger

3. Click Save.

4. In the Service Manager window, click on the name of the Kafka service.

Go to the created policy service

5. In the List of Policies window that opens, click Add new policy to add a new policy for the user.

Creating an authorization policy

6. In the Create Policy window that opens:

fill in the required fields in the Policy Details section:

Policy Name — policy name. This name cannot be duplicated for the same service in the system. This field is required.

Policy Label — provides the following features:

Allows the user to group policy sets using one or more labels.

User can search policies by label names. You can search both on the list of policies page and on the report page.

Helps the user to export/import policies. If the user needs to export a specific set of policies, they can find the policy label and export the specific set of policies.

Description — the purpose of the policy. This field is optional.

Policy Conditions — by clicking + under Add conditions, you can add additional conditions.

Add Validity Period — start and end time of the policy.

in the Policy Details section, set the desired switch positions:

Audit Logging — determines whether a specific policy will be audited.

Enable/Disabled — by default, the policy is enabled. You can disable a policy to restrict user/group access for that policy.

Override/Normal — specifies the override policy. If Override  is selected, access permissions in the policy override access permissions in existing policies. This feature

can be used in conjunction with Add Validity Period to create temporary access policies that override existing policies.

in the Resources section:

If necessary, fill in the field that determines the value of the parameter ( topic , transactionalid , cluster , delegationtoken , consumergroup ).

Set the desired position of the Include/Exclude switch. The Include  position means that the values     entered in the field will be taken into account. The Exclude
position will exclude all table or column names entered in that particular field.

Policy Details and Resources sections of the Create Policy window

fill in the fields in the Allow Condition section:

Select Role — the role this policy applies to. A role is a set of permissions. Roles are an easier way to manage a set of permissions based on specific access criteria.

Select Group — the group this policy applies to. To promote a user to an administrator, select the Delegate Admin check box. Administrators can edit or delete a policy and

create child policies. A public group contains all users, so granting access to a public group gives access to all users.

Select User — the user this policy applies to (outside the group already specified). You can make the user an administrator of this policy. Administrators can create child

policies based on existing policies.

Permissions — adds or removes permissions:

Publish  — process that publishes producer messages into Kafka topic.

Consume  — process that reads and processes producer messages from Kafka topic.

Configure  — Kafka broker/cluster configuration.

Describe  — getting metadata for a topic in Kafka.

Delegate Admin — allows you to assign administrator privileges to users or groups specified in the policy.

Deny All Other Accesses — denies all other accesses.

The Allow Condition section of the Create Policy window

7. Click Add.

After activating Ranger and setting the authorization policy for the user, work in Kafka proceeds in accordance with the steps described in the articles:

 — for a user that has a principal in a Kerberos SASL secured environment.

 — for a user that has a principal in a Kerberos SASL secured environment with SSL channel security.

 — for a user that has an Active Directory account and a corresponding LDAP server SSL certificate.

Any action by an unauthorized user will cause an error. For example, an attempt to write messages to the new-topic  topic for a user whose authorization policy does not specify the

Publish  permission will result in the following errors:

To Table of Contents

Set an authorization policy

How an authorized user works in Kafka

After activating , creating a Ranger service, or connecting to an existing service (depending on the value of the  parameter), all actions in the

Kafka service (creating topics, writing messages, reading messages, changing the configuration of topics, etc.) are possible only after setting up an authorization policy for the user.

Ranger Kafka plugin Override service policies

Set an authorization policy

NOTE

Before configuring authorization for this user, you should create a principal in the  database or an account in the  database.

For more details on authorization in Kafka via Ranger, you can refer to Adding KAFKA Policies.

For more details on working with Ranger, you can refer to the following articles:

Manage services in Ranger

Manage policies in Ranger

MIT Kerberos MS Active Directory

NOTE

The conditions are met in the order specified in the policy. The condition at the beginning of the list is applied first, then the second, third, and so on.

How an authorized user works in Kafka

Use MIT Kerberos in Kafka

SSL channel security in Kafka

Use Kerberos with MS Active Directory in Kafka

[2022-08-29 10:21:10,094] WARN [Producer clientId=console-producer] Error while fetching metadata with correlation id 3 : {new-
topic=TOPIC_AUTHORIZATION_FAILED} (org․apache․kafka․clients․NetworkClient)
[2022-08-29 10:21:10,097] ERROR [Producer clientId=console-producer] Topic authorization failed for topics [new-topic] (org․
apache․kafka․clients․Metadata)
[2022-08-29 10:21:10,098] ERROR Error when sending message to topic new-topic with key: null, value: 1 bytes with error: (org․
apache․kafka․clients․producer․internals․ErrorLoggingCallback)
org․apache․kafka․common․errors․TopicAuthorizationException: Not authorized to access topics: [new-topic]
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To enable and use AclAuthorizer, do the following:

1. On the host with the Kafka broker enter the command:

2. Add new parameters to the file:

where:

authorizer.class.name  — setting the authorizer class.

allow.everyone.if.no.acl.found  is a parameter that determines whether to enable authorization only for topics listed in the ACL.

3. After entering the data, restart the Kafka service on all hosts with the Kafka broker and check the status of the server. To do this, enter the commands one by one:

As a result, information about the status of the Kafka service is displayed:

To create the user environment specified during authentication using the SASL PLAINTEXT protocol, do the following:

1. On the host with the Kafka broker, enter the command:

2. In the file that opens, enable (uncomment) the authentication mechanism and fill in the data for the created user:

For more information about working with users in the SASL PLAINTEXT authentication environment, see the article .

To create the environment for the user specified during authentication using the Kerberos SASL protocol, do the following:

1. Create a JAAS (Java Authentication and Authorization Service) file for the user  principal that manages the ACLs. Run command:

2. Write data to file:

3. Create a ticket for user user :

4. Check ticket:

5. Export the generated client.jaas file as a JVM option for the given user using the KAFKA_OPTS  environment variable:

For more information about working with users in a Kerberos SASL authentication environment, see the article .

Working with the ACL-based authorizer occurs by running the kafka-acls.sh script on the command line from any cluster host on which the Kafka service is installed.

Assignment of rights or prohibitions to individual actions to the user occurs by running the kafka-acls.sh script with the --operation  option, and specifying the operation to which

access is given.

Permissions are assigned using the --add  option.

The --allow-principal  option enables the action, and --deny-principal  disables the action.

Removing a user from the ACL is done with the command option --remove .

The main operations for which user rights can be set are:

Describe  — view topic or group metadata.

DescribeConfigs  — view topic configuration.

Alter  — change a topic or a group.

IdempotentWrite  — write to a topic for idempotent and transactional APIs.

Read  — the right to read from a topic or from a group.

Delete  — delete a topic or a group.

Create  — create a topic or a group.

All  — all rights.

Write  —  write to a topic or a group.

AlterConfigs  — change the topic configuration.

In order to allow the username  user to perform the WRITE  operation on the test-topic  topic, on the host with the Kafka broker, enter the command:

In order to prevent the username1  user from performing the WRITE  operation on the test-topic  topic, on the host with the Kafka broker, enter the command:

As a result of each addition to the list, a message appears about the successful addition of rights or a ban and an ACL list with current user rights for the topic:

It is possible to assign several producer rights to the user at once — create, write, view metadata (describe).

To assign producer  rights to the writer  user for the test-topic  topic, enter the command on the host with the Kafka broker:

As a result, a message appears about the successful addition of producer  rights and an ACL list with current user rights for the topic:

It is also possible to assign several consumer rights at once — read, view metadata (describe).

To assign consumer  rights to the reader  user for the test-topic  topic, enter the command on the host with the Kafka broker:

As a result, a message appears about the successful addition of consumer  rights and an ACL list with current user rights for the test-topic  topic, including those created earlier

for the writer  user:

It also displays data about the created rights for the consumer group:

Viewing ACLs is done with the --list  option. In order to view the list of permissions for the test-topic  topic, enter the command:

The result is a listing of all assigned permissions for the test-topic  topic:

To view the list of rights for all topics, use the same command without specifying the topic name.

After setting up ACLs for users, work in Kafka proceeds according to the steps described in the articles:

 — for a user that has a principal in a Kerberos SASL secured environment.

 — for a user that has a principal in a Kerberos SASL secured environment with SSL channel security.

 — for a user that has an Active Directory account and a corresponding LDAP server SSL certificate.

Any action by an unauthorized user will cause an error. For example, attempting to write messages to the test-topic  topic for a user who does not have WRITE  permission in the

ACL for that topic will result in the following errors:

To Table of Contents
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SASL PLAINTEXT

Kerberos SASL

ACL configuration

Assign rights and prohibitions to individual actions in Kafka for users

Assign producer and consumer rights to a user
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How an authorized user works in Kafka

This article describes the basic steps for working with ACL authorization in Kafka.

Access Control List (ACL) — an access control list that defines who can access topics or groups in Kafka and what operations are allowed or denied to be performed by a user or group

of users.

Kafka has AclAuthorizer — a built-in ACL-based authorizer.

ACLs for Kafka are stored in ZooKeeper.

Enable ACL in Kafka

NOTE

Before configuring authorization for an ADS cluster, authentication must be enabled and configured, and users must be created using one of the following

protocols:

SASL PLAINTEXT

MIT Kerberos

Kerberos with MS Active Directory

$ sudo vim /usr/lib/kafka/config/server․properties

authorizer․class․name=kafka․security․authorizer․AclAuthorizer
allow․everyone․if․no․acl․found=true

$ sudo systemctl restart kafka
$ sudo systemctl status kafka

  kafka․service - Apache Kafka
   Loaded: loaded (/usr/lib/systemd/system/kafka․service; enabled; vendor preset: disabled)
  Drop-In: /etc/systemd/system/kafka․service․d
           └─custom․conf
   Active: active (running) since Wed 2022-10-12 12:48:49 UTC; 52s ago
  Process: 8782 ExecStop=/usr/lib/kafka/bin/kafka stop (code=exited, status=0/SUCCESS)
  Process: 8857 ExecStart=/usr/lib/kafka/bin/kafka start (code=exited, status=0/SUCCESS)
  Process: 8854 ExecStartPre=/bin/chown kafka:kafka /run/kafka (code=exited, status=0/SUCCESS)
  Process: 8852 ExecStartPre=/bin/mkdir -p /run/kafka (code=exited, status=0/SUCCESS)
 Main PID: 8860 (java)
    Tasks: 82
   Memory: 298․6M
   CGroup: /system․slice/kafka․service
           └─8860 java -Xmx1G -Xms1G -server -XX:+UseG1GC -XX:MaxGCPauseMillis=20 -XX:InitiatingHeapOcc․․․

Oct 12 12:48:49 sov-ads-test-1․ru-central1․internal systemd[1]: Starting Apache Kafka․․․
Oct 12 12:48:49 sov-ads-test-1․ru-central1․internal systemd[1]: Started Apache Kafka․

CAUTION

Restarting the Kafka service using the ADCM user interface tools may result in the set value of authorizer.class.name  being removed.

Prepare the authentication environment to create ACLs

SASL PLAINTEXT

$ sudo vim /etc/kafka/conf/client․properties

security․protocol=SASL_PLAINTEXT
sasl․mechanism=PLAIN
# Uncomment and set necessary username/password
#sasl․jaas․config=org․apache․kafka․common․security․plain․PlainLoginModule requi$
#  username="username" \
#  password=password_for_username;

Use SASL PLAINTEXT in Kafka

Kerberos SASL

$ sudo vim /tmp/client․jaas

KafkaClient {
com․sun․security․auth․module․Krb5LoginModule required
useTicketCache=true;
};

$ kinit -p user@ADS-KAFKA․LOCAL

$ klist

Ticket cache: FILE:/tmp/krb5cc_1000
Default principal: user@ADS-KAFKA․LOCAL

Valid starting Expires Service principal
08/10/2022 20:44:12 08/11/2022 20:44:12 krbtgt/ADS-KAFKA․LOCAL@ADS-KAFKA․LOCAL

$ export  KAFKA_OPTS="-Djava․security․auth․login․config=/tmp/client․jaas"

Use MIT Kerberos in Kafka

ACL configuration

NOTE

To view all options for the kafka-acls.sh script, run the command:

$ /usr/lib/kafka/bin/kafka-acls․sh

Assign rights and prohibitions to individual actions in Kafka for users

NOTE

For users authenticated using the Kerberos SASL or LDAP protocol, the ACLs use the username without the authentication realm.

$ /usr/lib/kafka/bin/kafka-acls․sh  --bootstrap-server localhost:9092  --command-config /etc/kafka/conf/client․properties  --add --
allow-principal User:username  --operation WRITE --test-topic

$ /usr/lib/kafka/bin/kafka-acls․sh  --bootstrap-server localhost:9092  --command-config /etc/kafka/conf/client․properties  --add --
deny-principal User:username1  --operation WRITE --test-topic

Adding ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
 (principal=User:username, host=*, operation=WRITE, permissionType=ALLOW)

Current ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
 (principal=User:username, host=*, operation=CREATE, permissionType=ALLOW)

(principal=User:username1, host=*, operation=CREATE, permissionType=DENY)

Assign producer and consumer rights to a user

$ /usr/lib/kafka/bin/kafka-acls․sh --bootstrap-server localhost:9092 --command-config /etc/kafka/conf/client․properties  --add --
allow-principal User:writer --producer --topic test-topic

Adding ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
 (principal=User:writer, host=*, operation=CREATE, permissionType=ALLOW)

(principal=User:writer, host=*, operation=WRITE, permissionType=ALLOW)
(principal=User:writer, host=*, operation=DESCRIBE, permissionType=ALLOW)

Current ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
 (principal=User:writer, host=*, operation=WRITE, permissionType=ALLOW)

(principal=User:writer, host=*, operation=CREATE, permissionType=ALLOW)
(principal=User:writer, host=*, operation=DESCRIBE, permissionType=ALLOW)

$ /usr/lib/kafka/bin/kafka-acls․sh --bootstrap-server localhost:9092 --command-config /etc/kafka/conf/client․properties  --add --
allow-principal User:reader --consumer --topic test-topic --group 1

NOTE

When assigning consumer rights, you must specify both the topic name ( topic ) and the name of the consumer group ( group ), even if there is only one

consumer.

Adding ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
 (principal=User:reader, host=*, operation=DESCRIBE, permissionType=ALLOW)

(principal=User:reader, host=*, operation=READ, permissionType=ALLOW)

Current ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
(principal=User:writer, host=*, operation=WRITE, permissionType=ALLOW)
(principal=User:writer, host=*, operation=CREATE, permissionType=ALLOW)
(principal=User:writer, host=*, operation=DESCRIBE, permissionType=ALLOW)
(principal=User:reader, host=*, operation=DESCRIBE, permissionType=ALLOW)
(principal=User:reader, host=*, operation=READ, permissionType=ALLOW)

Current ACLs for resource `ResourcePattern(resourceType=GROUP, name=1, patternType=LITERAL)`:
 (principal=User:reader, host=*, operation=DESCRIBE, permissionType=ALLOW)

(principal=User:reader, host=*, operation=READ, permissionType=ALLOW)

View ACLs

$ /usr/lib/kafka/bin/kafka-acls․sh --bootstrap-server localhost:9092 --command-config /etc/kafka/conf/client․properties --list --
topic test-topic

Current ACLs for resource `ResourcePattern(resourceType=TOPIC, name=test-topic, patternType=LITERAL)`:
 (principal=User:writer, host=*, operation=WRITE, permissionType=ALLOW)

(principal=User:writer, host=*, operation=CREATE, permissionType=ALLOW)
(principal=User:writer, host=*, operation=DESCRIBE, permissionType=ALLOW)
(principal=User:reader, host=*, operation=DESCRIBE, permissionType=ALLOW)
(principal=User:reader, host=*, operation=READ, permissionType=ALLOW)

How an authorized user works in Kafka

Use MIT Kerberos in Kafka

SSL channel security in Kafka

Use Kerberos with MS Active Directory in Kafka

[2022-10-12 13:38:57,301] WARN [Producer clientId=console-producer] Error while fetching metadata with correlation id 9 : {test-
topic=TOPIC_AUTHORIZATION_FAILED} (org․apache․kafka․clients․NetworkClient)
[2022-10-12 13:38:57,302] ERROR [Producer clientId=console-producer] Topic authorization failed for topics [test-topic] (org․
apache․kafka․clients․Metadata)
[2022-10-12 13:38:57,302] ERROR Error when sending message to topic test-topic with key: null, value: 1 bytes with error: (org․
apache․kafka․clients․producer․internals․ErrorLoggingCallback)
org․apache․kafka․common․errors․TopicAuthorizationException: Not authorized to access topics: [test-topic]
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OpenJDK is used as a Java development and runtime environment to create a Kafka Streams project using the Apache Maven tool.

Apache Maven version 3.3 and higher requires JDK version 1.7 or higher to be installed.

To install OpenJDK, run the command:

Result:

To verify a successful Java installation, run the following command:

With a successful Java installation, the result looks like this:

It is recommended to use the latest version of Apache Maven to create new applications.

To install the latest version of Apache Maven, do the following:

1. Using the wget  command, download Apache Maven to the /tmp directory, referring to the Binary tar.gz archive link provided on the page of Downloading Apache Maven:

Wait for the download of the archive to complete.

2. Unpack the archive to the /opt directory:

3. For easy management of Maven versions and updates, it is recommended to create a symbolic link that will point to the Maven installation directory using the command:

In order for Java to access the installed Apache Maven, you need to add the path to the bin directory of the created apache-maven-3.9.4 directory to the PATH  environment variable.

This can be done in the following way:

1. Create a script file:

2. Fill maven.sh with the lines below:

3. Save and close the file.

4. Give permission to execute the script:

5. Execute the script using the source  command:

To verify the installation of Apache Maven, use the command:

Upon successful installation of Apache Maven, the result looks like this:

Apache Maven uses archetypes — templates that allow you to create new projects. The Streams Quickstart Java archetype is used to create a Kafka Streams application.

Before creating a project, you need to go to the Apache Maven /bin directory by running the command:

To create a Kafka Streams project structure in the /bin directory, you must run the archetype:generate command that creates a project from an archetype:

The generation options specified with -D  are described below:

archetypeGroupId  — archetype group ID (name of the directory where the used archetype is located).

archetypeArtifactId  — name of the archetype to use.

archetypeVersion  — required version of the archetype to use.

groupId  — group name of the software specified by the user. This is usually set to the name of the root directory.

artifactId  — description of the contents of the artifact.

version  — version from which the project creation will start.

package  — name of the folder to build the project.

Upon successful creation of the project, the result looks like this:

The project is automatically created along the path /opt/maven/bin/streams.examples/.

The tree structure of the created project is shown below:

In the /opt/maven/bin/streams.examples/ directory, pom.xml is located. It is the XML file containing project information and configuration information used by Maven to build the

project.

To create simple Kafka Streams applications, the generated pom.xml is ready to use, and you can also specify other project dependencies, plugins, or targets that you can run, create

profiles, descriptions, developers, mailing lists, etc.

Below is the content of the pom.xml generated for Kafka Streams and the description of the tags used.

pom.xml

Tags used in pom.xml:

project  — base tag containing all information about the project. The header contains information that Maven needs to understand the pom.xml file. The modelVersion  tag

points to the current version of the POM. These two tags are usually generated automatically and do not need to be changed.

groupId , artifactId , version  — main project parameters, which are determined when generating from the archetype.

name  — contains the name of the project displayed in the logs.

properties block — specific settings such as file encoding and Java compiler version used. You can do without this block, then the default settings are used.

repositories block — indicates the use of repositories.

build block — includes plugins from the archetype.

dependencies block — describes all dependencies used in the project. Each must be marked with a dependency  tag and specified unique identification data: groupId ,

artifactId , and version .

After creating the project, the /opt/maven/bin/streams.examples/src/main/java/myapps folder contains the generated stub files for running Kafka Streams applications:

Pipe.java is a simple application that reads from a source topic streams-plaintext-input  and writes messages unchanged to the topic-destination streams-pipe-
output .

LineSplit.java is an application that reads from a source streams-plaintext-input  topic, splits each text line into words, and then writes to the streams-linesplit-
output  topic, where each entry represents one word.

WordCount.java is an application that reads from a source streams-plaintext-input  topic, splits each text line into words, and then computes a histogram of word

occurrences, and writes to the streams-wordcount-output  topic, where each entry is an updated count for each word encountered.

The next section discusses the code and running of the Pipe.java application and shows how you can test the application on hosts that have the Kafka service of the ADS cluster

preinstalled.

By analogy, you can run and test the LineSplit.java and WordCount.java applications, as well as other applications for Kafka Streams, created by yourself.

The code below shows a Pipe application that implements a simple program using the high-level Streams DSL that reads messages from a source streams-plaintext-input
topic and writes them unchanged to a destination streams-pipe-output  topic.

Pipe

The Pipe.java code uses:

props.put  — Kafka Streams configurations defined by the class API StreamsConfig:

StreamsConfig.BOOTSTRAP_SERVERS_CONFIG  — list of host/port pairs to use to establish the initial connection to the Kafka cluster.

StreamsConfig.APPLICATION_ID_CONFIG  — unique stream ID.

StreamsConfig.DEFAULT_KEY_SERDE_CLASS_CONFIG, Serdes.String().getClass()) , StreamsConfig.DEFAULT_VALUE_SERDE_CLASS_CONFIG,
Serdes.String().getClass())  — default serialization and deserialization libraries for key/value pairs.

final StreamsBuilder builder = new StreamsBuilder()  — declaration of a stream builder that defines the application logic using the class API StreamsBuilder:

builder.stream("streams-plaintext-input").to("streams-pipe-output")  — creation of a topology where the source stream from the streams-
plaintext-input  topic is continuously written to the streams topic -pipe-output .

final Topology topology = builder.build()  — definition of the stream topology declared by the stream builder.

final KafkaStreams streams = new KafkaStreams(topology, props)  — creation of a Streams client using the class API KafkaStreams with given configurations

( props ) and topology ( topology ).

final CountDownLatch latch = new CountDownLatch(1)  — application termination logic defined by class CountDownLatch. You can terminate the program by

pressing Ctrl+C .

Displaying the states Started , Thread started  and topology descriptions using the System. out. println .

The application is launched in the directory where the pom.xml file is located, that is, /opt/maven/bin/streams.examples/.

Before running the application, you need to clean up the project and remove all files created by the previous build by running the command:

Result:

Next, to run the application, you need to compile the source code from the Pipe.java file using the command:

As a result of successful launch of the application, the message Thread started  and a description of the topology are displayed, which has two processor nodes, a source node

KSTREAM-SOURCE-0000000000 , a destination node KSTREAM-SINK-0000000001 , and the corresponding topics attached to each node:

The application is running. The program is terminated by pressing Ctrl+C .

To check the running application, you need to:

1. Create topics used in the application, on a host with a Kafka broker installed, run the following commands:

Create a source topic streams-plaintext-input :

Create a destination topic streams-pipe-output :

2. Create a producer for the source topic streams-plaintext-input  using the command:

3. In another console, create a message consumer from the streams-pipe-output  destination using the command:

4. Write messages in the key/value format to the source topic streams-plaintext-input  and read messages unchanged from the destination topic streams-pipe-
output .
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This article describes how to create a simple streaming application using Kafka Streams.

Kafka Streams is a client library for building Java and Scala applications where inputs and outputs are stored in Kafka clusters.

To create a Kafka Streams application, Apache Maven is used, a tool for managing and analyzing software projects.

In the example below, the application is created and run on one of the hosts with the pre-installed Kafka service of the ADS cluster.

Prepare to create an application

NOTE

In this section, all installation commands for OpenJDK and Apache Maven are given as reference information for Centos 7 OS. To install software packages on

other operating systems, please refer to the documentation of the corresponding operating system.

Install OpenJDK

$ sudo yum install java-1․8․0-openjdk

Complete!

$ java -version

openjdk version "1․8․0_191"
OpenJDK Runtime Environment (build 1․8․0_191-b12)
OpenJDK 64-Bit Server VM (build 25․191-b12, mixed mode)

Install the latest version of Apache Maven

$ wget httрs://dlcdn․apache․org/maven/maven-3/3․9․4/binaries/apache-maven-3․9․4-bin․tar․gz -P /tmp

$ sudo tar xf /tmp/apache-maven-3․9․4-bin․tar․gz -C /opt

$ sudo ln -s /opt/apache-maven-3․9․4 /opt/maven

Set environment variables

$ sudo vim /etc/profile․d/maven․sh

export JAVA_HOME=/usr/lib/jvm/jre-openjdk
export M2_HOME=/opt/maven
export MAVEN_HOME=/opt/maven
export PATH=${M2_HOME}/bin:${PATH}

$ sudo chmod +x /etc/profile․d/maven․sh

$ source /etc/profile․d/maven․sh

Verify Apache Maven installation

$ mvn -version

Apache Maven 3․9․4 (dfbb324ad4a7c8fb0bf182e6d91b0ae20e3d2dd9)
Maven home: /opt/maven
Java version: 1․8․0_382, vendor: Red Hat, Inc․, runtime: /usr/lib/jvm/java-1․8․0-openjdk-1․8․0․382․b05-1․el7_9․x86_64/jre
Default locale: en_US, platform encoding: UTF-8
OS name: "linux", version: "3․10․0-1160․95․1․el7․x86_64", arch: "amd64", family: "unix"

Create a Kafka Streams project

Create a project structure

$ cd /opt/maven/bin

$ mvn archetype:generate \
    -DarchetypeGroupId=org․apache․kafka \
    -DarchetypeArtifactId=streams-quickstart-java \
    -DarchetypeVersion=2․8․1 \
    -DgroupId=streams․examples \
    -DartifactId=streams․examples \
    -Dversion=0․1 \
    -Dpackage=myapps

CAUTION

The archetype version specified with the archetypeVersion  parameter must match the current Kafka version of the ADS cluster, as defined in 

.

Supported

services

[INFO] BUILD SUCCESS
[INFO] ------------------------------------------------------------------------
[INFO] Total time: 14․917s
[INFO] Finished at: Wed Aug 23 14:16:51 UTC 2023
[INFO] Final Memory: 13M/150M
[INFO] ------------------------------------------------------------------------

Project structure

> tree streams․examples
    streams-quickstart
    |-- pom․xml
    |-- src
        |-- main
            |-- java
            |   |-- myapps
            |       |-- LineSplit․java
            |       |-- Pipe․java
            |       |-- WordCount․java
            |-- resources
                |-- log4j․properties

Configure pom.xml

<project xmlns="httр://maven․apache․org/POM/4․0․0"
         xmlns:xsi="httр://www․w3․org/2001/XMLSchema-instance"
         xsi:schemaLocation="httр://maven․apache․org/POM/4․0․0 httр://maven․apache․org/xsd/maven-4․0․0․xsd">
    <modelVersion>4․0․0</modelVersion>

    <groupId>streams․examples</groupId>
    <artifactId>streams․examples</artifactId>
    <version>0․1</version>
    <packaging>jar</packaging>

    <name>Kafka Streams Quickstart :: Java</name>

    <properties>
        <project․build․sourceEncoding>UTF-8</project․build․sourceEncoding>
        <kafka․version>2․8․1</kafka․version>
        <slf4j․version>1․7․7</slf4j․version>
        <log4j․version>1․2․17</log4j․version>
    </properties>

    <repositories>
        <repository>
            <id>apache․snapshots</id>
            <name>Apache Development Snapshot Repository</name>
            <url>httрs://repository․apache․org/content/repositories/snapshots/</url>
            <releases>
                <enabled>false</enabled>
            </releases>
            <snapshots>
                <enabled>true</enabled>
            </snapshots>
        </repository>

        <build>
        <plugins>
            <plugin>
                <groupId>org․apache․maven․plugins</groupId>
                <artifactId>maven-compiler-plugin</artifactId>
                <version>3․1</version>
                <configuration>
                    <source>1․8</source>
                    <target>1․8</target>
                </configuration>
            </plugin>
        </plugins>

        <pluginManagement>
            <plugins>
                <plugin>
                    <artifactId>maven-compiler-plugin</artifactId>
                    <configuration>
                        <source>1․8</source>
                        <target>1․8</target>
                        <compilerId>jdt</compilerId>
                    </configuration>
                    <dependencies>
                        <dependency>
                            <groupId>org․eclipse․tycho</groupId>
                            <artifactId>tycho-compiler-jdt</artifactId>
                            <version>0․21․0</version>
                        </dependency>
                    </dependencies>
                </plugin>
                <plugin>
                    <groupId>org․eclipse․m2e</groupId>
                    <artifactId>lifecycle-mapping</artifactId>
                    <version>1․0․0</version>
                    <configuration>
                        <lifecycleMappingMetadata>
                            <pluginExecutions>
                                <pluginExecution>
                                    <pluginExecutionFilter>
                                        <groupId>org․apache․maven․plugins</groupId>
                                        <artifactId>maven-assembly-plugin</artifactId>
                                        <versionRange>[2․4,)</versionRange>
                                        <goals>
                                            <goal>single</goal>
                                        </goals>
                                    </pluginExecutionFilter>
                                    <action>
                                        <ignore/>
                                    </action>
                                </pluginExecution>
                                <pluginExecution>
                                    <pluginExecutionFilter>
                                        <groupId>org․apache․maven․plugins</groupId>
                                        <artifactId>maven-compiler-plugin</artifactId>
                                        <versionRange>[3․1,)</versionRange>
                                        <goals>
                                            <goal>testCompile</goal>
                                            <goal>compile</goal>
                                        </goals>
                                    </pluginExecutionFilter>
                                    <action>
                                        <ignore/>
                                    </action>
                                </pluginExecution>
                            </pluginExecutions>
                        </lifecycleMappingMetadata>
                    </configuration>
                </plugin>
            </plugins>
        </pluginManagement>
    </build>

    <dependencies>
        <!-- Apache Kafka dependencies -->
        <dependency>
            <groupId>org․apache․kafka</groupId>
            <artifactId>kafka-streams</artifactId>
            <version>${kafka․version}</version>
        </dependency>
    </dependencies>
</project>

Ready made Kafka Streams applications

Run the Kafka Streams application

Pipe.java code

package myapps;

import org․apache․kafka․common․serialization․Serdes;
import org․apache․kafka․streams․KafkaStreams;
import org․apache․kafka․streams․StreamsBuilder;
import org․apache․kafka․streams․StreamsConfig;
import org․apache․kafka․streams․Topology;

import java․util․Properties;
import java․util․concurrent․CountDownLatch;

public class Pipe {

    public static void main(String[] args) throws Exception {
        System․out․println("Started");
        Properties props = new Properties();
        props․put(StreamsConfig․APPLICATION_ID_CONFIG, "streams-pipe");
        props․put(StreamsConfig․BOOTSTRAP_SERVERS_CONFIG, "localhost:9092");
        props․put(StreamsConfig․DEFAULT_KEY_SERDE_CLASS_CONFIG, Serdes․String()․getClass());
        props․put(StreamsConfig․DEFAULT_VALUE_SERDE_CLASS_CONFIG, Serdes․String()․getClass());

        final StreamsBuilder builder = new StreamsBuilder();

        builder․stream("streams-plaintext-input")․to("streams-pipe-output");

        final Topology topology = builder․build();
        final KafkaStreams streams = new KafkaStreams(topology, props);
        final CountDownLatch latch = new CountDownLatch(1);

        // attach shutdown handler to catch control-c
        Runtime․getRuntime()․addShutdownHook(new Thread("streams-shutdown-hook") {
            @Override
            public void run() {
                streams․close();
                latch․countDown();
            }

});

try {
            System․out․println("Thread started");
            System․out․println(topology․describe());
            streams․start();
            latch․await();
        } catch (Throwable e) {
            System․exit(1);
        }

System․exit(0);
    }
}

Run the application

$ mvn clean package

[INFO] Building jar: /opt/apache-maven-3․9․4/bin/streams․examples/target/streams․examples-0․1․jar
[INFO] ------------------------------------------------------------------------
[INFO] BUILD SUCCESS
[INFO] ------------------------------------------------------------------------
[INFO] Total time: 10․415s
[INFO] Finished at: Thu Aug 24 07:09:19 UTC 2023
[INFO] Final Memory: 14M/126M
[INFO] ------------------------------------------------------------------------

$ mvn compile exec:java -Dexec․mainClass="myapps․Pipe"

[INFO] --- exec-maven-plugin:3․0․0:java (default-cli) @ streams․examples ---
Started
SLF4J: Failed to load class "org․slf4j․impl․StaticLoggerBinder"․
SLF4J: Defaulting to no-operation (NOP) logger implementation
SLF4J: See httр://www․slf4j․org/codes․html#StaticLoggerBinder for further details․
Thread started
Topologies:
   Sub-topology: 0
    Source: KSTREAM-SOURCE-0000000000 (topics: [streams-plaintext-input])
      --> KSTREAM-SINK-0000000001
    Sink: KSTREAM-SINK-0000000001 (topic: streams-pipe-output)
      <-- KSTREAM-SOURCE-0000000000

Check the work of the created application

NOTE

For more information on the fundamentals of working with Kafka, see .Quick start with Kafka

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic streams-plaintext-input --bootstrap-server sov-test-2․ru-central1․
internal:9092

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic streams-pipe-output --bootstrap-server sov-test-2․ru-central1․
internal:9092

$ /usr/lib/kafka/bin/kafka-console-producer․sh --topic streams-plaintext-input --bootstrap-server sov-test-2․ru-central1․
internal:9092

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic streams-pipe-output --from-beginning --bootstrap-server sov-test-2․ru-
central1․internal:9092
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Kafka API example application creation is done in the OpenJDK environment using  tool Apache Maven after .

Before creating a Java application using Maven, you need to create a project file structure. You can create a project called api.examples using the command:

In the root directory of the /api.examples/ project you need to create pom.xml — XML file containing project information and configuration information used by Maven to build the

project:

Below is the content of pom.xml containing the necessary , including:

dependencies that connect a package to create Kafka API examples (Producer API, Consumer API, and Admin API applications) in Kafka version 2.8.1;

dependencies that connect the logging modules slf4j and log4j to view the results of running application codes.

pom.xml

The applications described below are created in the /api.examples/src/main/java/myapps folder.

Result:

where myapps  is the name of the folder in which the application file is located, Producer  is the name of the .java application file.

The application run results for each API are described below.

This section describes the Kafka Producer API example that allows users to write messages to a topic.

In the /api.examples/src/main/java/myapps folder create an application file:

The code for Producer.java is described below.

Producer.java

Below are some lines of Producer.java code:

properties.setProperty  — setting Kafka Producer configurations defined by the ProducerConfig class API:

ProducerConfig.BOOTSTRAP_SERVERS_CONFIG  — list of host/port pairs used for the initial connection to the Kafka cluster.

ProducerConfig.KEY_SERIALIZER_CLASS_CONFIG , ProducerConfig.VALUE_SERIALIZER_CLASS_CONFIG  — default serialization libraries for record key/value

pairs.

KafkaProducer<String, String> producer  — creating an object of the KafkaProducer class.

ProducerRecord<String, String> producerRecord  — creating a hello  message value that should be written to the my_topic  topic using the ProducerRecord

class.

KafkaProducer methods:

producer.send(producerRecord)  — when called, adds a record to the buffer of pending records to be sent and returns the result immediately;

producer.flush()  — when called, makes all buffered records available for sending. Completion of requests associated with these records is blocked. A way to ensure that

all previously sent messages actually completed.

producer.close()  — closes the producer. This method blocks until all previously submitted requests have completed.

After creating the code,  and  an application.

As a result of running the application, the main parameters of the producer (ProducerConfig), installed in the code and defined by default, and information about the execution of the

code are displayed.

Result of running Producer.java

To demonstrate message recording, you can start reading messages on the console in the command line interface:

As a result of every application running, a hello  message is written to the my_topic  topic, which is displayed in the console with the running consumer.

This section describes the Kafka Consumer API example that allows users to write messages from a topic.

In the /api.examples/src/main/java/myapps folder create an application file:

The code for Consumer.java is described below.

Consumer.java

Below are some lines of Consumer.java code:

properties.setProperty  — setting Kafka Consumer configurations defined by the ConsumerConfig class API:

ConsumerConfig.BOOTSTRAP_SERVERS_CONFIG  — list of host/port pairs used for initial connection to the Kafka cluster.

ConsumerConfig.KEY_DESERIALIZER_CLASS_CONFIG , ConsumerConfig.VALUE_DESERIALIZER_CLASS_CONFIG  — default deserialization libraries for entry

key/value pairs.

ConsumerConfig.GROUP_ID_CONFIG  — designation of the consumer group.

ConsumerConfig.AUTO_OFFSET_RESET_CONFIG  — offset number at which to start reading messages.

KafkaConsumer<String, String> consumer  — creating an object of the KafkaConsumer class.

ConsumerRecords<String, String> records  — creating a hello  message value that should be recorded in the my_topic  topic using the ConsumerRecords class.

KafkaConsumer methods:

consumer.subscribe  — connecting a consumer to a topic. If you use Arrays.asList() , it is possible to subscribe to multiple topics.

consumer.poll  — returns data that has not yet been received by the consumer subscribed to the partition. Polling call duration ( Duration.ofMillis(100) ) — time this

call will block before returning an empty list if no data was returned.

log.info("Key: " + record.key() + ", Value: " + record.value()); log.info("Partition: " + record.partition() + ", Offset:" +
record.offset())  — form of read data.

KafkaConsumer consumer.close  method is called when the consumer is closed and performs:

fixation of displacements if necessary;

closing the connection to Kafka.

After creating the code,  and  an application.

As a result of running the application, the following is displayed:

basic consumer parameters (ConsumerConfig), set in the code and defined by default;

information about code development;

messages written to the my_topic  topic.

Result of running Consumer.java

If you continue recording to the topic, messages will be displayed in this console indicating the partitions and offset. Closing a user is done by pressing Ctrl+C .

Result of closing the Consumer.java application

This section discusses the Kafka Admin API example that does:

creating a new topic;

displaying a list of topics.

In the /api.examples/src/main/java/myapps folder create an application file:

The code for CreateTopic.java is described below.

CreateTopic

Below are some lines of CreateTopic.java code:

properties.setProperty  — setting Admin Configs defined by the AdminClientConfig class API:

AdminClientConfig.BOOTSTRAP_SERVERS_CONFIG  is a list of host/port pairs used for initial connection to the Kafka cluster.

AdminClient admin  — creating an object of the AdminClient class.

NewTopic newTopic  — creating an object of the NewTopic class.

AdminClient methods used:

admin.createTopics  — creating a topic;

admin.listTopics  — creating a list of topics.

After creating the code,  and  an application.

As a result of running the application, the following is displayed:

basic administrator parameters (AdminClientConfig), set in the code and defined by default;

information about code development;

list of topics.

Result of running CreateTopic.java
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NOTE

In the Kafka API examples described below, applications are created and run on one of the hosts with the Kafka service version 2.8.1 pre-installed in the ADS

cluster version 2.8.1.1. For other Kafka versions, a list of current APIs can be found at the link https://kafka.apache.org/XX/javadoc/index.html, where XX  is the

first digits of the required Kafka version number, for example API for Kafka 3.6.0.

Prepare to create an application

pre-installed setting environment variables

NOTE

To automatically create topics in Kafka, you must enable the auto.create.topics.enable parameter in the server.properties group when  the Kafka

service.

configuring

Create a project structure

File structure

$ mkdir -p api․examples/src/main/java/myapps

Set up pom.xml

$ sudo vim pom․xml

dependencies

<project xmlns="httр://maven․apache․org/POM/4․0․0"
         xmlns:xsi="httр://www․w3․org/2001/XMLSchema-instance"
         xsi:schemaLocation="httр://maven․apache․org/POM/4․0․0 httр://maven․apache․org/xsd/maven-4․0․0․xsd">
    <modelVersion>4․0․0</modelVersion>

    <groupId>clients․examples</groupId>
    <artifactId>clients․examples</artifactId>
    <version>0․1</version>
    <packaging>jar</packaging>

    <name>Kafka clients :: Java</name>

    <properties>
        <project․build․sourceEncoding>UTF-8</project․build․sourceEncoding>
        <kafka․version>2․8․1</kafka․version>
        <slf4j․version>1․7․7</slf4j․version>
        <log4j․version>1․2․17</log4j․version>
    </properties>

    <repositories>
        <repository>
            <id>apache․snapshots</id>
            <name>Apache Development Snapshot Repository</name>
            <url>httрs://repository․apache․org/content/repositories/snapshots/</url>
            <releases>
                <enabled>false</enabled>
            </releases>
            <snapshots>
                <enabled>true</enabled>
            </snapshots>
        </repository>
    </repositories>
    <build>

<plugins>
            <plugin>
                <groupId>org․apache․maven․plugins</groupId>
                <artifactId>maven-compiler-plugin</artifactId>
                <version>3․1</version>
                <configuration>
                    <source>1․8</source>
                    <target>1․8</target>
                </configuration>
            </plugin>
        </plugins>

        <pluginManagement>
            <plugins>
                <plugin>
                    <artifactId>maven-compiler-plugin</artifactId>
                    <configuration>
                        <source>1․8</source>
                        <target>1․8</target>
                        <compilerId>jdt</compilerId>
                    </configuration>
                    <dependencies>
                        <dependency>
                            <groupId>org․eclipse․tycho</groupId>
                            <artifactId>tycho-compiler-jdt</artifactId>
                            <version>0․21․0</version>
                        </dependency>
                    </dependencies>
                </plugin>
                <plugin>
                    <groupId>org․eclipse․m2e</groupId>
                    <artifactId>lifecycle-mapping</artifactId>
                    <version>1․0․0</version>
                    <configuration>
                        <lifecycleMappingMetadata>
                            <pluginExecutions>
                                <pluginExecution>
                                    <pluginExecutionFilter>
                                        <groupId>org․apache․maven․plugins</groupId>
                                        <artifactId>maven-assembly-plugin</artifactId>
                                        <versionRange>[2․4,)</versionRange>
                                        <goals>
                                            <goal>single</goal>
                                        </goals>
                                    </pluginExecutionFilter>
                                    <action>
                                        <ignore/>
                                    </action>
                                </pluginExecution>
                                <pluginExecution>
                                    <pluginExecutionFilter>
                                        <groupId>org․apache․maven․plugins</groupId>
                                        <artifactId>maven-compiler-plugin</artifactId>
                                        <versionRange>[3․1,)</versionRange>
                                        <goals>
                                            <goal>testCompile</goal>
                                            <goal>compile</goal>
                                        </goals>
                                    </pluginExecutionFilter>
                                    <action>
                                        <ignore/>
                                    </action>
                                </pluginExecution>
                            </pluginExecutions>
                        </lifecycleMappingMetadata>
                    </configuration>
                </plugin>
            </plugins>
        </pluginManagement>
    </build>

    <dependencies>
        <!-- Apache Kafka dependencies -->
        <dependency>
            <groupId>org․apache․kafka</groupId>
            <artifactId>kafka-clients</artifactId>
            <version>${kafka․version}</version>
        </dependency>
        <dependency>
            <groupId></groupId>
            <artifactId>slf4j-log4j12</artifactId>
            <version>1․7․30</version>
        </dependency>
        <dependency>
            <groupId>log4j</groupId>
            <artifactId>log4j</artifactId>
           <version>1․2․17</version>
        </dependency>
    </dependencies>
</project>

Create and run applications

After creating a new application or making changes to an existing application, you need to run a command in the /api.examples/ project root directory (where the pom.xml file is

located) that deletes all files created during the previous project build, then compiles the source code, runs the tests, and packages the result into a JAR file:

$ mvn clean package

[INFO] Building jar: /home/olga/api․examples/target/api․examples-0․1․jar
[INFO] ------------------------------------------------------------------------
[INFO] BUILD SUCCESS
[INFO] ------------------------------------------------------------------------
[INFO] Total time:  2․685 s
[INFO] Finished at: 2023-10-25T20:40:23Z
[INFO] ------------------------------------------------------------------------

To run every application, you need to run the command in the root directory of the /api.examples/ project (where the pom.xml file is located):

$ mvn compile exec:java -Dexec․mainClass="myapps․Producer"

Producer API

$ sudo vim Producer․java

package myapps;

import org․apache․kafka․clients․producer․KafkaProducer;
import org․apache․kafka․clients․producer․ProducerConfig;
import org․apache․kafka․clients․producer․ProducerRecord;
import org․apache․kafka․common․serialization․StringSerializer;
import org․slf4j․Logger;
import org․slf4j․LoggerFactory;

import java․util․Properties;

public class Producer {
    private static final Logger log = LoggerFactory․getLogger(Producer․class);

    public static void main(String[] args) {
        log․info("I am a Kafka Producer");

        // create Producer properties
        Properties properties = new Properties();
        properties․setProperty(ProducerConfig․BOOTSTRAP_SERVERS_CONFIG, "localhost:9092");
        properties․setProperty(ProducerConfig․KEY_SERIALIZER_CLASS_CONFIG, StringSerializer․class․getName());
        properties․setProperty(ProducerConfig․VALUE_SERIALIZER_CLASS_CONFIG, StringSerializer․class․getName());

        // create the producer
        KafkaProducer<String, String> producer = new KafkaProducer<>(properties);

        // create a producer record
        ProducerRecord<String, String> producerRecord =
                new ProducerRecord<>("my_topic", "hello");
        // send data - asynchronous
        producer․send(producerRecord);

        // flush data - synchronous
        producer․flush();
        // flush and close producer
        producer․close();
    }
}

build run

3:55:20,816 INFO  myapps․Producer                                               - I am a Kafka Producer
13:55:20,843 INFO  org․apache․kafka․clients․producer․ProducerConfig              - ProducerConfig values:

acks = 1
batch․size = 16384
bootstrap․servers = [localhost:9092]
buffer․memory = 33554432
client․dns․lookup = use_all_dns_ips
client․id = producer-1
compression․type = none
connections․max․idle․ms = 540000
delivery․timeout․ms = 120000
enable․idempotence = false
interceptor․classes = []
internal․auto․downgrade․txn․commit = false
key․serializer = class org․apache․kafka․common․serialization․StringSerializer
linger․ms = 0
max․block․ms = 60000
max․in․flight․requests․per․connection = 5
max․request․size = 1048576
metadata․max․age․ms = 300000
metadata․max․idle․ms = 300000
metric․reporters = []
metrics․num․samples = 2
metrics․recording․level = INFO
metrics․sample․window․ms = 30000
partitioner․class = class org․apache․kafka․clients․producer․internals․DefaultPartitioner
receive․buffer․bytes = 32768
reconnect․backoff․max․ms = 1000
reconnect․backoff․ms = 50
request․timeout․ms = 30000
retries = 2147483647
retry․backoff․ms = 100
sasl․client․callback․handler․class = null
sasl․jaas․config = null
sasl․kerberos․kinit․cmd = /usr/bin/kinit
sasl․kerberos․min․time․before․relogin = 60000
sasl․kerberos․service․name = null
sasl․kerberos․ticket․renew․jitter = 0․05
sasl․kerberos․ticket․renew․window․factor = 0․8
sasl․login․callback․handler․class = null
sasl․login․class = null
sasl․login․refresh․buffer․seconds = 300
sasl․login․refresh․min․period․seconds = 60
sasl․login․refresh․window․factor = 0․8
sasl․login․refresh․window․jitter = 0․05
sasl․mechanism = GSSAPI
security․protocol = PLAINTEXT
security․providers = null
send․buffer․bytes = 131072
socket․connection․setup․timeout․max․ms = 30000
socket․connection․setup․timeout․ms = 10000
ssl․cipher․suites = null
ssl․enabled․protocols = [TLSv1․2]
ssl․endpoint․identification․algorithm = httрs
ssl․engine․factory․class = null
ssl․key․password = null
ssl․keymanager․algorithm = SunX509
ssl․keystore․certificate․chain = null
ssl․keystore․key = null
ssl․keystore․location = null
ssl․keystore․password = null
ssl․keystore․type = JKS
ssl․protocol = TLSv1․2
ssl․provider = null
ssl․secure․random․implementation = null
ssl․trustmanager․algorithm = PKIX
ssl․truststore․certificates = null
ssl․truststore․location = null
ssl․truststore․password = null
ssl․truststore․type = JKS
transaction․timeout․ms = 60000
transactional․id = null
value․serializer = class org․apache․kafka․common․serialization․StringSerializer

13:55:21,009 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka version: 2․8․1
13:55:21,010 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka commitId: 839b886f9b732b15
13:55:21,010 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka startTimeMs: 1698674121007
13:55:21,361 INFO  org․apache․kafka․clients․Metadata                             - [Producer clientId=producer-1] Cluster ID: 
HJEh6i7sSOynNkdYiIEOVA
13:55:21,401 INFO  org․apache․kafka․clients․producer․KafkaProducer               - [Producer clientId=producer-1] Closing the 
Kafka producer with timeoutMillis = 9223372036854775807 ms․
13:55:21,410 INFO  org․apache․kafka․common․metrics․Metrics                       - Metrics scheduler closed
13:55:21,410 INFO  org․apache․kafka․common․metrics․Metrics                       - Closing reporter org․apache․kafka․common․
metrics․JmxReporter
13:55:21,410 INFO  org․apache․kafka․common․metrics․Metrics                       - Metrics reporters closed
13:55:21,411 INFO  org․apache․kafka․common․utils․AppInfoParser                   - App info kafka․producer for producer-1 
unregistered
[INFO] ------------------------------------------------------------------------
[INFO] BUILD SUCCESS
[INFO] ------------------------------------------------------------------------
[INFO] Total time:  2․097 s
[INFO] Finished at: 2023-10-30T13:55:21Z
[INFO] ------------------------------------------------------------------------

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic my_topic --from-beginning --bootstrap-server localhost:9092

Consumer API

$ sudo vim Consumer․java

package myapps;

import org․apache․kafka․clients․consumer․ConsumerConfig;
import org․apache․kafka․clients․consumer․ConsumerRecord;
import org․apache․kafka․clients․consumer․ConsumerRecords;
import org․apache․kafka․clients․consumer․KafkaConsumer;
import org․apache․kafka․common․errors․WakeupException;
import org․apache․kafka․common․serialization․StringDeserializer;
import org․slf4j․Logger;
import org․slf4j․LoggerFactory;

import java․time․Duration;
import java․util․Arrays;
import java․util․Properties;

public class Consumer {
    private static final Logger log = LoggerFactory․getLogger(Consumer․class);

    public static void main(String[] args) {
        log․info("I am a Kafka Consumer");

        String bootstrapServers = "localhost:9092";
        String groupId = "my-group";
        String topic = "my_topic";

        // create consumer configs
        Properties properties = new Properties();
        properties․setProperty(ConsumerConfig․BOOTSTRAP_SERVERS_CONFIG, bootstrapServers);
        properties․setProperty(ConsumerConfig․KEY_DESERIALIZER_CLASS_CONFIG, StringDeserializer․class․getName());
        properties․setProperty(ConsumerConfig․VALUE_DESERIALIZER_CLASS_CONFIG, StringDeserializer․class․getName());
        properties․setProperty(ConsumerConfig․GROUP_ID_CONFIG, groupId);
        properties․setProperty(ConsumerConfig․AUTO_OFFSET_RESET_CONFIG, "earliest");

        // create consumer
        KafkaConsumer<String, String> consumer = new KafkaConsumer<>(properties);

        // get a reference to the current thread
        final Thread mainThread = Thread․currentThread();

        // adding the shutdown hook
        Runtime․getRuntime()․addShutdownHook(new Thread() {
            public void run() {
                log․info("Detected a shutdown, let's exit by calling consumer․wakeup()․․․");
                consumer․wakeup();

                // join the main thread to allow the execution of the code in the main thread
                try {
                    mainThread․join();
                } catch (InterruptedException e) {
                    e․printStackTrace();
                }
            }

});

try {

            // subscribe consumer to our topic(s)
            consumer․subscribe(Arrays․asList(topic));
            // poll for new data
            while (true) {
                ConsumerRecords<String, String> records =
                        consumer․poll(Duration․ofMillis(100));

                for (ConsumerRecord<String, String> record : records) {
                    log․info("Key: " + record․key() + ", Value: " + record․value());
                    log․info("Partition: " + record․partition() + ", Offset:" + record․offset());
                }
            }

} catch (WakeupException e) {
            log․info("Wake up exception!");
            // we ignore this as this is an expected exception when closing a consumer
        } catch (Exception e) {
            log․error("Unexpected exception", e);
        } finally {
            consumer․close(); // this will also commit the offsets if need be․
            log․info("The consumer is now gracefully closed․");
        }

    }
}

build run

13:50:26,590 INFO  myapps․Consumer                                               - I am a Kafka Consumer
13:50:26,619 INFO  org․apache․kafka․clients․consumer․ConsumerConfig              - ConsumerConfig values:

allow․auto․create․topics = true
auto․commit․interval․ms = 5000
auto․offset․reset = earliest
bootstrap․servers = [localhost:9092]
check․crcs = true
client․dns․lookup = use_all_dns_ips
client․id = consumer-group1-1
client․rack =
connections․max․idle․ms = 540000
default․api․timeout․ms = 60000
enable․auto․commit = true
exclude․internal․topics = true
fetch․max․bytes = 52428800
fetch․max․wait․ms = 500
fetch․min․bytes = 1
group․id = group1
group․instance․id = null
heartbeat․interval․ms = 3000
interceptor․classes = []
internal․leave․group․on․close = true
internal․throw․on․fetch․stable․offset․unsupported = false
isolation․level = read_uncommitted
key․deserializer = class org․apache․kafka․common․serialization․StringDeserializer
max․partition․fetch․bytes = 1048576
max․poll․interval․ms = 300000
max․poll․records = 500
metadata․max․age․ms = 300000
metric․reporters = []
metrics․num․samples = 2
metrics․recording․level = INFO
metrics․sample․window․ms = 30000
partition․assignment․strategy = [class org․apache․kafka․clients․consumer․RangeAssignor]
receive․buffer․bytes = 65536
reconnect․backoff․max․ms = 1000
reconnect․backoff․ms = 50
request․timeout․ms = 30000
retry․backoff․ms = 100
sasl․client․callback․handler․class = null
sasl․jaas․config = null
sasl․kerberos․kinit․cmd = /usr/bin/kinit
sasl․kerberos․min․time․before․relogin = 60000
sasl․kerberos․service․name = null
sasl․kerberos․ticket․renew․jitter = 0․05
sasl․kerberos․ticket․renew․window․factor = 0․8
sasl․login․callback․handler․class = null
sasl․login․class = null
sasl․login․refresh․buffer․seconds = 300
sasl․login․refresh․min․period․seconds = 60
sasl․login․refresh․window․factor = 0․8
sasl․login․refresh․window․jitter = 0․05
sasl․mechanism = GSSAPI
security․protocol = PLAINTEXT
security․providers = null
send․buffer․bytes = 131072
session․timeout․ms = 10000
socket․connection․setup․timeout․max․ms = 30000
socket․connection․setup․timeout․ms = 10000
ssl․cipher․suites = null
ssl․enabled․protocols = [TLSv1․2]
ssl․endpoint․identification․algorithm = httрs
ssl․engine․factory․class = null
ssl․key․password = null
ssl․keymanager․algorithm = SunX509
ssl․keystore․certificate․chain = null
ssl․keystore․key = null
ssl․keystore․location = null
ssl․keystore․password = null
ssl․keystore․type = JKS
ssl․protocol = TLSv1․2
ssl․provider = null
ssl․secure․random․implementation = null
ssl․trustmanager․algorithm = PKIX
ssl․truststore․certificates = null
ssl․truststore․location = null
ssl․truststore․password = null
ssl․truststore․type = JKS
value․deserializer = class org․apache․kafka․common․serialization․StringDeserializer

13:50:26,796 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka version: 2․8․1
13:50:26,796 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka commitId: 839b886f9b732b15
13:50:26,796 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka startTimeMs: 1698673826794
13:50:26,798 INFO  org․apache․kafka․clients․consumer․KafkaConsumer               - [Consumer clientId=consumer-group1-1, 
groupId=group1] Subscribed to topic(s): my_topic
13:50:27,153 INFO  org․apache․kafka․clients․Metadata                             - [Consumer clientId=consumer-group1-1, 
groupId=group1] Cluster ID: HJEh6i7sSOynNkdYiIEOVA
13:50:27,154 INFO  org․apache․kafka․clients․consumer․internals․AbstractCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Discovered group coordinator sov-test-1․ru-central1․internal:9092 (id: 2147482646 rack: null)
13:50:27,160 INFO  org․apache․kafka․clients․consumer․internals․AbstractCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] (Re-)joining group
13:50:27,172 INFO  org․apache․kafka․clients․consumer․internals․AbstractCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] (Re-)joining group
13:50:30,174 INFO  org․apache․kafka․clients․consumer․internals․AbstractCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Successfully joined group with generation Generation{generationId=3, memberId='consumer-group1-1-c3608fee-
d8cc-404f-97f1-5efbe2a49f4b', protocol='range'}
13:50:30,175 INFO  org․apache․kafka․clients․consumer․internals․ConsumerCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Finished assignment for group at generation 3: {consumer-group1-1-c3608fee-d8cc-404f-97f1-
5efbe2a49f4b=Assignment(partitions=[my_topic-0])}
13:50:30,180 INFO  org․apache․kafka․clients․consumer․internals․AbstractCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Successfully synced group in generation Generation{generationId=3, memberId='consumer-group1-1-c3608fee-d8cc-
404f-97f1-5efbe2a49f4b', protocol='range'}
13:50:30,180 INFO  org․apache․kafka․clients․consumer․internals․ConsumerCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Notifying assignor about the new Assignment(partitions=[my_topic-0])
13:50:30,181 INFO  org․apache․kafka․clients․consumer․internals․ConsumerCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Adding newly assigned partitions: my_topic-0
13:50:30,188 INFO  org․apache․kafka․clients․consumer․internals․ConsumerCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Found no committed offset for partition my_topic-0
13:50:30,198 INFO  org․apache․kafka․clients․consumer․internals․SubscriptionState  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Resetting offset for partition my_topic-0 to position FetchPosition{offset=0, offsetEpoch=Optional․empty, 
currentLeader=LeaderAndEpoch{leader=Optional[sov-test-1․ru-central1․internal:9092 (id: 1001 rack: null)], epoch=0}}․
13:50:30,221 INFO  myapps․Consumer                                               - Key: null, Value: hello
13:50:30,221 INFO  myapps․Consumer                                               - Partition: 0, Offset:0
13:50:30,221 INFO  myapps․Consumer                                               - Key: null, Value: hello
13:50:30,221 INFO  myapps․Consumer                                               - Partition: 0, Offset:1
13:50:30,221 INFO  myapps․Consumer                                               - Key: null, Value: hello
13:50:30,221 INFO  myapps․Consumer                                               - Partition: 0, Offset:2
13:50:30,221 INFO  myapps․Consumer                                               - Key: null, Value: hello
13:50:30,221 INFO  myapps․Consumer                                               - Partition: 0, Offset:3
13:50:30,221 INFO  myapps․Consumer                                               - Key: null, Value: hello
13:50:30,221 INFO  myapps․Consumer                                               - Partition: 0, Offset:4

^C13:51:17,173 INFO  myapps․Consumer                                               - Detected a shutdown, let's exit by 
calling consumer․wakeup()․․․
13:51:17,177 INFO  myapps․Consumer                                               - Wake up exception!
13:51:17,181 INFO  org․apache․kafka․clients․consumer․internals․ConsumerCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Revoke previously assigned partitions my_topic-0
13:51:17,181 INFO  org․apache․kafka․clients․consumer․internals․AbstractCoordinator  - [Consumer clientId=consumer-group1-1, 
groupId=group1] Member consumer-group1-1-c3608fee-d8cc-404f-97f1-5efbe2a49f4b sending LeaveGroup request to coordinator sov-
test-1․ru-central1․internal:9092 (id: 2147482646 rack: null) due to the consumer is being closed
13:51:17,183 INFO  org․apache․kafka․common․metrics․Metrics                       - Metrics scheduler closed
13:51:17,183 INFO  org․apache․kafka․common․metrics․Metrics                       - Closing reporter org․apache․kafka․common․
metrics․JmxReporter
13:51:17,183 INFO  org․apache․kafka․common․metrics․Metrics                       - Metrics reporters closed
13:51:17,189 INFO  org․apache․kafka․common․utils․AppInfoParser                   - App info kafka․consumer for consumer-group1-
1 unregistered
13:51:17,190 INFO  myapps․Consumer                                               - The consumer is now gracefully closed․

Admin API

$ sudo vim CreateTopic․java

package myapps;

import org․apache․kafka․clients․admin․AdminClient;
import org․apache․kafka․clients․admin․AdminClientConfig;
import org․apache․kafka․clients․admin․NewTopic;
import java․util․Collections;
import java․util․Properties;
import java․util․concurrent․ExecutionException;

public class CreateTopic {
  public static void main(String[] args) throws ExecutionException, InterruptedException {
      Properties properties = new Properties();
      properties․setProperty(AdminClientConfig․BOOTSTRAP_SERVERS_CONFIG, "localhost:9092");
      AdminClient admin = AdminClient․create(properties);
      //creating new topic
      System․out․println("-- creating --");
      NewTopic newTopic = new NewTopic("my-new-topic", 1, (short) 1);
      admin․createTopics(Collections․singleton(newTopic));

      //listing
      System․out․println("-- listing --");
      admin․listTopics()․names()․get()․forEach(System․out::println);
  }
}

build run

14:15:03,656 INFO  org․apache․kafka․clients․admin․AdminClientConfig              - AdminClientConfig values:
bootstrap․servers = [localhost:9092]
client․dns․lookup = use_all_dns_ips
client․id =
connections․max․idle․ms = 300000
default․api․timeout․ms = 60000
metadata․max․age․ms = 300000
metric․reporters = []
metrics․num․samples = 2
metrics․recording․level = INFO
metrics․sample․window․ms = 30000
receive․buffer․bytes = 65536
reconnect․backoff․max․ms = 1000
reconnect․backoff․ms = 50
request․timeout․ms = 30000
retries = 2147483647
retry․backoff․ms = 100
sasl․client․callback․handler․class = null
sasl․jaas․config = null
sasl․kerberos․kinit․cmd = /usr/bin/kinit
sasl․kerberos․min․time․before․relogin = 60000
sasl․kerberos․service․name = null
sasl․kerberos․ticket․renew․jitter = 0․05
sasl․kerberos․ticket․renew․window․factor = 0․8
sasl․login․callback․handler․class = null
sasl․login․class = null
sasl․login․refresh․buffer․seconds = 300
sasl․login․refresh․min․period․seconds = 60
sasl․login․refresh․window․factor = 0․8
sasl․login․refresh․window․jitter = 0․05
sasl․mechanism = GSSAPI
security․protocol = PLAINTEXT
security․providers = null
send․buffer․bytes = 131072
socket․connection․setup․timeout․max․ms = 30000
socket․connection․setup․timeout․ms = 10000
ssl․cipher․suites = null
ssl․enabled․protocols = [TLSv1․2]
ssl․endpoint․identification․algorithm = httрs
ssl․engine․factory․class = null
ssl․key․password = null
ssl․keymanager․algorithm = SunX509
ssl․keystore․certificate․chain = null
ssl․keystore․key = null
ssl․keystore․location = null
ssl․keystore․password = null
ssl․keystore․type = JKS
ssl․protocol = TLSv1․2
ssl․provider = null
ssl․secure․random․implementation = null
ssl․trustmanager․algorithm = PKIX
ssl․truststore․certificates = null
ssl․truststore․location = null
ssl․truststore․password = null
ssl․truststore․type = JKS

14:15:03,803 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka version: 2․8․1
14:15:03,803 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka commitId: 839b886f9b732b15
14:15:03,803 INFO  org․apache․kafka․common․utils․AppInfoParser                   - Kafka startTimeMs: 1698675303800
-- creating --
-- listing --
demo_java
my-new-topic
my_topic
my-new-topic4

[INFO] ------------------------------------------------------------------------
[INFO] BUILD SUCCESS
[INFO] ------------------------------------------------------------------------
[INFO] Total time:  16․900 s
[INFO] Finished at: 2023-10-30T14:15:19Z
[INFO] ------------------------------------------------------------------------
----
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Below is the environment used to work with Cruise Control in ADS.

Starting with ADS , Cruise Control can be  as the Kafka Cruise Control component after  and before  the Kafka service in the ADS cluster.

If Kafka service is already installed, after  the cluster to the desired version, the Kafka Cruise Control component can be added via the  action in the

Kafka service.

If necessary, the configuration of Cruise Control parameters can be performed in the ADCM interface on the  page of the Kafka Cruise Control component. To configure,

activate the Show advanced switch.

For the operation of Cruise Control, the following can be configured:

The configuration file of the Cruise Control main parameters.

To configure the main parameters, expand the node cruisecontrol.properties in the configuration settings tree and enter new values for the parameters. Descriptions of the

parameters are provided in the Kafka → Kafka Cruise Control component configuration parameters section of the  article.

Used resources of Kafka brokers.

Before starting work with Cruise Control, a user can set a soft resource limit available to the Kafka cluster. This is done using a user-defined template of the capacity.json file — 

capacity.json config template.

For the broker, disk space parameters can be overridden, as shown below (for brokerId = -1  — the values are default, for brokerId = 0  — the values are overridden):

The capacity.json configuration does not set hard limits, but provides Cruise Control with information about the amount of resources (CPU, memory, disk space) allocated to the

Kafka cluster, and the system offers optimization options based primarily on these constraints.

After changing the parameters via the ADCM interface, restart the Kafka service. To do this, apply the Restart action by clicking on the icon in the Actions column.

Cruise Control is automatically activated after installation in the ADCM interface.

After the setup and run, there should be some time for the  to collect initial metrics, and for the  to prepare the first  for optimization. For test

clusters, 10— 20 minutes is sufficient, but for production clusters, depending on the nature of the cluster’s load, it is recommended to wait 1— 2 hours.

Interactions with Cruise Control are performed using the GET  and POST  requests sent to its REST API .

Requests are sent to the http://<hostname>:<port>  address, where:

<hostname>  is the name of the host where the Kafka Cruise Control component is installed. The hostname for Cruise Control is displayed on the Info tab of the Kafka service

menu.

Info tab of the Kafka service menu

<port>  is the port for connecting to Cruise Control. It is specified as the value of the webserver.http.port  parameter during the  of the Kafka Cruise Control

component. The default value in ADS is 9181 .

The state of Cruise Control can be obtained by sending a GET  request to /kafkacruisecontrol/state:

Below is an example response regarding the Cruise Control state.

Cruise Control state

The provided example response displays the status of all Cruise Control components (statuses, readiness of proposals, used goals, found anomalies), including a description of the

recently discovered metric anomalies ( recentMetricAnomalies ) related to brokers.

The cluster load and the state of the brokers can be obtained by sending a GET  request to /kafkacruisecontrol/load.

Below is an example response about the cluster load.

Cluster load

Proposals for optimization from Cruise Control can be obtained by sending a GET  request to /kafkacruisecontrol/proposals:

For clarity, a new broker was added to the cluster before viewing the proposals, and the partitions were automatically redistributed.

Below is the response after the Cruise Control proposals request.

Proposals for optimization

The summary  section provides an overview of the proposal. In the given response example, a movement of 97 replicas is suggested (the numReplicaMovements  parameter).

The goalSummary  section outlines the overview of goals, where it describes the goals that are violated (in the VIOLATED  status). In this example, only the violated goals are left,

but the report is generated for all specified goals, including those not violated (in the NO-ACTION  status).

In the provided response example, disk usage among brokers is violated, meaning that some brokers have partitions taking up more space than others, and the distribution of leaders is

unbalanced. This is the main reason the analyzer wants to move 97 replicas.

The loadAfterOptimization  section shows the cluster load model after the proposed optimization.

Proposals for optimization from Cruise Control can be accepted by triggering a rebalance using a POST  request to /kafkacruisecontrol/rebalance:

where the dryrun  parameter indicates whether to perform a test run of the request.

The response to the request is identical to the .

If after the rebalancing you perform , in the response to the request you can see that the existing load of the cluster matches the load model shown in the proposal.

The user can view the status of requested tasks by sending a GET  request to /kafkacruisecontrol/user_tasks:

Below is the response after the request statuses from Cruise Control.

Request statuses
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ADS configuration parameters

{
  "brokerCapacities":[
    {
      "brokerId": "-1",
      "capacity": {
        "DISK": "100000",
        "CPU": "100",
        "NW_IN": "10000",
        "NW_OUT": "10000"
      },
      "doc": "This is the default capacity․ Capacity unit used for disk is in MB, cpu is in percentage, network throughput is in 
KB․"
    },
    {
      "brokerId": "0",
      "capacity": {
        "DISK": "500000",
        "CPU": "100",
        "NW_IN": "50000",
        "NW_OUT": "50000"
      },
      "doc": "This overrides the capacity for broker 0․"
    }
  ]
}

Start Cruise Control

Metrics Reporter Analyzer proposals

Use Cruise Control REST API

configuration

NOTE

In the queries provided below, the json  parameter is used to output answers in JSON format, and for readability on the host where the REST requests are

generated, the ./jq utility is installed.

Cruise Control state

$ curl -X GET 'httр://10․92․40․27:9181/kafkacruisecontrol/state?json=true' |jq

{
  "AnalyzerState": {
    "isProposalReady": true,
    "readyGoals": [
      "NetworkInboundUsageDistributionGoal",
      "CpuUsageDistributionGoal",
      "PotentialNwOutGoal",
      "LeaderReplicaDistributionGoal",
      "NetworkInboundCapacityGoal",
      "LeaderBytesInDistributionGoal",
      "DiskCapacityGoal",
      "ReplicaDistributionGoal",
      "RackAwareGoal",
      "TopicReplicaDistributionGoal",
      "NetworkOutboundCapacityGoal",
      "CpuCapacityGoal",
      "DiskUsageDistributionGoal",
      "NetworkOutboundUsageDistributionGoal",
      "ReplicaCapacityGoal"
    ]
  },
  "MonitorState": {
    "trainingPct": 20,
    "trained": false,
    "numFlawedPartitions": 0,
    "state": "RUNNING",
    "numTotalPartitions": 190,
    "numMonitoredWindows": 5,
    "monitoringCoveragePct": 100,
    "reasonOfLatestPauseOrResume": "Resumed-By-Cruise-Control-Before-Starting-Execution (Date: 2025-08-25T07:28:21Z)",
    "numValidPartitions": 190
  },
  "ExecutorState": {
    "state": "NO_TASK_IN_PROGRESS"
  },
  "AnomalyDetectorState": {
    "recentBrokerFailures": [
      {
        "anomalyId": "cdfed8c7-b5a7-47cb-9733-9e7585166e3d",
        "failedBrokersByTimeMs": {
          "2": 1756105916891
        },
        "detectionMs": 1756105916899,
        "statusUpdateMs": 1756105916901,
        "status": "CHECK_WITH_DELAY"
      }
    ],
    "recentGoalViolations": [],
    "selfHealingDisabled": [
      "DISK_FAILURE",
      "BROKER_FAILURE",
      "GOAL_VIOLATION",
      "METRIC_ANOMALY",
      "TOPIC_ANOMALY",
      "MAINTENANCE_EVENT"
    ],
    "balancednessScore": 100,
    "selfHealingEnabled": [],
    "recentDiskFailures": [],
    "metrics": {
      "meanTimeBetweenAnomaliesMs": {
        "GOAL_VIOLATION": 0,
        "TOPIC_ANOMALY": 0,
        "MAINTENANCE_EVENT": 0,
        "METRIC_ANOMALY": 0․3756093819295242,
        "DISK_FAILURE": 0,
        "BROKER_FAILURE": 0․18780465267895471
      },
      "ongoingAnomalyDurationMs": 0,
      "numSelfHealingStarted": 0,
      "numSelfHealingFailedToStart": 0,
      "meanTimeToStartFixMs": 2072139
    },
    "recentMetricAnomalies": [
      {
        "anomalyId": "364e7ae2-6b4c-44ba-8ac6-e065706122bc",
        "detectionMs": 1756104828843,
        "description": "Metric value 16․250 of BROKER_PRODUCE_LOCAL_TIME_MS_50TH for brokerId=1,host=sov-ads-1․ru-central1․
internal in window 2025-08-25T06:55:00Z is out of the normal range for percentile: [10․00, 90․00] (value: [0․000, 10․031] with 
margins (lower: 0․200, upper: 0․500)) in 20 history windows from 2025-08-25T06:50:00Z to 2025-08-25T05:15:00Z․",
        "statusUpdateMs": 1756104828845,
        "status": "IGNORED"
      },
      {
        "anomalyId": "7584c388-189b-40a7-b013-6f81fded6df8",
        "detectionMs": 1756104828845,
        "description": "Metric value 18․917 of BROKER_PRODUCE_LOCAL_TIME_MS_50TH for brokerId=2,host=sov-ads-5․ru-central1․
internal in window 2025-08-25T06:55:00Z is out of the normal range for percentile: [10․00, 90․00] (value: [0․000, 2․700] with 
margins (lower: 0․200, upper: 0․500)) in 20 history windows from 2025-08-25T06:50:00Z to 2025-08-25T05:15:00Z․",
        "statusUpdateMs": 1756104828845,
        "status": "IGNORED"
      }
    ],
    "recentTopicAnomalies": [],
    "selfHealingEnabledRatio": {
      "DISK_FAILURE": 0,
      "BROKER_FAILURE": 0,
      "GOAL_VIOLATION": 0,
      "METRIC_ANOMALY": 0,
      "TOPIC_ANOMALY": 0,
      "MAINTENANCE_EVENT": 0
    },
    "recentMaintenanceEvents": []
  },
  "version": 1
}

Cluster load

$ curl -X GET 'httр://10․92․40․27:9181/kafkacruisecontrol/load?json=true' |jq

{
  "brokers": [
    {
      "FollowerNwInRate": 0,
      "BrokerState": "ALIVE",
      "Broker": 1,
      "NwOutRate": 0․03215755149722099,
      "NumCore": 1,
      "Host": "sov-ads-1․ru-central1․internal",
      "CpuPct": 0․6822174191474915,
      "Replicas": 83,
      "NetworkInCapacity": 50000,
      "Rack": "sov-ads-1․ru-central1․internal",
      "Leaders": 60,
      "DiskCapacityMB": 20000,
      "DiskMB": 13․415552139282227,
      "PnwOutRate": 0․03215755149722099,
      "NetworkOutCapacity": 50000,
      "LeaderNwInRate": 0․043243322521448135,
      "DiskPct": 0․06707776069641114
    },
    {
      "FollowerNwInRate": 0,
      "BrokerState": "ALIVE",
      "Broker": 2,
      "NwOutRate": 0․0601540207862854,
      "NumCore": 1,
      "Host": "sov-ads-5․ru-central1․internal",
      "CpuPct": 7․6233110427856445,
      "Replicas": 88,
      "NetworkInCapacity": 50000,
      "Rack": "sov-ads-5․ru-central1․internal",
      "Leaders": 57,
      "DiskCapacityMB": 20000,
      "DiskMB": 12․10150146484375,
      "PnwOutRate": 0․0601540207862854,
      "NetworkOutCapacity": 50000,
      "LeaderNwInRate": 0․038225192576646805,
      "DiskPct": 0․06050750732421875
    },
    {
      "FollowerNwInRate": 0,
      "BrokerState": "ALIVE",
      "Broker": 3,
      "NwOutRate": 0․019182980060577393,
      "NumCore": 1,
      "Host": "sov-ads-9․ru-central1․internal",
      "CpuPct": 0․7776201963424683,
      "Replicas": 99,
      "NetworkInCapacity": 50000,
      "Rack": "sov-ads-9․ru-central1․internal",
      "Leaders": 73,
      "DiskCapacityMB": 20000,
      "DiskMB": 6․148280143737793,
      "PnwOutRate": 0․019182980060577393,
      "NetworkOutCapacity": 50000,
      "LeaderNwInRate": 0․019607990980148315,
      "DiskPct": 0․030741400718688965
    }
  ],
  "hosts": [
    {
      "FollowerNwInRate": 0,
      "NwOutRate": 0․03215755149722099,
      "NumCore": 1,
      "Host": "sov-ads-1․ru-central1․internal",
      "CpuPct": 0․6822174191474915,
      "Replicas": 83,
      "NetworkInCapacity": 50000,
      "Rack": "sov-ads-1․ru-central1․internal",
      "Leaders": 60,
      "DiskCapacityMB": 20000,
      "DiskMB": 13․415552139282227,
      "PnwOutRate": 0․03215755149722099,
      "NetworkOutCapacity": 50000,
      "LeaderNwInRate": 0․043243322521448135,
      "DiskPct": 0․06707776069641114
    },
    {
      "FollowerNwInRate": 0,
      "NwOutRate": 0․0601540207862854,
      "NumCore": 1,
      "Host": "sov-ads-5․ru-central1․internal",
      "CpuPct": 7․6233110427856445,
      "Replicas": 88,
      "NetworkInCapacity": 50000,
      "Rack": "sov-ads-5․ru-central1․internal",
      "Leaders": 57,
      "DiskCapacityMB": 20000,
      "DiskMB": 12․10150146484375,
      "PnwOutRate": 0․0601540207862854,
      "NetworkOutCapacity": 50000,
      "LeaderNwInRate": 0․038225192576646805,
      "DiskPct": 0․06050750732421875
    },
    {
      "FollowerNwInRate": 0,
      "NwOutRate": 0․019182980060577393,
      "NumCore": 1,
      "Host": "sov-ads-9․ru-central1․internal",
      "CpuPct": 0․7776201963424683,
      "Replicas": 99,
      "NetworkInCapacity": 50000,
      "Rack": "sov-ads-9․ru-central1․internal",
      "Leaders": 73,
      "DiskCapacityMB": 20000,
      "DiskMB": 6․148280143737793,
      "PnwOutRate": 0․019182980060577393,
      "NetworkOutCapacity": 50000,
      "LeaderNwInRate": 0․019607990980148315,
      "DiskPct": 0․030741400718688965
    }
  ],
  "version": 1
}

NOTE

The shown load only refers to the load from partitions with a sufficient number of metric samples. Therefore, always check the status of LoadMonitor (through the

state  endpoint, as shown ) to determine if the workload is sufficiently representative.above

Proposals view

$ curl -X GET 'httр://10․92․40․27:9181/kafkacruisecontrol/proposals?json=true' |jq

{  "summary": {
    "numIntraBrokerReplicaMovements": 0,
    "numReplicaMovements": 97,
    "onDemandBalancednessScoreAfter": 79․74705957325753,
    "intraBrokerDataToMoveMB": 0,
    "monitoredPartitionsPercentage": 100,
    "provisionRecommendation": "",
    "excludedBrokersForReplicaMove": [],
    "excludedBrokersForLeadership": [],
    "provisionStatus": "RIGHT_SIZED",
    "onDemandBalancednessScoreBefore": 74․5020336497431,
    "recentWindows": 5,
    "dataToMoveMB": 0,
    "excludedTopics": [],
    "numLeaderMovements": 0
  },
  "goalSummary": [
   ․․․
    {
      "clusterModelStats": {
        "statistics": {
          "AVG": {
            "disk": 8․032857894897461,
            "replicas": 67․5,
            "leaderReplicas": 47․5,
            "cpu": 1․4941092729568481,
            "networkOutbound": 0․02796957641839981,
            "networkInbound": 0․026663552969694138,
            "topicReplicas": 7․5,
            "potentialNwOut": 0․027969577349722385
          },
          "STD": {
            "disk": 5․044990525164198,
            "replicas": 3․774917217635375,
            "leaderReplicas": 8․440971508067067,
            "cpu": 1․7554403795885893,
            "networkOutbound": 0․02202569000419393,
            "networkInbound": 0․010510778657732341,
            "topicReplicas": 4․514831618707495,
            "potentialNwOut": 0․02202569000419391
          },
          "MIN": {
            "disk": 0․5629663467407227,
            "replicas": 61,
            "leaderReplicas": 38,
            "cpu": 0․1823471486568451,
            "networkOutbound": 0,
            "networkInbound": 0․011331086046993732,
            "topicReplicas": 0,
            "potentialNwOut": 0
          },
          "MAX": {
            "disk": 12․988670349121094,
            "replicas": 70,
            "leaderReplicas": 61,
            "cpu": 4․5058794021606445,
            "networkOutbound": 0․06056395173072815,
            "networkInbound": 0․03814876452088356,
            "topicReplicas": 20,
            "potentialNwOut": 0․06056395173072815
          }
        },
        "metadata": {
          "topics": 9,
          "replicas": 270,
          "brokers": 4
        }
      },
      "optimizationTimeMs": 5,
      "status": "VIOLATED",
      "goal": "DiskUsageDistributionGoal"
    },
    ․․․
    ․․․
    {
      "clusterModelStats": {
        "statistics": {
          "AVG": {
            "disk": 8․032857894897461,
            "replicas": 67․5,
            "leaderReplicas": 47․5,
            "cpu": 1․4941092729568481,
            "networkOutbound": 0․02796957641839981,
            "networkInbound": 0․026663552969694138,
            "topicReplicas": 7․5,
            "potentialNwOut": 0․027969577349722385
          },
          "STD": {
            "disk": 5․044990525164198,
            "replicas": 3․774917217635375,
            "leaderReplicas": 8․440971508067067,
            "cpu": 1․748044132782149,
            "networkOutbound": 0․02202569000419393,
            "networkInbound": 0․007883814130179204,
            "topicReplicas": 4․656829177051786,
            "potentialNwOut": 0․02202569000419391
          },
          "MIN": {
            "disk": 0․5629663467407227,
            "replicas": 61,
            "leaderReplicas": 38,
            "cpu": 0․2709278166294098,
            "networkOutbound": 0,
            "networkInbound": 0․016833635047078133,
            "topicReplicas": 0,
            "potentialNwOut": 0
          },
          "MAX": {
            "disk": 12․988670349121094,
            "replicas": 70,
            "leaderReplicas": 61,
            "cpu": 4․5058794021606445,
            "networkOutbound": 0․06056395173072815,
            "networkInbound": 0․03814876452088356,
            "topicReplicas": 21,
            "potentialNwOut": 0․06056395173072815
          }
        },
        "metadata": {
          "topics": 9,
          "replicas": 270,
          "brokers": 4
        }
      },
      "optimizationTimeMs": 1,
      "status": "VIOLATED",
      "goal": "CpuUsageDistributionGoal"
    },
   ․․․
   ․․․
    {
      "clusterModelStats": {
        "statistics": {
          "AVG": {
            "disk": 8․032857894897461,
            "replicas": 67․5,
            "leaderReplicas": 47․5,
            "cpu": 1․4941092729568481,
            "networkOutbound": 0․02796957641839981,
            "networkInbound": 0․026663552969694138,
            "topicReplicas": 7․5,
            "potentialNwOut": 0․027969577349722385
          },
          "STD": {
            "disk": 5․044990525164198,
            "replicas": 3․774917217635375,
            "leaderReplicas": 8․440971508067067,
            "cpu": 1․748044132782149,
            "networkOutbound": 0․02202569000419393,
            "networkInbound": 0․007883814130179204,
            "topicReplicas": 4․656829177051786,
            "potentialNwOut": 0․02202569000419391
          },
          "MIN": {
            "disk": 0․5629663467407227,
            "replicas": 61,
            "leaderReplicas": 38,
            "cpu": 0․2709278166294098,
            "networkOutbound": 0,
            "networkInbound": 0․016833635047078133,
            "topicReplicas": 0,
            "potentialNwOut": 0
          },
          "MAX": {
            "disk": 12․988670349121094,
            "replicas": 70,
            "leaderReplicas": 61,
            "cpu": 4․5058794021606445,
            "networkOutbound": 0․06056395173072815,
            "networkInbound": 0․03814876452088356,
            "topicReplicas": 21,
            "potentialNwOut": 0․06056395173072815
          }
        },
        "metadata": {
          "topics": 9,
          "replicas": 270,
          "brokers": 4
        }
      },
      "optimizationTimeMs": 1,
      "status": "VIOLATED",
      "goal": "LeaderBytesInDistributionGoal"
    }
  ],
  "loadAfterOptimization": {
    "brokers": [
      {
        "FollowerNwInRate": 0,
        "BrokerState": "ALIVE",
        "Broker": 1,
        "NwOutRate": 0․032181717455387115,
        "NumCore": 1,
        "Host": "sov-ads-1․ru-central1․internal",
        "CpuPct": 0․767410159111023,
        "Replicas": 61,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-1․ru-central1․internal",
        "Leaders": 61,
        "DiskCapacityMB": 20000,
        "DiskMB": 12․988670349121094,
        "PnwOutRate": 0․032181717455387115,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․028894560411572456,
        "DiskPct": 0․06494335174560546
      },
      {
        "FollowerNwInRate": 0,
        "BrokerState": "ALIVE",
        "Broker": 2,
        "NwOutRate": 0․06056395173072815,
        "NumCore": 1,
        "Host": "sov-ads-5․ru-central1․internal",
        "CpuPct": 4․5058794021606445,
        "Replicas": 69,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-5․ru-central1․internal",
        "Leaders": 38,
        "DiskCapacityMB": 20000,
        "DiskMB": 12․313807487487793,
        "PnwOutRate": 0․06056395173072815,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․03814876452088356,
        "DiskPct": 0․06156903743743897
      },
      {
        "FollowerNwInRate": 0,
        "BrokerState": "ALIVE",
        "Broker": 3,
        "NwOutRate": 0․019132640212774277,
        "NumCore": 1,
        "Host": "sov-ads-9․ru-central1․internal",
        "CpuPct": 0․4322197437286377,
        "Replicas": 70,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-9․ru-central1․internal",
        "Leaders": 44,
        "DiskCapacityMB": 20000,
        "DiskMB": 6․265987396240234,
        "PnwOutRate": 0․019132640212774277,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․0227772518992424,
        "DiskPct": 0․03132993698120117
      },
      {
        "FollowerNwInRate": 0,
        "BrokerState": "ALIVE",
        "Broker": 4,
        "NwOutRate": 0,
        "NumCore": 1,
        "Host": "sov-ads-6․ru-central1․internal",
        "CpuPct": 0․2709278166294098,
        "Replicas": 70,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-6․ru-central1․internal",
        "Leaders": 47,
        "DiskCapacityMB": 20000,
        "DiskMB": 0․5629663467407227,
        "PnwOutRate": 0,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․016833635047078133,
        "DiskPct": 0․0028148317337036133
      }
    ],
    "hosts": [
      {
        "FollowerNwInRate": 0,
        "NwOutRate": 0․032181717455387115,
        "NumCore": 1,
        "Host": "sov-ads-1․ru-central1․internal",
        "CpuPct": 0․767410159111023,
        "Replicas": 61,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-1․ru-central1․internal",
        "Leaders": 61,
        "DiskCapacityMB": 20000,
        "DiskMB": 12․988670349121094,
        "PnwOutRate": 0․032181717455387115,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․028894560411572456,
        "DiskPct": 0․06494335174560546
      },
      {
        "FollowerNwInRate": 0,
        "NwOutRate": 0․06056395173072815,
        "NumCore": 1,
        "Host": "sov-ads-5․ru-central1․internal",
        "CpuPct": 4․5058794021606445,
        "Replicas": 69,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-5․ru-central1․internal",
        "Leaders": 38,
        "DiskCapacityMB": 20000,
        "DiskMB": 12․313807487487793,
        "PnwOutRate": 0․06056395173072815,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․03814876452088356,
        "DiskPct": 0․06156903743743897
      },
      {
        "FollowerNwInRate": 0,
        "NwOutRate": 0,
        "NumCore": 1,
        "Host": "sov-ads-6․ru-central1․internal",
        "CpuPct": 0․2709278166294098,
        "Replicas": 70,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-6․ru-central1․internal",
        "Leaders": 47,
        "DiskCapacityMB": 20000,
        "DiskMB": 0․5629663467407227,
        "PnwOutRate": 0,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․016833635047078133,
        "DiskPct": 0․0028148317337036133
      },
      {
        "FollowerNwInRate": 0,
        "NwOutRate": 0․019132640212774277,
        "NumCore": 1,
        "Host": "sov-ads-9․ru-central1․internal",
        "CpuPct": 0․4322197437286377,
        "Replicas": 70,
        "NetworkInCapacity": 50000,
        "Rack": "sov-ads-9․ru-central1․internal",
        "Leaders": 44,
        "DiskCapacityMB": 20000,
        "DiskMB": 6․265987396240234,
        "PnwOutRate": 0․019132640212774277,
        "NetworkOutCapacity": 50000,
        "LeaderNwInRate": 0․0227772518992424,
        "DiskPct": 0․03132993698120117
      }
    ]
  },
  "version": 1
}

Proposals acceptance

$ curl -X POST 'httр://10․92․40․27:9181/kafkacruisecontrol/rebalance?dryrun=false&json=true' |jq

request for proposals

cluster load request

Check the status of the request

$ curl -X GET 'httр://10․92․40․27:9181/kafkacruisecontrol/user_tasks?json=true' |jq

{
  "userTasks": [
    {
      "Status": "CompletedWithError",
      "ClientIdentity": "10․92․40․27",
      "RequestURL": "GET /kafkacruisecontrol/proposals?json=true",
      "UserTaskId": "b6bb21c1-23a3-4981-b051-a9a06a34fc73",
      "StartMs": "1756106056396"
    },
    {
      "Status": "Completed",
      "ClientIdentity": "10․92․40․27",
      "RequestURL": "GET /kafkacruisecontrol/load?json=true",
      "UserTaskId": "d246263f-b1f9-4c02-a84a-c916571a0982",
      "StartMs": "1756111195815"
    },
    {
      "Status": "Completed",
      "ClientIdentity": "10․92․40․27",
      "RequestURL": "POST /kafkacruisecontrol/rebalance?dryrun=false&json=true",
      "UserTaskId": "7997fd56-64d3-427b-874b-d99d08a0d9f5",
      "StartMs": "1756106900752"
    },
    {
      "Status": "Completed",
      "ClientIdentity": "10․92․40․27",
      "RequestURL": "GET /kafkacruisecontrol/state?json=true",
      "UserTaskId": "7007d120-1139-4b5f-a827-0be23ba33597",
      "StartMs": "1756105986205"
    }
  ],
  "version": 1
}
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Kafka installation in the KRaft mode
Olga Semme
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The Kafka service in the  mode is installed as a regular service during  in the ADCM interface using additional actions:

 an additional component Kafka Controller to create a controller quorum;

setting the Kafka quorum solution parameter to KRaft  during  of the Kafka service to create an environment for the KRaft mode (parameters, metadata storage,

etc.).

Below are the detailed steps to install the Kafka service with a description of additional actions.

1. In the ADCM interface, open the Clusters page and click your ADS cluster name. On the cluster page that opens, switch to the Services tab and click Add services.

Switch to adding services

2. In the opened dialog, select the Kafka service and click Add.

Select the service

As a result, the added service is displayed on the Services tab.

The result of successful adding the service to the cluster

1. On the cluster page, open the Mapping tab to proceed to mapping service components to cluster hosts.

Switch to mapping service components

Kafka service components

Component Description

Kafka Broker The broker, which is responsible for storing partitions of topics to which clients connect to write or read

messages

Kafka Controller The broker, which is responsible for storing the cluster metadata topic. It is a participant in the controller

quorum

2. Assign a host to each component of the Kafka service — click Add hosts and select the desired host in the pop-up window.

Select a host for a component

3. After the distribution of components is completed, click Save.

Save mapping of components

1. Open the Services tab on the cluster page and click the Kafka service name in the Name column.

Switch to the service configuration

2. On the Primary configuration page that opens:

change the value of the Kafka quorum solution parameter to KRaft ;

if necessary, fill in the remaining service configuration parameters — descriptions of the parameters are given in the Kafka section of the  article.

Configure the Kafka service

After specifying all necessary parameters, click Save.

3. Switch to configure the Kafka Controller component. To do this, go to the Components tab from the Primary configuration tab and select the Kafka Controller component.

Switch to the Kafka Controller component configuration

4. In the window that opens, set the Show advanced switch to the active state and, if necessary, change the default values     set for the configuration parameters of the Kafka

Controller component — descriptions of the parameters are given under the heading "Kafka Controller component configuration parameters" in the Kafka section of the 

 article.

Configure the Kafka Controller component

After specifying all necessary parameters, click Save.

1. 

On the Services tab, click for the Kafka service in the Actions column and run the Install action.

Switch to the service installation

2. Confirm the action in the opened window.

Confirm the action

3. Wait until the installation is complete. Then check that the service state has changed from created  to installed .

Installation is complete

To view the service installation process and analyze errors if they occur, select Jobs in the left navigation menu and click the Install job name in the Jobs list.

Install service job page

During Kafka installation in the KRaft mode, all the necessary parameters for working with  are automatically installed via the ADCM interface in the configuration files

for broker and controller servers. Below are examples of configuration files created using ADCM (in the directory /etc/kafka/conf/), which display the parameters that were defined on

the  in the corresponding section of the configuration parameters.

Kafka broker configuration file server.properties

Kafka Controller сonfiguration file kafka-controller.properties

File for specifying environment variables kafka-controller-env.sh

When installing Kafka in KRaft mode, a storage space for each broker and controller (/kafka-meta folder) is automatically created in the ADCM interface using the script

/usr/lib/kafka/bin/kafka-storage.sh, containing the following files:

bootstrap.checkpoint — a file containing a set of UserScramCredentialsRecords (checkpoint markers) that are used to bootstrap the cluster;

__cluster_metadata-0 — a directory containing files in which all changes to cluster metadata are saved;

meta.properties — a file containing information about the current server, version and cluster ID.

To Table of Contents
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KRaft ADS cluster installation
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CAUTION

Installation of the Kafka service in KRaft mode is available starting from the  ADS version.

The KRaft protocol for Kafka is in technical preview and is not recommended for use in a production environment. Arenadata encourages you to explore this

feature in non-production environments and provide feedback on your experience as appropriate.

There is no option to migrate from KRaft to ZooKeeper.

For an ADS cluster where you plan to install the Kafka service in KRaft mode, installing the ZooKeeper service is not required.

3.6.2.2.b1

Step 1. Add the service

Step 2. Add components

CAUTION

To install Kafka in KRaft mode, Kafka Controller is a required component, even if it is not highlighted in red. The recommended number of Kafka Controller

instances per cluster is 3.

Step 3. Configure the service

ADS configuration parameters

ADS

configuration parameters

Step 4. Install the service

Step 5. View results

Configuration files

controller quorum

Kafka service page

node․id=1
auto․create․topics․enable=False
listeners=PLAINTEXT://:9092
log․dirs=/kafka-logs
default․replication․factor=1
num․partitions=1
delete․topic․enable=true
log․retention․hours=168
log․roll․hours=168
queued․max․requests=500
num․network․threads=3
num․io․threads=8
auto․leader․rebalance․enable=True
unclean․leader․election․enable=False
offsets․topic․replication․factor=1
transaction․state․log․replication․factor=1
transaction․state․log․min․isr=1

listener․security․protocol․map=PLAINTEXT:PLAINTEXT,CONTROLLER:PLAINTEXT

process․roles=broker
controller․listener․names=CONTROLLER
controller․quorum․voters=100001@sov-ads-test-4․ru-central1․internal:9093
log․cleaner․enable=True
log․cleanup․policy=delete
log․cleanup․interval․mins=10
log․cleaner․min․compaction․lag․ms=0
log․cleaner․delete․retention․ms=86400000

security․inter․broker․protocol=PLAINTEXT

process․roles=controller
node․id=100001
controller․listener․names=CONTROLLER
listeners=CONTROLLER://:9093
log․dirs=/kafka-meta
controller․quorum․voters=100001@sov-ads-test-4․ru-central1․internal:9093
listener․security․protocol․map=CONTROLLER:PLAINTEXT

security․inter․broker․protocol=PLAINTEXT

export LOG_DIR=/var/log/kafka-controller
export PID_DIR=/var/run/kafka-controller

Metadata storage
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Kafka migration to KRaft
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By default, in ADCM for an ADS cluster, metadata management of the Kafka service is performed via the ZooKeeper service, which provides quorum operation based on the 

consensus algorithm.

Also, Kafka service can be  immediately in KRaft mode to use the  consensus algorithm.

For clusters where Kafka service is already used together with ZooKeeper, migration to KRaft mode can be performed.

The migration process is semi-automated and divided into steps:

1. 

2. 

3. 

4. 

Enabling and disabling migration mode is performed using the Kafka service actions in the ADCM interface, the start time of each of them is determined by the user.

Before enabling migration, check the values of the Kafka quorum solution and KRaft migration mode parameters on the Kafka service  page.

Parameters before starting migration to KRaft

Below are instructions for actions with different parameter values.

Kafka quorum solution KRaft migration mode Directions for action

KRaft false The cluster is already in KRaft quorum mode.

No further action is required

ZooKeeper false The cluster is in ZooKeeper quorum mode.

The cluster is allowed to .

Before enabling migration mode, install the 

ZooKeeper true Migration mode is already enabled.

 and proceed to 

To switch to KRaft mode in a cluster, a new component must be installed for the Kafka service —  . The recommended number of Kafka Controller component instances

per cluster is 3.

To add instances of a new Kafka service component in the ADCM interface, run the Add/Remove components action by clicking in the Actions column.

Installing the Kafka Controller component

Next, in the action confirmation form, select the  values   and hosts for installing instances of the new component.

Selecting hosts for the Kafka Controller component

After the action is successfully completed, the new component is displayed on the  page.

Kafka Controller сomponent

To enable migration mode, ensure the following conditions are met:

State of the Kafka service parameters:

Kafka quorum solution value is ZooKeeper ;

KRaft migration mode value is false .

The Kafka service has the Kafka Controller component installed as described .

To start migration mode for the Kafka service in the ADCM interface, run the KRaft migration stage 1 action by clicking in the Actions column.

Starting migration mode in Kafka

The process of enabling migration mode automatically starts, including the following:

configuring Kafka controllers to enable and perform metadata migration from ZooKeeper;

configuring Kafka brokers to enable migration mode and interact with the KRaft quorum (while the brokers are still configured to work with ZooKeeper);

restarting Kafka brokers;

migrating cluster metadata from ZooKeeper to the Kafka controller.

Below is the state of the parameters after successfully enabling migration mode:

Kafka quorum solution value is ZooKeeper ;

KRaft migration mode value is true .

The Kafka controller log will show the corresponding messages during the metadata migration.

All messages can be viewed by accessing the /var/log/kafka-controller/server.log file on the host where the Kafka Controller component is located.

Data migration is complete when the following entry appears in the log:

Only if this message appears, it is permissible to proceed to disabling migration mode.

To disable migration mode, ensure the following conditions are met:

The Kafka service parameters state:

Kafka quorum solution value is ZooKeeper ;

KRaft migration mode value is true .

The Kafka controller log contains a message of completion of data migration from ZooKeeper to KRaft, as described .

To disable migration mode for the Kafka service, in the ADCM interface, run the KRaft migration stage 2 action by clicking in the Actions column.

Disabling migration mode

The process of disabling migration mode automatically starts, including the following:

configuring Kafka controllers to remove all ZooKeeper related properties and complete the migration;

configuring Kafka brokers to point directly to the KRaft quorum instead of the ZooKeeper quorum, removing all ZooKeeper related properties, and completing the migration;

restarting Kafka brokers and controllers.

Below is the state of the parameters after successfully disabling migration mode:

Kafka quorum solution value is KRaft ;

KRaft migration mode value is false .

To Table of Contents

Overview

Prepare for migration

Check a cluster status

Install Kafka controllers

Enable migration mode

Check data migration

Disable migration mode and set KRaft mode for Kafka

Overview

ZAB

installed Raft

CAUTION

Kafka migration to KRaft mode is available starting from the  ADS version.

The KRaft protocol for Kafka is in technical preview and is not recommended for use in a production environment. Arenadata encourages you to explore this

feature in non-production environments and provide feedback on your experience as appropriate.

There is no possibility of reverse migration from KRaft to ZooKeeper.

3.7.2.1.b1

Prepare for migration

Enable migration mode

Check data migration

Disable migration mode and set KRaft mode for Kafka

Prepare for migration

Check a cluster status

configuration

enable KRaft migration mode

Kafka Controller component

Check data migration disabling migration mode

Install Kafka controllers

Kafka Controller

parameter

component configuration

Enable migration mode

above

CAUTION

After migration mode is enabled, Kafka controllers are fully functional and retrieve metadata from ZooKeeper, but Kafka brokers still use ZooKeeper as a

quorum.

Only proceed to  after verifying data migration, otherwise a cluster failure may occur.disabling migration mode

Check data migration

Completed migration of metadata from ZooKeeper to KRaft․

Disable migration mode and set KRaft mode for Kafka

above
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Configure and use Kafka Tiered Storage
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The  option in ADS can be enabled in the  of the Kafka service at a time for only one of two storage options:  or .

Below are detailed steps to enable the Tiered Storage option.

For this example, the HDFS service of the Arenadata Hadoop (ADH) cluster is used as storage.

To enable the Tiered Storage option in Kafka, the following environment was used:

The ADS cluster is installed according to the  guide. The minimum version of ADS is .

Kafka and ZooKeeper services are  in the ADS cluster.

The ADH cluster is installed according to the Online installation guide. The minimum version of ADH is 3.3.6.2.b1.

HDFS, Core configuration, and ZooKeeper services are installed in the ADH cluster.

In HDFS, you need to create a directory whose path and name matches that specified as the storage.hdfs.root  and configure access rights:

In the ADCM interface, open the Clusters page and click on the ADS cluster name. Then on the cluster page that opens, go to the Import tab, select Cluster configuration next to the

ADH cluster name, and click Import.

Import ADH data

1. Open the Services tab on the cluster page and click on the Kafka service name in the Name column.

Switch to the service configuration

2. In the Primary configuration window that opens:

Set the HDFS Tiered Storage switch to active and change the default settings as necessary.

If necessary, expand the Tiered Storage General group and change the default settings.

Tiered Storage configuration

Parameter descriptions are provided in the Kafka section of the  article.

3. 

Click Save and restart the Kafka service using the Restart action by clicking in the Actions column.

4. Wait until the service restarts. Analyze and correct errors if they occur on the Jobs page.

When you enable the Tiered Storage option via the ADCM interface, all the necessary parameters for working with HDFS storage are automatically set:

In the Kafka broker configuration file (in the /etc/kafka/conf/ directory), parameters are set for Remote Manager components, StorageBackend (defined automatically for the

selected storage type), and the chunking mechanism.

Below is an example of a configuration file modified by ADCM.

Kafka broker configuration file server.properties

In the environment variables configuration file /etc/kafka/conf/kafka-env.sh sets the value for the HADOOP_CONF_DIR  parameter — the location where the ADH cluster

configuration files are copied:

When the Tiered Storage option is enabled, the ADH configuration files are copied to the /usr/lib/kafka/config/ folder:

core-site-xml

hdfs-site-xml

For this example, the MINIO storage is used as the S3 server.

To enable the Tiered Storage option in Kafka, the following environment was used:

The ADS cluster is installed according to the  guide. The minimum version of ADS is .

Kafka and ZooKeeper services are  in the ADS cluster.

A bucket for storing data was created in the MINIO cloud storage.

1. Open the Services tab on the cluster page and click on the Kafka service name in the Name column.

Switch to the service configuration

2. In the Primary configuration window that opens:

For S3 servers where the link to the bucket is specified not in the FQDN format, but as a path (for example, for MINIO, the link to the bucket looks like this:

http://<s3hostname:port>/browser/<bucket.name>), set the remote storage parameter, which determines the appropriate type of a link to the bucket:

To do this, expand the server.properties group and, using the Add key,value field, select Add property and enter the name of the parameter and its value.

Set the S3 Tiered Storage switch to active and enter the parameter values   for connecting to S3 storage.

If necessary, expand the Tiered Storage General group and change the default settings.

Tiered Storage configuration

Parameter descriptions are provided in the Kafka section of the  article.

3. 

Click Save and restart the Kafka service using the Restart action by clicking in the Actions column.

4. Wait until the service restarts. Analyze and correct errors if they occur on the Jobs page.

When you enable the Tiered Storage option via the ADCM interface, in the Kafka broker configuration file (in the /etc/kafka/conf/ directory), all the necessary parameters for working

with S3 storage are automatically set: parameters of the Remote Manager components, StorageBackend (detected automatically for the selected storage type), and the chunking

mechanism.

Below is an example of a configuration file modified by ADCM.

Kafka broker configuration file server.properties

When creating a topic whose segments are to be moved to storage, you should enable the Tiered Storage option for this topic using the remote.storage.enable parameter.

If the local.retention.ms parameter is not specified for the topic, the local data storage time will correspond to the time specified for broker.

Below is an example of creating a topic indicating the parameters, as well as indicating total storage time and segment size:

After , if the local storage time has expired and the segment has reached the specified size, the file appears in the HDFS storage directory. These messages can be

 as usual.

The figure below shows a directory with topic segments at the remote level in the MINIO storage bucket.

Directory with topic messages at the remote level

The tieredTopic-BVqanvXiTsKvgy5XY371vQ directory created in the repository has the name that includes the topic name ( tieredTopic ), followed by a dash and the topic identifier.

This directory, in turn, contains folders corresponding to partition numbers. The partition folders contain three files for each segment saved at the remote level:

00000000000000000009-UzfbrQXzQKOt7IqzpRh1kA.indexes — a file containing Kafka indexes that are associated with each log segment.

00000000000000000009-UzfbrQXzQKOt7IqzpRh1kA.log — the file, which is a log segment, contains Kafka records.

00000000000000000009-UzfbrQXzQKOt7IqzpRh1kA.rsm-manifest — a file containing metadata about the log segment and indexes.

Such files have a name consisting of an offset number and a log segment ID.
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Hadoop Distributed File System (HDFS)

Prerequisites

Online installation 3.6.2.2.b1

installed

configuration parameter

$ sudo -u hdfs hdfs dfs -mkdir /kafka
$ sudo -u hdfs hdfs dfs -chown kafka:hadoop /kafka

Step 1. Import ADH data

Step 2. Configure and enable Tiered Storage

ADS configuration parameters

Step 3. Check the results

# Managed by ADCM

node․id=1
reserved․broker․max․id=5000
auto․create․topics․enable=False
listeners=PLAINTEXT://:9092
log․dirs=/kafka-logs
default․replication․factor=1
num․partitions=1
delete․topic․enable=true
log․retention․hours=168
log․roll․hours=168
queued․max․requests=500
num․network․threads=3
num․io․threads=8
auto․leader․rebalance․enable=True
unclean․leader․election․enable=False
offsets․topic․replication․factor=1
transaction․state․log․replication․factor=1
transaction․state․log․min․isr=1

zookeeper․connect=sov-ads-test-4․ru-central1․internal:2181/arenadata/cluster/148
zookeeper․connection․timeout․ms=30000
zookeeper․session․timeout․ms=30000
zookeeper․sync․time․ms=2000
zookeeper․set․acl=false

log․cleaner․enable=True
log․cleanup․policy=delete
log․cleanup․interval․mins=10
log․cleaner․min․compaction․lag․ms=0
log․cleaner․delete․retention․ms=86400000

security․inter․broker․protocol=PLAINTEXT

remote․log․metadata․manager․listener․name=PLAINTEXT

remote․log․storage․manager․class․name=io․aiven․kafka․tieredstorage․RemoteStorageManager
remote․log․storage․manager․class․path=/usr/lib/kafka/libs/tiered-storage/*
remote․log․storage․system․enable=true
rsm․config․chunk․size=4194304
rsm․config․fetch․chunk․cache․class=io․aiven․kafka․tieredstorage․fetch․cache․DiskChunkCache
rsm․config․fetch․chunk․cache․path=/var/cache/kafka
rsm․config․fetch․chunk․cache․prefetch․max․size=8388608
rsm․config․fetch․chunk․cache․size=1073741824
rsm․config․fetch․chunk․cache․retention․ms=600000
rsm․config․storage․backend․class=io․aiven․kafka․tieredstorage․storage․hdfs․HdfsStorage
rsm․config․storage․hdfs․core-site․path=/usr/lib/kafka/config/core-site․xml
rsm․config․storage․hdfs․hdfs-site․path=/usr/lib/kafka/config/hdfs-site․xml
rsm․config․storage․hdfs․root=/kafka
rsm․config․storage․hdfs․upload․buffer․size=8192

export HADOOP_CONF_DIR="/usr/lib/kafka/config"

Simple Storage Service (S3)

Prerequisites

Online installation 3.6.2.2.b1

installed

NOTE

In the Tiered Storage implementation based on the S3 server, the transfer of records to the remote level is controlled using a special

__remote_log_metadata  topic, which by default has a replication factor value of 3 . This requires at least three Kafka brokers in the cluster for the topic to

work. If the number of brokers is smaller or it is necessary for another reason to change the replication factor for the __remote_log_metadata  topic, this can

be done at the  stage by specifying a new parameter in the server.properties group:Kafka settings

rlmm․config․remote․log․metadata․topic․replication․factor=1

Step 1. Configure and enable Tiered Storage

rsm․config․storage․s3․path․style․access․enabled=true

NOTE

The value of the storage.s3.region parameter cannot be empty. If the S3 server does not provide such a parameter, set it to any value, for example, none .

ADS configuration parameters

Step 2. Check the results

# Managed by ADCM

node․id=1
reserved․broker․max․id=5000
auto․create․topics․enable=False
listeners=PLAINTEXT://:9092
log․dirs=/kafka-logs
default․replication․factor=1
num․partitions=1
delete․topic․enable=true
log․retention․hours=168
log․roll․hours=168
queued․max․requests=500
num․network․threads=3
num․io․threads=8
auto․leader․rebalance․enable=True
unclean․leader․election․enable=False
offsets․topic․replication․factor=1
transaction․state․log․replication․factor=1
transaction․state․log․min․isr=1

zookeeper․connect=sov-ads-test-2․ru-central1․internal:2181/arenadata/cluster/154
zookeeper․connection․timeout․ms=30000
zookeeper․session․timeout․ms=30000
zookeeper․sync․time․ms=2000
zookeeper․set․acl=false

log․cleaner․enable=True
log․cleanup․policy=delete
log․cleanup․interval․mins=10
log․cleaner․min․compaction․lag․ms=0
log․cleaner․delete․retention․ms=86400000

rlmm․config․remote․log․metadata․topic․replication․factor=1
rsm․config․storage․s3․path․style․access․enabled=true

security․inter․broker․protocol=PLAINTEXT

remote․log․metadata․manager․listener․name=PLAINTEXT

remote․log․storage․manager․class․name=io․aiven․kafka․tieredstorage․RemoteStorageManager
remote․log․storage․manager․class․path=/usr/lib/kafka/libs/tiered-storage/*
remote․log․storage․system․enable=true
rsm․config․chunk․size=4194304
rsm․config․fetch․chunk․cache․class=io․aiven․kafka․tieredstorage․fetch․cache․DiskChunkCache
rsm․config․fetch․chunk․cache․path=/var/cache/kafka
rsm․config․fetch․chunk․cache․prefetch․max․size=8388608
rsm․config․fetch․chunk․cache․size=1073741824
rsm․config․fetch․chunk․cache․retention․ms=600000
rsm․config․storage․backend․class=io․aiven․kafka․tieredstorage․storage․s3․S3Storage
rsm․config․storage․s3․endpoint․url=httр://<s3hostname:port>
rsm․config․storage․s3․bucket․name=kafka
rsm․config․storage․aws․access․key․id=<access key>
rsm․config․storage․aws․secret․access․key=<secret key>
rsm․config․storage․s3․region=none

Use Tiered Storage

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic tieredTopic --bootstrap-server ads-test-1․ru-central1․internal:9092 \
--config remote․storage․enable=true \
--config local․retention․ms=1000 \
--config retention․ms=300000 \
--config segment․bytes=200

message recording

read
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MirrorMaker 2.0 — mechanism for replicating data from a source cluster to a remote one, based on the Kafka Connect service platform.

Kafka Connect is available for installation in ADS starting from version .

With the Active/Active replication architecture, clusters receive data directly from data sources, and replicated data entered from a remote cluster.

With Active/Standby replication architecture target cluster is in passive mode (has no consumers and producers connected to it) and receives only replicated data.

The figure shows the sequence of the replication mechanism.

Replication scheme using Mirror Maker 2

To move data, a high-level pair consumer - producer is used. The consumer reads and processes the original topic, the producer places the data in the replica topic.

Replicator — a special component of the Kafka Connect service that accesses ZooKeeper data, copies the topic metadata, and creates the same topic in the target cluster.

MirrorMaker 2.0 as part of Kafka Connect creates special connectors to enable complex flows between ADS clusters:

MirrorSourceConnector replicates topics from a source cluster to a target cluster.

MirrorCheckpointConnector creates consumer offset checkpoints and synchronizes the offset with the __consumer_offsets  service topic of the source cluster.

MirrorHeartbeatConnector periodically checks connectivity between clusters by creating messages in a special heartbeats  topic on the source cluster after a given period of

time and reading them in the target cluster.

A topic is replicated to a remote cluster using the connect-mirror-maker.sh script from any host of the target ADS cluster.

The connect-mirror-maker.sh script creates and configures connectors based on the provided properties file mm2.properties.

To set up the mm2.properties configuration file, do the following:

1. Enter the command to open (create) the file:

2. Fill in the file with data:

mm2.properties contents description

Parameters Description

clusters = <source_cluster_alias>, <target_cluster_alias> Names for each cluster to be used in the replication, where (here and

below):

<source_cluster_alias>  — cluster that is the source of data;

<target_cluster_alias>  — cluster where the data should be

moved (target).

<source_cluster_alias>.bootstrap.servers =

hostname1:9092,hostname2:9092,hostname3:9092

<target_cluster_alias>.bootstrap.servers =

hostname4:9092,hostname5:9092,hostname6:9092

Connection information for each cluster — comma-separated

host:port 9092  pairs

<source_cluster_alias>→<target_cluster_alias>.enabled = true Enabling and designating the direction of replication. In the example,

replication is enabled from the <source_cluster_alias>  cluster to

the <target_cluster_alias>  cluster

topics

topics = <test_topic_name>

groups = *

Name of the topics or groups intended for replication, where

<test_topic_name>  is the name of one or more topics, separated by

commas

replication.factor=1 Replication ratio of newly created replica topics

heartbeats.topic.replication.factor=3

checkpoints.topic.replication.factor=3

offset-syncs.topic.replication.factor=3

Replication factor for MM2 service topics:

heartbeats  — heartbeat topic in each source cluster that is

replicated to demonstrate connectivity through connectors. The

messages in this topic contain information about the source cluster,

target cluster, and the timestamp of the heartbeat.

source.checkpoints.internal  — topic in target cluster to

record offsets for each consumer group in source cluster.

mm2-offset-syncs.<target_cluster_alias>.internal
— populates the MirrorSourceConnector and then uses the

MirrorCheckpointConnector to change consumer group offsets.

offset.storage.replication.factor=3

status.storage.replication.factor=3 config.storage.replication.factor=3

Replication factor for creating internal cluster topics:

mm2-configs.<target_cluster_alias>.internal

mm2-offsets.<target_cluster_alias>.internal

mm2-status.<target_cluster_alias>.internal

replication.policy.separator = _ If the value is left blank, the replica topic will have the same name as the

original topic

sync.topic.acls.enabled = false Enable monitoring of the source cluster for ACL changes

emit.heartbeats.interval.seconds = 5 Interval for heartbeat messages

In order to run the connect-mirror-maker.sh script and create connectors, enter the following command on any broker of the target cluster:

Next, connectors are launched that cyclically poll the source topic to read messages. This terminal session may not be terminated, then the messages can be read in real time.

During the operation of the connectors, internal cluster topics are created:

on the side of the source cluster:

mm2-configs.<target_cluster_alias>.internal

mm2-offset-syncs.<target_cluster_alias>.internal

mm2-offsets.<target_cluster_alias>.internal

mm2-status.<target_cluster_alias>.internal

where <target_cluster_alias>  corresponds to the target cluster alias entered when mm2.properties was created.

on the side of the target cluster:

mm2-configs.<source_cluster_alias>.internal

mm2-offset-syncs.<source_cluster_alias>.internal

mm2-offsets.<source_cluster_alias>.internal

mm2-status.<source_cluster_alias>.internal

where <source_cluster_alias>  corresponds to the source cluster alias entered when creating mm2.properties.

In order to check the presence of service topics, you must enter the command on any cluster broker (in a new terminal session) to display a list of topics:

The list of topics should contain the necessary topics.

The creation of a replicated source topic and the writing of messages to it occurs on the side of the source cluster.

To create an source topic, enter the command:

where <test_topic_name>  — the name of the source topic, as entered when creating mm2.properties.

To write messages to the original topic, enter the command:

After writing messages to the source topic in the list of topics on the target cluster, a replica topic appears with the name in the format <source_cluster_alias>.
<test_topic_name> , where:

<source_cluster_alias>  is the corresponding source cluster alias entered when creating mm2.properties.

<test_topic_name>  is the name of the original topic, entered when creating mm2.properties.

In order to read messages from the replica topic on the target cluster, enter the command:

Read messages in the target cluster completely repeat those written in the source cluster.
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1.7.1

NOTE

This article describes how to replicate topics using the built-in Mirror Maker 2 tools in Kafka. Setting up Mirror Maker 2 using ADS Control is described in Mirror

Maker 2 in ADS Control.

Setting

$ sudo vim /usr/lib/kafka/bin/mm2․properties

clusters = <source_cluster_alias>, <target_cluster_alias>
<target_cluster_alias>․bootstrap․servers = hostname1:9092,hostname2:9092,hostname3:9092
<source_cluster_alias>․bootstrap․servers = hostname4:9092,hostname5:9092,hostname6:9092

topics
topics =<test_topic_name>
groups = *

<source_cluster_alias>-><target_cluster_alias>․enabled=true

replication․factor=3

checkpoints․topic․replication․factor=3
heartbeats․topic․replication․factor=3
offset-syncs․topic․replication․factor=3

offset․storage․replication․factor=3
status․storage․replication․factor=3
config․storage․replication․factor=3

Topic replication check

$ /usr/lib/kafka/bin/connect-mirror-maker․sh mm2․properties

$ /usr/lib/kafka/bin/kafka-topics․sh --list --bootstrap-server hostname:9092

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic <test_topic_name> --bootstrap-server hostname:9092

$ /usr/lib/kafka/bin/kafka-console-producer․sh --topic <test_topic_name> --bootstrap-server hostname:9092

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic <source_cluster_alias>․<test_topic_name> --from-beginning --bootstrap-server 
hostname:9092
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To write to a topic, use the request form POST /topics/(string:topic_name).

The query to write the {"name":"Helen"}  key/value pair in JSON format to the my_topic  topic looks like this:

where:

X POST  — defines an HTTP request method that is used to send data to the server.

H "Content-Type: application/vnd.kafka.json.v2+json"  — defines a custom header that describes the content-type of the request body.

data '{"records":[{"value":{"name":"Helen"}}]}'  — data that describes the request body. The body of the request contains the information needed to create or

modify the object.

http://hostname:8082/topics/my_topic  — endpoint.

hostname  — hostname where the Kafka REST Proxy service is installed.

Query result on successful message recording:

To read a message from a topic, do the following:

1. Create a consumer. To do this, use the request form POST /consumers/(string:group_name).

The request to create a my_consumer  consumer in the my_group  consumer group to read JSON-formatted data, starting from the beginning of the topic, looks like this:

Query result upon successful consumer creation:

2. Subscribe to the topic. To do this, use the request form POST / consumers/(string:group_name)/instances/(string:instance)/subscription.

To subscribe to a topic, you must use the base URL base_uri  obtained from the request to create a consumer.

The request to subscribe to the my_topic  topic for the my_consumer  consumer in the my_group  group looks like this:

3. Read messages from a topic. To do this, use the request form GET /consumers/(string:group_name)/instances/(string:instance)/records.

The request for the my_consumer  consumer from the my_group  group to read messages from the topic to which the subscription was connected looks like this:

where H "Accept: application/vnd.kafka.json.v2+json"  — defines a custom header indicating content type that the client can accept.

Query result on successful reading of messages:

Read a {"name":"Helen"}  key/value pair in JSON format that was written to the topic.

4. You can close a consumer using the request form DELETE / consumers/(string:group_name)/instances/(string:instance).

The request to close the my_consumer  consumer from the my_group  group looks like this:

The consumer has been deleted and can no longer read messages.

To get a list of topics, use the request form GET /topics.

A request to get a list of ADS cluster topics with a Kafka REST Proxy service installed on the hostname  host looks like this:

The query result displays all topics that exist in the cluster:

To get data on the configuration parameters of a topic, use the request form GET /topics/(string: topic_name).

The request to get the parameters of the my_topic  topic looks like this:

The query result displays all parameters of the requested topic:

To get information about topic partitions, use the form GET /topics/(string:topic_name)/partitions.

The request to get information about the partitions of the my_topic  topic looks like this:

The query result displays information about topic partitions:
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The article describes an example of using the Kafka REST Proxy service — working with Kafka topics over the RESTful interface using the command line tool cURL.

Write messages to a topic

$ curl -X POST -H "Content-Type: application/vnd․kafka․json․v2+json" \
      --data '{"records":[{"value":{"name":"Helen"}}]}' httр://hostname:8082/topics/my_topic

NOTE

The queries below have components similar to the query for writing messages to a topic.

{"offsets":[{"partition":0,"offset":0,"error_code":null,"error":null}],"key_schema_id":null,"value_schema_id":null}

CAUTION

When writing messages to a topic, keep the following in mind:

To automatically create a topic, you must enable the auto.create.topics.enable parameter in the server.properties group when  the Kafka service.

The topic name can include alphanumeric characters (including ASCII), as well as the characters . , _ , and - . Any other characters will generate an error.

configuring

Read messages from a topic

$ curl -X POST -H "Content-Type: application/vnd․kafka․v2+json" \
      --data '{"name": "my_consumer", "format": "json", "auto․offset․reset": "earliest"}' \
      httр://hostname:8082/consumers/my_group

{"instance_id":"my_consumer","base_uri":"httр://hostname:8082/consumers/my_group/instances/my_consumer"}

$ curl -X POST -H "Content-Type: application/vnd․kafka․v2+json" --data '{"topics":["my_topic"]}' \
 httр://hostname:8082/consumers/my_group/instances/my_consumer/subscription

$ curl -X GET -H "Accept: application/vnd․kafka․json․v2+json" \
      httр://hostname:8082/consumers/my_group/instances/my_consumer/records

[{"topic":"my_topic2","key":null,"value":{"name":"Helen"},"partition":0,"offset":0}]

$ curl -X DELETE -H "Content-Type: application/vnd․kafka․v2+json" \
      httр://hostname:8082/consumers/my_group/instances/my_consumer

Get data on topics

List of topics

$ curl -X GET httр://hostname:8082/topics/

["my_topic","_schemas"]

Topic configuration parameters

$ curl -X GET httр://hostname:8082/topics/my_topic

{"name":"my_topic","configs":{"compression․type":"producer","leader․replication․throttled․replicas":"","message․downconversion․
enable":"true","min․insync․replicas":"1","segment․jitter․ms":"0","cleanup․policy":"delete","flush․
ms":"9223372036854775807","follower․replication․throttled․replicas":"","segment․bytes":"1073741824","retention․
ms":"604800000","flush․messages":"9223372036854775807","message․format․version":"2․8-IV1","max․compaction․lag․
ms":"9223372036854775807","file․delete․delay․ms":"60000","max․message․bytes":"1048588","min․compaction․lag․ms":"0","message․
timestamp․type":"CreateTime","preallocate":"false","min․cleanable․dirty․ratio":"0․5","index․interval․bytes":"4096","unclean․leader․
election․enable":"false","retention․bytes":"-1","delete․retention․ms":"86400000","segment․ms":"604800000","message․timestamp․
difference․max․ms":"9223372036854775807","segment․index․bytes":"10485760"},"partitions":[{"partition":0,"leader":1001,"replicas":
[{"broker":1001,"leader":true,"in_sync":true}]}]}

Partitions

$ curl -X GET httр://hostname:8082/topics/my_topic/partitions

[{"partition":0,"leader":1001,"replicas":[{"broker":1001,"leader":true,"in_sync":true}]}]
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By default, a Kafka REST Proxy user can only authenticate to Kafka with one predefined principal created when Kerberos is enabled.

The kafka-rest-security  module provides the ability to authenticate in Kafka with different principals when connecting to Kafka via Kafka REST Proxy.

The request is filtered through the kafka-rest-security  module to obtain the username and match it against a list of predefined users for Kafka authentication.

If the Kafka REST Proxy username matches one of the Kafka users, a new security context is created using that principal and used for authentication to Kafka.

To enable the kafka-rest-security  module, ensure the following conditions are met:

The ADS cluster has authentication enabled using the Kerberos protocol with any of the authentication systems:

FreeIPA

A user has been created in the authentication system with a principal and a keytab file for authentication in Kafka.

The ADS cluster has authentication enabled for the Kafka REST Proxy service, for example, via the  or using a jaas file, a user has been created and a role has

been assigned to it.

To enable the module on the  page of the Kafka REST Proxy service, do the following:

1. Set the Show advanced switch to active.

2. Open the JAAS template template, where you specify user data in the KafkaClient section:

userNames — an option for recording the username to map the Kerberos principal with the kafka-rest principal. The username must match the name entered when creating a

new user during basic authentication. Multiple usernames can be specified, separated by a space.

keyTab — an option to specify the Kerberos principal’s keytab file.

principal — an option to specify the Kerberos principal.

For each user, the entire section must be specified. For example, below are two entries for a user, the first of which matches the Kerberos principal parameters for the Kafka REST

Proxy user username , and the second of which does not:

3. Set the Principal Propagation switch to active. In the JAAS Entry field, specify the section of the JAAS template user file, which contains the data of new users.

4. Save the settings by clicking Save.

Configuring the kafka-rest-security module

After changing the settings using the ADCM interface, restart the Kafka REST Proxy service. To do this, apply the  action by clicking in the Actions column.

Make sure that the following parameters appear in the /etc/kafka-rest/kafka-rest.properties configuration file:

where:

kafka.rest.resource.extension.class  — a list of classes that will be used to implement user resources;

kafka.rest.auth.impersonation.enabled  — enables user name recognition in Kafka REST Proxy;

kafka.rest.auth.impersonation.jaas.entry  — specifies the JAAS file section for name resolution.

The mTLS authentication method is enabled by adding a custom property parameter in the kafka-rest.properties file (via the Add key, value field on the  page of the Kafka

REST Proxy service):

Enter field name —  ssl.client.authentication

Enter field value —  REQUIRED

mTLS needs to be combined with one of the JAAS login modules for use with kafka-rest-security .

List of ready-made modules that can be configured in the JAAS template:

org.eclipse.jetty.security.jaas.spi.JDBCLoginModule

org.eclipse.jetty.security.jaas.spi.PropertyFileLoginModule

org.eclipse.jetty.security.jaas.spi.DataSourceLoginModule

org.eclipse.jetty.security.jaas.ldap.LdapLoginModule

Below is a request to write the key/value pair {"foo":"bar"}  to the test  topic with user authentication, where username:password  is the username and password entered

when creating a new user during basic authentication:
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Enable the kafka-rest-security module

configuration

KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    userNames="username"
    keyTab="/etc/security/keytabs/kafka-rest․service․keytab"
    principal="kafka-rest/<hostname>@<realm>";

    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="/etc/security/keytabs/kafka․service․keytab"
    principal="kafka/<hostname>@<realm>";
};

NOTE

For more information about the JAAS template template, see .

The following are out-of-the-box authentication methods that can be configured in a JAAS file and can be used with the kafka-rest-security  module

for mapping Kafka REST Proxy principals (usernames) to Kafka principals:

JDBCLoginModule

PropertyFileLoginModule

DataSourceLoginModule

LdapLoginModule

mTLS authentication can be used in conjunction with the above methods. This authentication method cannot be used alone because it does not provide

REST principal information.

Configure a custom jaas.conf

Restart

kafka․rest․resource․extension․class=io․arenadata․kafkarest․security․KafkaRestSecurityResourceExtension
kafka․rest․auth․impersonation․enabled=true
kafka․rest․auth․impersonation․jaas․entry=KafkaClient

configuration

CAUTION

For Kafka REST, you should configure SSL before enabling mTLS authentication.

Example of working with an authenticated user

$ curl -u username:password -X POST -H "Content-Type: application/vnd․kafka․json․v2+json" --data '{"records":[{"value":
{"foo":"bar"}}]}' "httр://hostname:8082/topics/test"

NOTE

More information about working with Kafka REST Proxy using cURL is described in the  article.Kafka REST Proxy usage example
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To write to Kafka the last 10 events from the site, you can use a Python script that:

1. Sets the configuration options for the Kafka producer.

2. Sets the configuration parameters to work with the Wikipedia API.

3. Creates a Kafka producer.

4. Gets the latest changes from the Wikipedia API (data about the last 10 edited articles).

5. Writes the events to a Kafka topic in the JSON format.

6. Closes the Kafka producer.

1. Create a script file:

2. Fill events.py with the script text below, replacing individual values:

bootstrap_servers  — hostname to connect to the Kafka server;

topic_name  — name of the topic to write events.

events.py

3. Give permission to execute the script:

4. Run the script:

As a result of the correct execution of the script, events are displayed in the JSON format.

Example of recorded events from the site

To view data written to a Kafka topic, you can  data from a Kafka topic using the command line.

After installing ksqlDB, the service is started using the command:

where <hostname>  is the name of the host where the ksqlDB service is installed.

Server started:

The ksqlDB functions are invoked in the ksql>  line.

To manipulate data written to a Kafka topic using ksqlDB, you need to create a stream.

A stream is a partitioned, immutable, append-only collection that represents a set of facts about events or records.

The request for creating a wikipedia_events  stream for the Kafka topic wikipedia-topic  is as follows:

where are defined:

names of the stream columns that match the keys of the object described in the topic and the SQL data types that will be placed in columns;

stream properties.

Stream is created:

With various queries you can retrieve data from the created stream.

You can view the entire contents of the wikipedia_events  stream via a query using the SELECT operator without specifying selection conditions:

where EMIT CHANGE  indicates that any changes that occur should be emitted.

The query result is shown below:

If you run the script described by  again for the same topic, you can see that new data is coming into the stream.

To display the number of revisions of articles from a selection recorded in a topic, you can use the operators SELECT and COUNT saving the results in a new edit_count  column.

For clarity, you can expand the number of records in the Kafka topic by changing the number of returned changes ( 'rclimit' ) in the  to 100 or more, and re-run the script.

The query to count the number of revisions of the last 10 articles in the wikipedia-events  stream and store the results in a new edit_count  column looks like this:

where the GROUP BY function is applied.

The query result is shown below:

To select articles which title contains Category: , use the SELECT operator and the WHERE function .

The query result is shown below:

To write the latest selection to a new Kafka topic new_topic  in the JSON format, you can create a new stream wikipedia_new :

Stream is created:

In the ksql>  line, it is also possible to run a command to read the messages written to the new_topic  topic:

The query result is shown below:

The topic contains messages in accordance with the selection made.
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The article describes an example of managing event data on a site (for example Wikipedia) using the ksqlDB service.

Write events to a Kafka topic

NOTE

To work with this Python script, you need first install the packages:

Requests

Kafka-python

To write events to a Kafka topic, you need to:

$ sudo vim /tmp/events․py

import requests
from kafka import KafkaProducer
import json

# Kafka producer configuration
bootstrap_servers = 'sov-test-4․ru-central1․internal:9092'
topic_name = 'wikipedia-topic'

# Wikipedia API configuration
api_url = 'httрs://en․wikipedia․org/w/api․php'
params = {
    'action': 'query',
    'format': 'json',
    'list': 'recentchanges',
    'rcprop': 'user|title|timestamp',
    'rclimit': '10'
}

# Create a Kafka producer
producer = KafkaProducer(bootstrap_servers=bootstrap_servers,
                         value_serializer=lambda x: json․dumps(x)․encode('utf-8'))

# Fetch recent changes from Wikipedia API and produce messages to Kafka
response = requests․get(api_url, params=params)
data = response․json()
recent_changes = data['query']['recentchanges']

for change in recent_changes:
    event = {
        'user_id': change['user'],
        'page_title': change['title'],
        'event_type': 'edit',
        'timestamp': change['timestamp']
    }
    producer․send(topic_name, value=event)
    print("Produced event:", event)

# Close the Kafka producer
producer․close()

$ sudo chmod +x /tmp/events․py

$ python /tmp/events․py

('Produced event:', {'page_title': u'User:190․203․61․245', 'user_id': u'ST47ProxyBot', 'event_type': 'edit', 'timestamp': 
u'2023-05-31T15:17:48Z'})
('Produced event:', {'page_title': u'User:178․221․183․209', 'user_id': u'ST47ProxyBot', 'event_type': 'edit', 'timestamp': 
u'2023-05-31T15:17:48Z'})
('Produced event:', {'page_title': u'Carlos Alcaraz career statistics', 'user_id': u'Dddenilson', 'event_type': 'edit', 
'timestamp': u'2023-05-31T15:17:47Z'})
('Produced event:', {'page_title': u'User:179․6․164․242', 'user_id': u'ST47ProxyBot', 'event_type': 'edit', 'timestamp': 
u'2023-05-31T15:17:47Z'})
('Produced event:', {'page_title': u'User:45․230․251․198', 'user_id': u'ST47ProxyBot', 'event_type': 'edit', 'timestamp': 
u'2023-05-31T15:17:47Z'})
('Produced event:', {'page_title': u'User:143․0․67․78', 'user_id': u'ST47ProxyBot', 'event_type': 'edit', 'timestamp': u'2023-
05-31T15:17:47Z'})
('Produced event:', {'page_title': u'Vera Farmiga on screen and stage', 'user_id': u'ChaitanyaJo', 'event_type': 'edit', 
'timestamp': u'2023-05-31T15:17:46Z'})
('Produced event:', {'page_title': u'Personal health record', 'user_id': u'John of Reading', 'event_type': 'edit', 
'timestamp': u'2023-05-31T15:17:46Z'})
('Produced event:', {'page_title': u'User:189․204․180․128', 'user_id': u'ST47ProxyBot', 'event_type': 'edit', 'timestamp': 
u'2023-05-31T15:17:46Z'})
('Produced event:', {'page_title': u'User:TechTwink', 'user_id': u'TechTwink', 'event_type': 'edit', 'timestamp': u'2023-05-
31T15:17:46Z'})

read

Start ksqlDB

$ sudo ksql httр://<hostname>:8088

                  ===========================================
                  =       _              _ ____  ____       =
                  =      | | _____  __ _| |  _ \| __ )      =
                  =      | |/ / __|/ _` | | | | |  _ \      =
                  =      |   <\__ \ (_| | | |_| | |_) |     =
                  =      |_|\_\___/\__, |_|____/|____/      =
                  =                   |_|                   =
                  =  Event Streaming Database purpose-built =
                  =        for stream processing apps       =
                  ===========================================

Copyright 2017-2021 Confluent Inc․

CLI v6․2․1, Server v6․2․1 located at httр://sov-test-4․ru-central1․internal:8088
Server Status: RUNNING

Having trouble? Type 'help' (case-insensitive) for a rundown of how things work!

ksql>

Create a stream from a Kafka topic

CREATE STREAM wikipedia_events (\
    user_id VARCHAR,\
    page_title VARCHAR,\
    event_type VARCHAR,\
    timestamp VARCHAR\
) WITH (\
    kafka_topic='wikipedia-topic',\
    value_format='json',\
    key_format='none'\
);

 Message
----------------
 Stream created
----------------

Stream data management

NOTE

In order for a Kafka topic to be read from the beginning, and not from the last offset, you can set a parameter on the work line that determines from which offset

you want to read topics:

Without this setting, to work out the examples below, after running the ksqlDB function, it is necessary to overwrite the data in the topic used in the thread (for

example, re-execute the script described by ).

SET 'auto․offset․reset' = 'earliest';

above

View data

SELECT * FROM wikipedia_events EMIT CHANGES;

+-------------------------+--------------------------------+---------------------------+------------------------+
|USER_ID                  |PAGE_TITLE                      |EVENT_TYPE                 |TIMESTAMP               |
+-------------------------+--------------------------------+---------------------------+------------------------+
|M․ Armando               |Jânio Quadros                   |edit                       |2023-05-29T10:56:21Z    |
|DepressedPer             |Talk:Bring It Back (Mates of Sta|edit                       |2023-05-29T10:56:20Z    |
|                         |te album)                       |                           |                        |
|193․137․135․5            |Víctor Muñoz                    |edit                       |2023-05-29T10:56:20Z    |
|Devokewater              |Viceroy Research                |edit                       |2023-05-29T10:56:16Z    |
|Browhatwhyamihere        |MG 08                           |edit                       |2023-05-29T10:56:16Z    |
|92․239․205․156           |Category:1946 establishments in |edit                       |2023-05-29T10:56:15Z    |
|                         |South Africa                    |                           |                        |
|92․239․205․156           |80 Air Navigation School SAAF   |edit                       |2023-05-29T10:56:15Z    |
|Ubaid ur Rehman Nisar    |User:Ubaid ur Rehman Nisar      |edit                       |2023-05-29T10:56:15Z    |
|Οἶδα                     |2023 Cannes Film Festival       |edit                       |2023-05-29T10:56:14Z    |
|Super Dromaeosaurus      |Bujoreni, Teleorman             |edit                       |2023-05-29T10:56:14Z    |

above

Count events

script

SELECT page_title, COUNT(*) AS edit_count
FROM wikipedia_events
GROUP BY page_title
EMIT CHANGES
LIMIT 10;

+--------------------------------------+--------------------------------------+
|PAGE_TITLE                            |EDIT_COUNT                            |
+--------------------------------------+--------------------------------------+
|Category:Redirects from long names    |1                                     |
|Science-fiction: The Gernsback Years :|1                                     |
| a Complete Coverage of the Genre Maga|                                      |
|zines ․․․ from 1926 Through 1936      |                                      |
|Ben Anderson (journalist)             |1                                     |
|User talk:175․142․65․166              |1                                     |
|Wikipedia:Articles for creation/Redire|1                                     |
|cts and categories                    |                                      |
|2023 North Indian Ocean cyclone season|1                                     |
|Category:Accepted AfC submissions     |6                                     |
|Category:AfC submissions by date/06 Ju|6                                     |
|ne 2023                               |                                      |
|Category:Redirect-Class AfC articles  |6                                     |
|Category:Unprintworthy redirects      |1                                     |
Limit Reached

Select by name

SELECT page_title,
timestamp
FROM wikipedia_events
WHERE page_title LIKE 'Category:%'
EMIT CHANGES;

+--------------------------------------------------------+--------------------------------------------------------+
|PAGE_TITLE                                              |TIMESTAMP                                               |
+--------------------------------------------------------+--------------------------------------------------------+
|Category:Redirects from long names                      |2023-06-01T07:21:57Z                                    |
|Category:Accepted AfC submissions                       |2023-06-01T07:21:57Z                                    |
|Category:AfC submissions by date/06 June 2023           |2023-06-01T07:21:57Z                                    |
|Category:Redirect-Class AfC articles                    |2023-06-01T07:21:58Z                                    |
|Category:Unprintworthy redirects                        |2023-06-01T07:21:58Z                                    |

Writе from ksqlDB to a Kafka topic

CREATE STREAM wikipedia_new
   WITH ( kafka_topic='new_topic', value_format='json')
   AS SELECT
   page_title,
   timestamp
   FROM wikipedia_events
   WHERE page_title LIKE 'Category:%'
   EMIT CHANGES;

 Message
----------------------------------------------
 Created query with ID CSAS_WIKIPEDIA_NEW_191
----------------------------------------------

print new_topic;

Key format: ¯\_(ツ)_/¯ - no data processed
Value format: JSON or KAFKA_STRING
rowtime: 2023/06/01 07:21:59․522 Z, key: <null>, value: {"PAGE_TITLE":"Category:Redirects from long names","TIMEST
AMP":"2023-06-01T07:21:57Z"}, partition: 0
rowtime: 2023/06/01 07:21:59․522 Z, key: <null>, value: {"PAGE_TITLE":"Category:Accepted AfC submissions","T
IMESTAMP":"2023-06-01T07:21:57Z"}, partition: 0
rowtime: 2023/06/01 07:21:59․522 Z, key: <null>, value: {"PAGE_TITLE":"Category:AfC submissions by date/06 June 
2023","TIMESTAMP":"2023-06-01T07:21:57Z"}, partition: 0
rowtime: 2023/06/01 07:21:59․522 Z, key: <null>, value: {"PAGE_TITLE":"Category:Redirect-Class AfC articles","TIMESTAMP":"2023-
06-01T07:21:58Z"}, partition: 0
rowtime: 2023/06/01 07:21:59․522 Z, key: <null>, value: {"PAGE_TITLE":"Category:Unprintworthy redirects","TIMESTAMP":"2023-06-
01T07:21:58Z "}, partition: 0
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After installing the NiFi service, enter the address of the host, on which the NiFi Server component is installed, in the address bar of the browser. As the port number, specify the value of

the Nifi UI port parameter from the Main section, defined at the  stage of the NiFi service when installing the ADS cluster.

Another way to connect to the NiFi Server interface is to follow one of the links indicated on the Info tab of the NiFi service menu.

Go to NiFi Server interface

The NiFi user interface provides mechanisms for creating automated data flows, as well as visualizing, editing, monitoring, and administering these data flows.

Below is an overview of the NiFi UI elements.

This is the window that the user sees after logging into the NiFi user interface. By default, login to the NiFi Server user interface is available without authentication.

NiFi UI main window

Initially, the NiFi user interface is presented as a blank canvas on which you can create your data flows.

The toolbar is located at the top left of the screen. To create data flows, tool icons can be transferred to the canvas.

Component toolbar

The toolbar contains the following elements (icons):

 — Processor. Responsible for data entry and exit, routing, and manipulation. There are many different types of processors.

 — Input Port. Provide a mechanism for passing data to a process group.

 — Output Port. Provides a mechanism for passing data from a process group to destinations outside the process group.

 — Process group. Used to logically group a set of components to make the flow of data easier to understand and maintain.

 — Remote Process Group. Used similarly to process groups. However, the remote process group refers to the remote NiFi instance.

 — Funnel. Used to combine data from many connections into one connection.

 — Template. Can be created from sections of a flow or imported from other data flows. These templates provide larger building blocks to quickly create a complex flow.

 — Label. Used to attach records to parts of a data flow.

The status bar is below the component toolbar.

Status bar

The status bar contains elements (icons) for each parameter and the numerical value of the parameter for this canvas. The status bar displays the following options:

Total component counters:

 — the number of nodes in the cluster and the number of nodes currently connected;

 — the number of threads currently active;

 — the amount of data that currently exists in the stream;

 — the number of remote process groups sending data;

 — the number of remote process groups not sending data;

 — the number of active processors;

 — the number of processors stopped;

 — the number of invalid processors;

 — the number of disabled processors.

Counters of versioned states of components:

 — the number of updated process groups;

 — the number of locally modified process groups;

 — the number of stale process groups;

 — the number of locally modified and obsolete process groups;

 — the number of process groups with synchronization error.

 — the timestamp of last update of all information.

The action palette is located on the left side of the screen. The palette consists of icons that are used to control the flow, as well as to control user access and set system properties.

Action palette

To work with a flow, you need to click on the desired flow, then the name and designation of the flow are displayed on the operations palette. This thread is available for management.

The action palette contains the following elements (icons):

 — view and change the configuration of the created flow;

 — enable the flow (commission in the schema);

 — disable the thread (out of action in the schema);

 — start the flow;

 — stop the flow;

 — create a template;

 — load the created template;

 — copy the flow;

 — paste the flow (where allowed);

 — create a processor group (where allowed);

 — change the color of the flow symbol, used to visually highlight different flows;

 — delete the flow.

The navigation palette is used to move around the canvas and to zoom in and out.

Navigation palette

On the right side of the canvas is the search and the global menu.

Search and global menu

The search bar allows you to:

find components by name, type, identifier, configuration properties and their values;

refine and narrow your search results based on certain conditions using filters and keywords.

After clicking on the search icon, a line opens to record the search parameter.

Search

The global menu contains options that allow you to control existing components on the canvas.

Global menu

The global menu includes the following tabs:

Summary — provides a summary of all configured data flows and their elements.

Summary of all dataflow elements

Counters — event counters used for monitoring purposes.

Counters

Bulletin Board — bulletins of events that have occurred. Filtering based on component, message, etc. is available.

Bulletins of past events

Data Provenance — detailed information for each piece of data that NiFi accepts.

Data Provenance

Information about the Provenance Event is available by clicking on .

Provenance Event

Controller Settings — allows users to view/modify the controller, including management controller services, reporting tasks, registry clients, settings providers, and nodes in the

cluster.

Controller configuration

Parameter Contexts — shows parameter contexts globally defined for a NiFi instance.

Parameter contexts

Cluster — shows cluster parameters.

Cluster settings

Flow configuration history — shows the history of configuration changes for all flows.

Config change history for all threads

Nodes Status History — shows the status history of all cluster nodes.

Status history of all cluster nodes

Templates — shows created templates.

Created NiFi flow templates

Help — opens the NiFi documentation.

Apache NiFi documentation

About — shows brief information about Apache NiFi.

Apache NiFi brief description

To Table of Contents
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NOTE

For more information about versioning in the Apache NiFi user interface, see Versioning a DataFlow.
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NOTE
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After installing the NiFi service, enter the address of the host, on which the NiFi Registry component is installed, in the address bar of the browser. As the port number, specify the value

of the Nifi Registry UI port parameter from the Main section, defined at the  stage of the NiFi service when installing the ADS cluster.

Another way to connect to the NiFi Registry interface is to follow the link provided on the Info tab of the NiFi service menu.

Go to the NiFi Registry interface

The NiFi Registry user interface provides a place to store and manage shared resources in one or more NiFi and/or MiNiFi instances.

After entering the NiFi Registry user interface, the user sees the main window. By default, logging into the NiFi Registry user interface is available without authentication.

NiFi Registry UI main window

The main window of NiFi Registry displays the following items:

 — the name of the current user. It is displayed in the upper right corner. If no authentication is configured, the name anonymous  is displayed.

 — help icon displayed in the upper right corner. Provides access to the NiFi Registry documentation.

NiFi Registry documentation

 — configuration icon, displayed in the upper right corner. Opens the UI NiFi Registry settings window.

UI NiFi Registry settings

"Buckets" menu is located on the top left side of the screen. It allows the user to display flows depending on which bucket they are in.

Menu Buckets

Flows sorting area is located on the left side of the screen under the "Buckets" menu. It allows you to sort flows by name, type, and update time.

NiFi Registry flow sorting area

Filter line is located on the right side of the screen. It allows you to set a filter to display groups of flows united by a common designation.

Filter line

Import new flow button is located on the right side of the screen. It allows you to import the NiFi flow.

Import streams button

To Table of Contents

Connect to NiFi Registry

Main window

Connect to NiFi Registry

configure

Main window

NOTE

For more information about the Apaсhe NiFi Registry user interface, please refer to NiFi Registry User Interface.
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1. Verify that the prerequisites for running the Manage SSL action on an ADS cluster are met in the article .

2. Verify that you know the necessary data to set up authentication in the NiFi service using the LDAP protocol:

LDAP server address LDAP/AD URL — URL to the LDAP/AD synchronization source in the format ldaps://{host}:{port} .

DN of a user that has an entry in the Active Directory directory with the rights to search users and groups and his password.

Base DN to search for users in AD (and filter if necessary).

Base DN to search for groups in AD (and filter if necessary).

The following describes the parameters that need to be set in the tree on the  page of the NiFi service.

To configure SSL, fill in the authorizers.xml configuration parameters.

Configuration parameters of the authorizers.xml file

The required parameters are described below.

authorizers.xml

Parameter Description Example

DN NiFi’s nodes list List of user and system identifications to seed the User File. These are

required fields to enable SSL for the first time. Must include not only the

DName of the NiFi Server component, but also the DName of the NiFi

Registry, as well as the DName for the MiNiFi service components. For

example, for an SSL-enabled cluster consisting of only NiFi Server, when

adding a MiNiFi service or Schema Registry extension, you need to

supplement this list with new DNames

CN=sov-ads-test-1.ru-central1.internal,

OU=AD, O=AD, L=MSK, S=MO, C=RU

CN=sov-ads-test-2.ru-central1.internal,

OU=AD, O=AD, L=MSK, S=MO, C=RU

CN=sov-ads-test-3.ru-central1.internal,

OU=AD, O=AD, L=MSK, S=MO, C=RU

NiFi Initial Admin

Username

The actual Initial Admin username which will be used to login to NiFi API

during bundle checks

ppetrov

NiFi Initial Admin

password

Initial Admin password — password of the user designated by NiFi Initial

Admin

The password with which this user is

registered in Active Directory is used

To enter LDAP parameters, you must enable the LDAP Login Identity Provider and LDAP UserGroupProvider switches.

Configuration parameters of the LDAP Login Identity Provider section

The required parameters are described below.

LDAP Login Identitity Provider

Parameter Description Example

Authentication Strategy How the connection to the LDAP server is authenticated SIMPLE

Manager DN DN of a user that has an entry in the Active Directory with right to search

users and groups. Will be used to bind to an LDAP server to search for

users

cn=admin,dc=ad,dc=ranger-test

Manager Password Password of the manager that is used to bind to the LDAP server to

search for users

The password with which this user is

registered in Active Directory is used

Referral Strategy Strategy for handling referrals FOLLOW

Connect Timeout Duration of connect timeout 10 sec

Read Timeout Duration of read timeout 10 sec

LDAP URL Space-separated list of URLs of the LDAP servers (e.g.

ldap://<hostname>:<port> )

ldap://ad01.adsw.io:389

User Search Base Base DN for searching for users (e.g. ou=users,o=nifi ). Required to

search users

ou=Peoples,dc=ad,dc=ranger-test

User Search Filter Filter for searching for users against the User Search Base (e.g.

sAMAccountName={0} ). The user specified name is inserted into

{0}

(sAMAccountName={0})

Identity Strategy Strategy to identify users. Possible values are USE_DN  and

USE_USERNAME
USE_USERNAME

Authentication Expiration Duration of how long the user authentication is valid for. If the user never

logs out, they will be required to log back in following this duration

12 hours

Configuration parameters of the LDAP UserGroupProvider Provider section

The required parameters are described below.

LDAP UserGroupProvider

Parameter Description Example

Authentication Strategy How the connection to the LDAP server is authenticated SIMPLE

Manager DN DN of a user that has an entry in the Active Directory with right to search

users and groups. Will be used to bind to an LDAP server to search for

users

cn=admin,dc=ad,dc=ranger-test

Manager Password Password of the manager that is used to bind to the LDAP server to

search for users

The password with which this user is

registered in Active Directory is used

Referral Strategy Strategy for handling referrals FOLLOW

Connect Timeout Duration of connect timeout 10 sec

Read Timeout Duration of read timeout 10 sec

LDAP URL Space-separated list of URLs of the LDAP servers (e.g.

ldap://<hostname>:<port> )

ldap://ad01.adsw.io:389

Sync Interval Duration of time between syncing users and groups. Minimum allowable

value is 10 secs
30 mins

User Search Base Base DN for searching for users (e.g. ou=users,o=nifi ). Required to

search users

ou=Peoples,dc=ad,dc=ranger-test

User Object Class Object class for identifying users (e.g. person ). Required if searching

users

person

User Search Scope Search scope for searching users ONE_LEVEL

User Identity Attribute Attribute to use to extract user identity (e.g. cn ). Optional. If not set, the

entire DN is used

sAMAccountName

Group Search Base Base DN for searching for groups (e.g. ou=groups,o=nifi ). Required

to search groups

ou=Groups,dc=ad,dc=ranger-test

Group Object Class Object class for identifying groups (e.g. groupOfNames ). Required if

searching groups

group

Group Search Scope Search scope for user group ONE_LEVEL

Group Member Attribute Attribute to use to define group membership (e.g. member ). Optional member

After changing the parameters, click Save.

After successfully enabling SSL, login to NiFi Server UI is done through the authorization window.

Login window

For initial authentication, you must log in as a NiFi administrator (enter the username and password specified for NiFi Initial Admin).

After successful authentication, the logged in user will be displayed in the upper right corner of the interface.

User after authentication

The global menu displays new sections Users and Policies.

Global menu

The Users page of the global NiFi menu displays a list of cluster hosts, users, and LDAP/Active Directory groups that are in the specified User Search Base and Group Search Base.

Page Users in the NiFi global menu

The Policies page of the global NiFi menu displays automatically generated policies for the user specified in NiFi Initial Admin. Also here it is possible to assign an access policy for a

user or group from a given search base.

Page Policies of the NiFi global menu

After you successfully enable SSL, it becomes possible to authenticate in NiFi Registry UI. To do this, click the Login button, which appears under the username.

Go to login window

In the authorization window for primary authentication, you must log in as a NiFi administrator (enter the username and password specified for NiFi Initial Admin).

Login window

After successful authentication, the logged in user is displayed in the upper right corner of the interface.

User after authentication

After clicking on and clicking the Users tab in the settings menu, you can see a list of cluster hosts, users and LDAP/Active Directory groups located in the specified User Search

Base and Group Search Base. It is also possible to assign an access policy for a user or group from a given search base.

Page Users in the NiFi Registry setup menu

To disable authentication in the NiFi service, do the following:

1. Set the configuration parameters of the LDAP Login Identity Provider and LDAP UserGroupProvider sections to their default values.

Setting default values

2. 

Disable SSL. To do this, apply the action  in the cluster by clicking on the in the Actions column.

To change data about NiFi Initial Admin, use the  action in the NiFi service by clicking on the icon in the Actions column for the NiFi service.

After selecting the action in the Run an action window that opens, enter the new user DN and password and click Run.

Change NiFi Initial Admin

To Table of Contents

Prerequisites for enabling authentication

Set configuration options

Required parameters for configuring SSL

Required parameters for setting up LDAP

Verify that NiFi Server authentication is enabled

Verify that NiFi Registry authentication is enabled

Disable authentication

Change NiFi Initial Admin data

The required configuration parameters to enable authentication are given in .

Basic LDAP concepts used in NiFi service configuration parameters:

Active Directory — a database and a set of services that connect users to the necessary network resources.

LDAP server — a hierarchical database, a directory service based on Active Directory, used for centralized storage of accounts.

Lightweight directory access protocol (LDAP) — an application layer protocol for accessing the Active Directory directory service.

Distinguished name (DN) — an account in Active Directory. The DN must be unique within the tree. The DN describes the content of the attributes in the tree (navigation path) for

accessing a particular entry.

A DN consists of a series of relative distinguished names (RDN) determined by moving up the tree in the direction of its root entry. RDNs are written from left to right.

Example DN for user used in this article:

CN=admin, DC=ad, DC=ranger-test.

Example host DN used in this article:

CN=ads-host-1.example.com, OU=AD, O=AD, L=MSK, ST=MO, C=RU.

These entries are assigned the following RDNs:

CN — a common name of the user or host.

OU — an organizational unit, a container in an Active Directory domain that can contain users, groups, and computers. An organizational unit can have multiple ou within it.

DC — a domain component parts, represent the top of the LDAP tree, which uses DNS to determine its namespace.

O — an organization name.

L — a locality name.

ST — a state or province name.

С — a country.

NOTE

Enabling authentication is done using  after installing the  of the NiFi service, including LDAP settings.

All sensitive values   for the NiFi Server and NiFi Registry components are replaced with encrypted values   in the configuration files. For more information about

data encryption, see the article .

enable SSL channel security configuration options

Encryption of NiFi configuration parameters

below

Prerequisites for enabling authentication

CAUTION

Enabling SSL and LDAP Auth for the NiFi service is available starting with ADS .1.7.0.b1

SSL channel security

Set configuration options

configuration

NOTE

This article only lists the settings you need to set to successfully enable authentication. Detailed information on all configuration parameters can be found in the

article .ADS configuration parameters

Required parameters for configuring SSL

Required parameters for setting up LDAP

Verify that NiFi Server authentication is enabled

Verify that NiFi Registry authentication is enabled

Disable authentication

CAUTION

The option to reset the NiFi service configuration parameters LDAP Login Identity Provider and LDAP UserGroupProvider is available starting from version

 of the ADS cluster. For earlier versions of ADS to update the settings, you need to delete the /etc/nifi/conf/users.xml and /etc/nifi/conf/authorizations.xml

files from each host where NiFi service is installed.

1.7.2.b2

Disable SSL

Change NiFi Initial Admin data

Manage Initial Admin
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To assign an access policy via the  global menu, do the following:

1. Go to the Policies page in the global menu.

Go to access policies

2. Open the list of access policies.

Go to access policy selection

3. 

Select an access policy from the list and click the access policy assignment icon .

Available access policies

4. Find a user or a group to assign the policy using User Indentity string.

User search

5. Select a user and click ADD.

As a result, a new user or a group appears in the list of the selected access policy.

List of users for access policy

After configuring authentication, the  icon appears on the , with which access policies are assigned at the level of the selected processor or groups. To assign

policies, do the following:

1. Select the desired processor or a group and highlight it. Then the name of the selected processor appears on the palette of operations.

Action palette

2. 

Click on the  icon. In the window that opens, select an access policy from the list and click on the access policy assignment icon .

Processor-level access policies

3. Find a user or a group to assign the policy using User Indentity string.

User search

4. Select a user and click ADD.

As a result, a new user or a group appears in the list of the selected access policy.

List of users for access policy

Deleting a user from the access policy is done via the icon .

To check the created policy, log in as the user for whom the policy was assigned.

To assign an access policy in  you need to:

1. 

Click on the settings icon and go to the USERS tab.

List of users for access policy

2. 

Select a user or a group and click on the edit access policy icon .

3. Select the required permissions and click CLOSE

Select required permissions

To check the created policy, log in as the user for whom the policy was assigned.

To Table of Contents

NiFi Server

Configure access policies via the global NiFi menu

Configure access policies at the processor level

NiFi Registry

Authorization in the NiFi service using interface tools is carried out after  of a user who has an account in Active Directory.

It is possible to assign access policies to Active Directory users located in the User Search Base specified in the  step of the NiFi service.

authentication

parameter configuration

NOTE

All sensitive values   for the NiFi Server and NiFi Registry components are replaced with encrypted values   in the configuration files. For more information about data

encryption, see the article .Encryption of NiFi configuration parameters

NiFi Server

Configure access policies via the global NiFi menu

NiFi Server interface

NOTE

For detailed information about access policies in the NiFi Server interface, please refer to Access Policies NiFi.

Configure access policies at the processor level

Action palette

NiFi Registry

NiFi Registry interface

NOTE

For detailed information about access policies in the NiFi Registry interface, refer to the article Access Policies NiFi Registry.
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Prerequisites for logging in to NiFi with Ranger:

1. ADS cluster is installed with  configured for a user with an Active Directory account.

2.  cluster is installed.

3. SSL (using SSL certificates or Active Directory certificates) is enabled and configured on ADPS cluster.

4. To disable case conversion for user and group names in NiFi, the following parameters of the LDAP sync source for User synchronizer group for the ADPS cluster Ranger service

are set to none :

ranger.usersync.ldap.groupname.caseconversion

ranger.usersync.ldap.username.caseconversion

For more information about configuring user synchronization in Ranger, please refer to the Configure Ranger User Sync article.

5.  is enabled on ADPS cluster.

Enabling the Ranger plugin requires each cluster to trust the other’s SSL certificates.

For this you need:

1. Import the certificate *.crt for each host in the cluster into the truststore of each host in another cluster.

On each host where certificates are imported, run:

2. On all hosts, re-import truststore into the operating system’s trust store:

3. On each host, add certificates to ca-bundle.pem with the following commands:

To activate the Ranger NiFi plugin, do the following:

1. 

Initiate activation of the Ranger NiFi plugin. To do this, apply the action  by clicking in the Actions column of the NiFi service.

2. In the Run an action: Manage Ranger plugin window that opens, activate the Active ranger plugin switch. Wherein:

If necessary, set the name of the Ranger service that will be added. If a service with the same name already exists, it can be recreated by activating the Override service

policies parameter ( true  — the parameter is active, false  — inactive), in this case, the old service will be deleted, and policies will be regenerated for the new service. If

the Override service policies parameter is inactive, after activating the plugin, a connection to the existing Ranger service will be made.

Specify Ranger Admin Identity — DN of the ADPS host certificate that was generated when configuring SSL using self-signed certificates and imported to the host (for

example, CN=sov-test-1.ru-central1.internal, OU=AD, O=AD, L=MSK, S=MO, C=RUADS ). This DN Ranger will be used to communicate with NiFi.

Plugin activation

3. Wait until the activation process of the Ranger NiFi plugin is completed and the default policy is created on the Ranger side. Analyze and correct errors if they occur.

4. Verify that the Ranger Admin Identity property in the NiFi configuration is populated with the DN value.

Ranger Admin Identity value

After authorization in , authorization policy services for the NiFi service components of the selected ADS cluster appear in the Service manager window.

To view the created policies for the cluster, click the name of the service.

Go to the created policy service

This makes available the policies automatically created for the cluster servers.

To view, edit, or delete policies, use the buttons in the Action column.

Created policies for the NiFi Server component

To Table of Contents

Prerequisites

Establish trust over SSL

Activate the Ranger NiFi plugin

Check the activated Ranger NiFi plugin

Prerequisites

authentication

ADPS

ADS cluster integration

NOTE

This article describes authorization with self-signed SSL certificates.

Minimum requirements to enable authorization in Ranger for NiFi service:

ADPS version 1.0.4.b3.

ADS version 1.7.1.b1 (for NiFi Server) and ADS version 1.7.2.b1 (for NiFi Registry).

Establish trust over SSL

$ keytool -import -file /tmp/sov-test-1․ru-central1․internal․crt -keystore /tmp/truststore․jks -storepass bigdata -noprompt

$ keytool -importkeystore -srckeystore /tmp/truststore․jks -destkeystore /etc/pki/java/cacerts -deststorepass changeit -
srcstorepass bigdata -noprompt

$ chmod 777 /etc/pki/ca-trust/extracted/pem/ca-bundle․pem
$ echo "#######################" >> /etc/pki/ca-trust/extracted/pem/ca-bundle․pem
$ cat /tmp/sov-test-1․ru-central1․internal․crt >> /etc/pki/ca-trust/extracted/pem/ca-bundle․pem
$ chmod 444 /etc/pki/ca-trust/extracted/pem/ca-bundle․pem

NOTE

If your ADPS cluster uses Active Directory certificates to enable SSL, you should import the Active Directory root and client certificates into the truststore.jks of the

ADS cluster hosts.

Activate the Ranger NiFi plugin

Manage Ranger plugin

Check the activated Ranger NiFi plugin

Ranger web interface
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To authorize NiFi Initial Admin, do the following:

After setting the access policy in the  user interface, it becomes possible to log in as NiFi Initial Admin. At the same time, Users and Policies lines are missing in the global

menu of the interface — user authorization is now configured only with the help of Ranger.

After logging with NiFi Initial Admin

It is possible to assign access policies to Active Directory users located in the User Search Base specified in the  step of the NiFi service.

For this you need:

1. Create a new user as described by .

2. In the List of Policies window that opens, click Add new policy to add a new policy for the user.

Creating an authorization policy

3. In the Create Policy window that opens:

fill in the required fields in the Policy Details section:

Policy Name — policy name. This name cannot be duplicated for the same service in the system. This field is required.

Policy Label — provides the following features:

Allows the user to group policy sets using one or more labels.

User can search policies by label names. You can search both on the list of policies page and on the report page.

Helps the user to export/import policies. If the user needs to export a specific set of policies, they can find the policy label and export the specific set of policies.

Description — the purpose of the policy. This field is optional.

Policy Conditions — by clicking + under Add conditions, you can add additional conditions.

Add Validity Period — start and end time of the policy.

in the Policy Details section, set the desired switch positions:

Audit Logging — determines whether a specific policy will be audited.

Enable/Disabled — by default, the policy is enabled. You can disable a policy to restrict user/group access for that policy.

Override/Normal — specifies the override policy. If Override  is selected, access permissions in the policy override access permissions in existing policies. This feature

can be used in conjunction with Add Validity Period to create temporary access policies that override existing policies.

in the Resources section, if necessary, fill in the field that determines the value of the NIFi Resource Identifier  parameter.

Create Policy window

fill in the fields in the Allow Condition section:

Select Role — the role this policy applies to. A role is a set of permissions. Roles are an easier way to manage a set of permissions based on specific access criteria.

Select Group — the group this policy applies to. To promote a user to an administrator, select the Delegate Admin check box. Administrators can edit or delete a policy and

create child policies. A public group contains all users, so granting access to a public group gives access to all users.

Select User — the user this policy applies to (outside the group already specified). You can make the user an administrator of this policy. Administrators can create child

policies based on existing policies.

Permissions — adds or removes permissions:

Write  — permission to make changes in the NiFi interface.

Read  — permission to read data in the NiFi interface.

Delegate Admin — allows you to assign administrator privileges to users or groups specified in the policy.

Deny All Other Accesses — denies all other accesses.

Allow Condition section of the Create Policy window

4. Click Add.

After activating Ranger and setting up an authorization policy for the user, work in the NiFi server interface occurs after authorization in accordance with the assigned access policy. For

example, for a user assigned only the Read  permission, the toolbar is inactive, and the user can only view canvas elements without changing settings.

Authorized user without rights to change parameters

To authorize NiFi Initial Admin in NiFi Registry, do the following:

1. In the Service Manager window, click the name of the NiFi Registry service.

Go to the created policy service

2. In the List of Policies window that opens, click the edit icon  for the created all  policy.

Go to editing the authorization policy

3. In the policy editing window that opens, in the Allow Conditions → Select User table, select the NiFi Initial Admin user created by .

Adding a user to an access policy

4. Click Save at the bottom of the page.

As a result, the NiFi Initial Admin user is assigned full rights.

After setting the access policy in the  user interface, it becomes possible to log in as NiFi Initial Admin. At the same time, there is no Users tab in the settings menu — user

authorization is now configured only with the help of Ranger.

Authorizing a new user and creating a policy in the NiFi registry policy service is similar to NiFi Server, while users can give the following permissions in the Allow Conditions →
Permissions table:

Write  — permission to make changes to thread groups in the NiFi Registry interface.

Read  — permission to read stream data in the NiFi Registry interface.

Delete  — permission to delete threads.

After activating Ranger and setting up an authorization policy for the user, work in the NiFi Registry interface occurs after authorization in accordance with the assigned access policy.

To Table of Contents

Set an authorization policy in NiFi Server

Authorize NiFi Initial Admin in NiFi Server

New user authorization

Work of an authorized user in NiFi

Configure an authorization policy in NiFi Registry

Authorize NiFi Initial Admin in NiFi Registry

After activating , creating a Ranger service, or connecting to an existing service (depending on the value of the  parameter), authorization in

 and  is closed for all users, including the NiFi administrator specified in NiFi Initial Admin when setting .

After trying to log in with NiFi Initial Admin, a message appears that there is no configured policy for the user.

User authorization error

Ranger NiFi plugin Override service policies

NiFi Server NiFi Registry authentication in NiFi service

NOTE

This article describes authorization using SSL-enabled ADPS with self-signed SSL certificates. However, users in Ranger must be created manually. To

automatically synchronize with Active Directory users, you should configure LDAP on ADPS.

For more information on authorization in NiFi using Ranger you can refer to the article NiFi Plugin.

All sensitive values   for the NiFi Server and NiFi Registry components are replaced with encrypted values   in the configuration files. For more information about

data encryption, see the article .

For more details on working with Ranger, you can refer to the following articles:

Manage services in Ranger

Manage policies in Ranger

Encryption of NiFi configuration parameters

Set an authorization policy in NiFi Server

Authorize NiFi Initial Admin in NiFi Server

1. Create a user in Ranger. To do this, in the top menu of the Ranger interface, select Settings → Users/Groups/Roles and click Add new user.

Creating a user in Ranger

2. In the window that opens, fill in the required data for the user:

User Name — username.

The name must match the username in the Active Directory database. The value can be:

full DN of the user when setting the value of the Identity Strategy configuration parameter of the LDAP Login Identity Provider group to USE_DN ;

only login (name) of the user when setting Identity Strategy to USE_USERNAME .

New Password — user password.

Password Confirm — user password confirmation.

First Name — personal username.

Last Name — last name of the user.

Email Address — user’s email address.

Select Role — user role selection ( Admin , User , Auditor ).

Group — the group/groups the user belongs to.

Creating a user in Ranger

3. Click Save.

4. In the Service Manager window, click the name of the NiFi service.

Go to the created policy service

5. In the List of Policies window that opens, click the edit icon  for the created all  policy.

Go to editing the authorization policy

6. In the policy editing window that opens, in the Allow Conditions → Select User table, select the NiFi Initial Admin user created by .

Adding a user to an access policy

7. Click Save at the bottom of the page.

As a result, the NiFi Initial Admin user is assigned full rights.

above

NiFi Server

New user authorization

parameter configuration

above

NOTE

The conditions are met in the order specified in the policy. The condition at the beginning of the list is applied first, then the second, third, and so on.

Work of an authorized user in NiFi

Configure an authorization policy in NiFi Registry

Authorize NiFi Initial Admin in NiFi Registry

above

NiFi Registry
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The processor is created in the following sequence:

1. 

Move icon from the  to the canvas.

2. Select the desired processor in the dialog box that opens. When choosing, you can use a tag from the tag cloud.

Processor selection

3. Click ADD.

As a result, the selected processor is displayed on the canvas.

Processor on the canvas

Interaction with processor on the canvas is carried out using the options of the context menu called by the right mouse button.

Processor context menu

The options available on the context menu vary depending on the permissions assigned to the user. The following options are usually available when you have all the permissions to

work with processor:

Configure — allows the user to  the processor. Functionally the same as the icon  on the .

Required parameters

Start or Stop — allows the user to start or stop the processor. Functionally the same as the icons  and  on the .

When a component is added to the NiFi workspace, it is in a stopped status. To bring a component into a working state, it must be launched. Once started, it can be stopped at any

time. In the stopped status, the component can be configured, started, or disabled.

To run the component, the following conditions must be met:

Component configuration is valid.

All defined component links are connected to other components or set to auto-complete.

Component is stopped.

Component is available.

Component has no active tasks.

Run Once — allows the user to run the selected processor exactly once. If the processor cannot run (for example, there are no incoming FlowFiles, or backpressure is applied to the

outgoing connection), the processor will not fire.

Enable or Disable — allows the user to enable or disable the processor. Functionally the same as the icons  and  on the .

View Data Provenance — displays a NiFi Data Provenance table with data provenance events for FlowFiles routed through this processor.

Replay last event — replays the last Provenance event, effectively queuing the last FlowFile that was processed by the processor (detailed in Replaying a FlowFile).

View status history — opens a graphical representation of statistics for processor over time.

View usage — takes the user to the processor usage documentation.

View connections → Upstream — allows the user to see and "navigate" to upstream connections coming into CPU. This is especially useful when processors join and leave other

process groups.

View connections → Downstream — allows the user to see and "navigate" to downstream connections that come out of processor. This is especially useful when processors join

and leave other process groups.

Center in view — centers the canvas view on given processor.

Change color — allows the user to change the color of the processor, which can make it easier to visually manage large threads. Functionally the same as the  icon on the

.

Create template — allows the user to create a template from the selected processor. Functionally the same as the  icon on the .

Copy — places a copy of the selected item on the clipboard. The element can then be pasted elsewhere on the canvas by right-clicking on the canvas and selecting Paste.

Functionally the same as the icon  on the .

Delete — allows you to delete an element from the canvas. Functionally the same as the icon  on the .

In order to connect the created processor to another processor or another сomponent, do the following:

1. Select the desired processor.

Processor selection

2. Move the graphic arrow that appears when hovering over the processor and release it over the plug-in сomponent (another processor).

Connection

3. In the connection configuration that opens, configure  and click ADD.

Adding a connection

As a result, a connection is established between the two сomponents.

Connection established

To break the connection of the processor with another сomponent, do the following:

1. 

Stop the processor using the icon  on the Action palette.

2. Select a connection line.

Selecting a connection line

3. Delete the connection line using the DELETE item of the context menu or the  icon on the Action palette.

Process groups can be used to logically group a set of components to make data flow easier to understand and maintain.

The process group is created in the following sequence:

1. 

Move icon from the  to the canvas.

2. Enter the name of the process group in the dialog box that opens.

Enter the name of the process group

3. Click ADD.

As a result, the created process group is displayed on the canvas.

Process group on canvas

Interaction with process group on the canvas is carried out using the options of the context menu called by the right mouse button.

Process group context menu

The options available on the context menu vary depending on the permissions assigned to the user. The following options are usually available when you have all the permissions to

work with process group:

Configure — allows the user to  the process groups. Functionally the same as the icon  on the .

Variables — allows the user to create or set up variables in the NiFi user interface.

Version → Start version control — allows you to start version control.

Enter Group — allows the user to enter a process group. Within a process group, threads can be composed of both individual processors and process groups. You can leave a

process group using the Leave group context menu command.

Start or Stop — allows the user to start or stop process group. Functionally the same as the icons  and  on the .

When a process group is started, all components of the group (including children) are started, except for those that are invalid, or disabled.

Enable or Disable — allows the user to enable or disable process group. Functionally the same as the icons  and  on the .

View Data Provenance — displays a NiFi Data Provenance table with data provenance events for FlowFiles routed through process group.

View status history — opens a graphical representation of statistics for process groups over time.

View connections → Upstream — allows the user to see and "navigate" to upstream connections coming into a process group.

View connections → Downstream — allows the user to see and "navigate" to downstream connections that come out of the process group.

Center in view — centers the canvas view on the process group.

Group — allows the user to create a new process group containing the selected process group and any other components selected on the canvas.

Download flow definition — allows the user to download the process group flow definition as a JSON file. The file can be used as a backup or imported into the NiFi registry using

the NiFi CLI. There are two options for loading a stream definition:

Without external services — controller services referenced by the selected process group but outside of its scope (for example, services in the parent group) will not be included in

the thread definition as a service.

With external services — controller services that are referenced by the selected process group but not in scope (for example, services in the parent group) will be included in the

flow definition.

Create template — allows the user to create a template from the selected process group. Functionally the same as the  icon on the .

Copy — places a copy of the selected item on the clipboard. The element can then be pasted elsewhere on the canvas by right-clicking on the canvas and selecting Paste.

Functionally the same as the icon  on the .

Empty All Queues — allows the user to empty all queues in the selected process group. All FlowFiles from all connections pending at the time of the request will be removed.

Delete — allows you to delete an element from the canvas. Functionally the same as the icon  on the .

Connecting and disconnecting process groups is similar to individual processors. In this case, before connecting process groups, it is necessary to place the input port and output

port inside the group by moving the appropriate icons from the  to the canvas.

To Table of Contents

Separate processor

Create a processor

Processor management

Connect and disconnect processors

Process group

Create a process group

Process group management

Connect and disconnect a process group

Work with processors is carried out in .NiFi Server interface

Separate processor

Create a processor

toolbar

Restricted processors

Restricted processor types are marked with the icon .

Before a user can create and modify restricted processors, they must be granted access. Hovering over  is displays the specific permissions that are required for a

restricted processor.

Permissions for processor usage

NOTE

For information about authorization in the NiFi service, refer to the following articles:

Authorization in the NiFi user interface

Use Ranger in NiFi

Processor management

сonfigurе Action palette

After creation, the processor is marked with the  icon, which, when hovered over, displays the parameters necessary for the processor to work.

Action palette 

Action palette

Action palette

Action palette

Action palette

Action palette

Connect and disconnect processors

connection parameters

Process group

Create a process group

toolbar

Process group management

сonfigurе Action palette

Action palette 

Action palette

Action palette

Action palette

Action palette

Connect and disconnect a process group

toolbars
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To configure a processor, right-click the processor and select the Configure option from the context menu. The configuration dialog opens with four different tabs, each of which is

described below. After completing the processor setup, it is possible to apply the changes by clicking APPLY, or cancel all changes by clicking CANCEL.

SETTINGS tab

Name — processor name. The default processor name is the same as the processor type. Next to the processor name is an Enabled flag indicating whether the processor is enabled.

Id — the unique processor identifier.

Type — the processor type.

Bundle — the NAR bundle.

Yield Duration — the period of time without a response from the remote service, after which the processor must "yield", which will prevent the processor from being scheduled to run for

some period of time.

Penalty Duration — the period of time during which scheduled processor execution is prevented in case of an error in receiving or sending files to a remote service.

Bulletin Level — the lowest bulletin level that should be displayed in the user interface.

SCHEDULING tab

Scheduling Strategy — the scheduling strategy. Possible options for scheduling components:

Timer driven — the processor will run at regular intervals. The processor startup interval is determined by the Startup Schedule parameter.

CRON driven — when using CRON driven scheduling mode, the processor is scheduled to run periodically, similar to timer driven scheduling mode. However, CRON-managed mode

provides much more flexibility at the cost of increased configuration complexity. The CRON-managed scheduling value is a string of six required fields and one optional field, each

separated by a space.

Concurrent Tasks — determines how many threads will use the processor. In other words, this determines how many FlowFiles should be processed by this processor at the same time.

Run Schedule — determines how often the processor should be scheduled to run. Valid values for this field depend on the selected planning strategy.

Execution — determines which node(s) the processor will be scheduled to execute on.

PROPERTIES tab

The PROPERTIES tab provides a mechanism for customizing the behavior of a particular processor. There are no default properties. Each processor type must determine which

properties make sense for its use case.

Setting processor properties is described in the article .

RELATIONSHIP tab

Automatically Terminate / Retry Relationships:

Automatically Terminate — for a processor to be considered valid and able to run, each relationship defined by the processor must either be connected to a child component or

automatically terminated. If the relationship terminates automatically, any FlowFile routed to that relationship will be removed from the flow and its processing will be considered

complete. Any association that is already associated with a child component cannot be automatically terminated. The relation must first be removed from any connection that uses

it. Also, for any relationship that is selected for auto-completion, the auto-complete status will be cleared (disabled) if the relationship is added to the connection.

Automatically Retry — users can also configure whether or not to retry FlowFiles routed to this link.

Number of Retry Attempts — for relationships configured to retry, this number specifies how many times the FlowFile will try to retry before it is routed to another location.

Retry Back Off Policy — when a FlowFile needs to be retried, the user can configure a retry back policy with two options:

Penalize — retries will occur on time, but the processor will continue to process other FlowFiles.

Yield — no other processing of the FlowFile will be performed until all retries have been made.

Retry Maximum Back Off Period — initial retries are based on the Yield Duration and Penalty Duration specified in the SETTINGS tab. The duration time is doubled many times for each

successive retry attempt. This number specifies the maximum amount of time allowed before the next retry attempt.

COMMENTS tab

The tab simply provides an area for users to include any comments that are appropriate for that component.

GENERAL tab

Process Group Name — the process group name. This name appears at the top of the process group on the canvas, as well as in the breadcrumbs at the bottom of the user interface.

For the root process group (i.e., the highest level group), this is also the name that appears as the title of the browser tab. Note that this information is visible to any other NiFi instance

that remotely connects to that instance (using remote process groups, also known as Site-to-Site).

Process Group Parameter Context — the process group parameter context that is used to provide parameters to flow components. From this drop-down list, the user can select which

settings context should be bound to this process group, and can optionally create a new context to bind to the process group.

Process Group Comments — process group comments. This provides a mechanism for adding any useful information about the process group.

Process Group FlowFile Concurrency — used to control how data is passed to the process group.

Three options are available:

Unbounded — the input ports in a process group will receive data as fast as possible, provided that backpressure does not prevent them from doing so.

Single FlowFile Per Node — the input ports will only pass one FlowFile at a time. Once this FlowFile enters a process group, no additional FlowFiles will be added until all FlowFiles

have left the process group (either by being purged/auto-terminated or exited via exit port).

Single Batch Per Node — the input ports will behave the same as in Single FlowFile Per Node mode, but when receiving a FlowFile, the input ports will continue to receive all data

until all queues feeding the input ports , will not be emptied. At this point, they will no longer contribute data to the process group until all data has finished processing and leaves

the process group.

Process Group Outbound Policy — while the FlowFile Concurrency dictates how data should be delivered to the process group, the outbound policy controls the flow of data out of the

process group. There are two options available:

Stream When Available — data arriving at the output port is immediately streamed from the process group, provided no backpressure is applied.

Batch Output — the output ports will not transmit data from the process group until all data in the process group has been queued at the output port (i.e. no data has left the process

group until processing all data is completed). It doesn’t matter if all data is queued to the same output port, or if some data is queued to output port A and other data is queued to

output port B. Both of these conditions are considered the same in terms of the completion of FlowFile processing.

Default Settings for Connections — the default FlowFile expiration.

Default Back Pressure Object Threshold — the default backpressure object threshold.

Default Back Pressure Data Size Threshold — the default backpressure data size threshold.

CONTROLLER SERVICES tab

The tab displays controller services for data flows.

DETAILS tab

The DETAILS tab provides information about the source and target components, including the name of the component, the type of the component, and the process group the

component is in.

For Relationships — provides the ability to select which relationships should be included in this connection. At least one relationship must be selected. If only one relationship is

available, it is selected automatically.

If multiple connections are added with the same relation, any FlowFile routed to that relation will automatically be "cloned" and a copy of it will be sent to each of those connections.

SETTINGS tab

Name — connection name. Can be left blank.

FlowFile Expiration — the concept that data that cannot be processed in a timely manner can be automatically removed from the flow. This is useful, for example, when the amount of

data is expected to exceed the amount that can be sent to the remote host.

Object Threshold — number of FlowFiles that can be queued before being applied. The default value is 10,000 .

Size Threshold — the maximum amount of data (in size) that must be queued before backpressure is applied. The default value is 1 GB .

Load Balance Strategy — to distribute data in a stream across nodes in a cluster, NiFi offers the following load balancing strategies:

Do not load balance — do not load balance FlowFiles across nodes in the cluster. This is the default value.

Partition by attribute — determines which node to send this FlowFile to, based on the value of the user-specified FlowFile attribute. All FlowFiles with the same attribute value will be

sent to the same node in the cluster. If the destination node is disconnected from the cluster or cannot communicate, no data is sent to the other node. The data will queue up,

waiting for the node to become available again. Also, if a node joins or leaves the cluster, which requires the data to be rebalanced, consistent hashing is applied to avoid

redistributing all data.

Round robin — FlowFiles will be distributed across the nodes in the cluster in a round robin fashion. If a node is disconnected from the cluster or cannot communicate with a node,

data queued for that node will be automatically redistributed to other nodes. If a node cannot receive data as fast as other nodes in the cluster, that node may also be skipped for

one or more iterations to maximize the throughput of data distribution across the cluster.

Single node — all FlowFiles will be sent to one node in the cluster. Which node they are sent to cannot be configured. If a node is disconnected from the cluster or cannot contact the

node, data queued for that node will remain in the queue until the node becomes available again.

The following priorities are available:

FirstInFirstOutPrioritizer — given two FlowFiles, the one that reaches the connection first will be processed first.

NewestFlowFileFirstPrioritizer — given two FlowFiles, the one that is the newest in the dataflow will be processed first.

OldestFlowFileFirstPrioritizer — given two FlowFiles, the one that is the oldest in the dataflow will be processed first. This is the default schema that is used if no priorities are

selected.

PriorityAttributePrioritizer — given two FlowFiles, an attribute called priority  will be retrieved. The one with the lowest priority value will be processed first.

To Table of Contents

Configure a processor

SETTINGS tab

SCHEDULING tab

PROPERTIES tab

RELATIONSHIP tab

COMMENTS tab

Configure process groups

GENERAL tab

CONTROLLER SERVICES tab

Configure connections

DETAILS tab

SETTINGS tab

Configure a processor

CAUTION

After the processor is started, the context menu displayed for the processor contains the View configuration option instead of Configure. The processor

configuration cannot be changed while the processor is running. Before tuning the processor again, you must stop the processor and wait for all of its active

tasks to complete.

Inputting certain characters is not supported and is automatically filtered out as you type. The following characters and any unpaired Unicode surrogate codes

are not preserved in any configuration:

[#x0], [#x1], [#x2], [#x3], [#x4], [#x5], [#x6], [#x7], [#x8], [#xB], [#xC], [#xE], [#xF], [#x10], [#x11], 
[#x12], [#x13], [#x14], [#x15], [#x16], [#x17], [#x18], [#x19], [#x1A], [#x1B], [#x1C], [#x1D], [#x1E], [#x1F], 
[#xFFFE], [#xFFFF]

SETTINGS tab

SCHEDULING tab

PROPERTIES tab

Work with attributes

RELATIONSHIP tab

COMMENTS tab

NOTE

For more information on configuring NiFi processors, see Configuring a processor.

Configure process groups

GENERAL tab

CONTROLLER SERVICES tab

NOTE

For more information on configuring NiFi process groups, refer to Configuring a Process Group.

Configure connections

DETAILS tab

SETTINGS tab

Back Pressure — two configuration items for backpressure:

Prioritization — prioritize data in the queue so that data with a higher priority is processed first. Prioritizers can be dragged from the top (Available prioritizers) to the bottom (Selected

prioritizers). You can select multiple priorities. The priority at the top of the Selected prioritizers list has the highest priority. If two FlowFiles have the same value according to this

prioritizer, the second prioritizer will determine which FlowFile to process first, and so on. If a prioritizer is no longer needed, it can be dragged from the Selected prioritizers list to the

Available prioritizers list.

NOTE

For more information on configuring NiFi processor connections, see Connecting Components.
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All data in Apache NiFi is represented by an abstraction called FlowFile. A FlowFile has two main parts: content and attributes. Information about the FlowFile is available by clicking the

 icon on the List queue page of the  context menu.

FlowFile Data

FlowFile attributes

For a complete list of core attributes, see FlowFile in the NiFi Developer Guide.

FlowFile attributes can be retrieved and used as processor properties when configuring flows in the NiFi interface.

During , the PROPERTIES tab displays processor properties.

The Property column contains the name of the parameter. The Value column indicates the value of the parameter. Depending on the values allowed for the property, the Value column

either provides the user with a drop-down list from which to select a value, or provides a text area for entering a value.

Processor properties

For parameters with a text area for entering values, the following forms of entering a value are available:

directly;

using parameters defined via the parameters context;

using variables set via Expression Language;

using parameters along with Expression Language (see Parameters and Expression Language).

Enter parameter value

Parameters have the following advantages over variables:

support for confidential values;

more detailed control over access policies;

properties that refer to parameters are checked against the replaced value, unlike most properties that refer to variables using an Expression language.

Flow property values, including sensitive properties, can be parameterized using parameters. Parameters are created in the Parameter Contexts window of the 

. Parameter contexts are globally defined for each NiFi instance. Access policies can be applied to parameter contexts to determine which users can create them.

Any property can be configured to refer to a parameter with the following conditions:

A private property can only refer to a private parameter.

A non-private property can only refer to a non-private parameter.

Properties that refer to controller services cannot use parameters.

Parameters cannot be referenced in reporting tasks or management controller services.

To create a parameter context, you need to:

1. Via  open Parameter Contexts window.

2. Click + to create the parameter context.

3. On the SETTINGS tab of the Add Parameter Context window that opens, enter the name and description of the parameter context.

Parameter context creation

4. Click APPLY.

As a result, the created parameter context is displayed in the Parameter Contexts window.

Created parameter context

To create a new parameter in a parameter context, do the following:

1. 

Open the created parameter context for editing by clicking on the edit icon  in the parameter context line.

2. On the PARAMETERS tab, click + to create a parameter.

3. In the Add Parameter window that opens, fill in the fields for the parameter:

Name — the name that is used to designate the parameter. Only alphanumeric characters, hyphens, underscores, periods, and spaces are allowed.

Value — the value that will be used when referring to the parameter. If the parameter uses an Expression language, it is important to note that the Expression language will be

evaluated in the context of the component that references the parameter. See  for more information about using Expression language in parameters.

Set empty string — check this box to explicitly set the value of the parameter to an empty string. Not checked by default. If the checkbox is checked but the value is set, the

checkbox is ignored.

Sensitive Value — set to Yes  if the parameter value should be considered sensitive. If the setting is private, the setting’s value will not be displayed in the user interface after

it is applied. The default value is No . Confidential parameters can only be referenced by confidential properties, and non-confidential parameters can only be referenced by

non-confidential properties. Once a setting has been created, its sensitivity value cannot be changed.

Description — parameter description. This field is optional.

Create parameter

4. Click APPLY.

As a result, an information window for updating or creating a parameter opens. To check all components that refer to added or changed parameters, the following operations are

performed: stopping or restarting dependent processors, disabling or re-enabling dependent controller services, updating the parameter context.

Information window

5. Click CLOSE. As a result, the created parameter is displayed in the Update Parameter Context window.

Created parameter

In order to propagate the created parameter context to a process group, do the following:

1. On a free field, right-click to open the context menu and select the Configure command.

2. In the NiFi Flow Configuration window that opens, on the GENERAL tab, for the Process Group Parameter Context parameter, select the required parameter context in the pop-up

list.

3. Click APPLY.

Enable parameter context for a process group

In order to apply the created parameter from the selected parameter context for a specific processor, do the following:

1. On the selected processor, right-click to open the context menu and select the Configure command.

2. On the PROPERTIES tab, select the required parameter and in the opened window enter the parameter value in the form #{name} , where name  is the name entered when

creating the parameter in the parameters context.

Apply the created parameter
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3. Click OK.

In case of successful application of the parameter, the icon  appears in the last column of the assigned property. When clicked, the icon goes to the Update Parameter Context

page, where this parameter is available to change.

Created parameter on the PROPERTIES tab

Update Parameter Context

When clicking on the icon , each parameter can also be written to the given parameter context.

Writing a parameter from the available processor properties

On the PARAMETERS tab of the Parameter Contexts window for the selected parameter, the Referencing Components line displays the names of all processors that use this parameter.

Dependent components

Variables are created and configured in the NiFi user interface. They can be used in any realm that supports Expression Language. Variables cannot be used for sensitive properties.

NiFi automatically picks up new or changed variables. Variables are defined at the process group level, so the access policies for viewing and modifying variables are derived from the

process group access policies.

To create a variable, do the following:

1. On a free field, right-click to call the context menu and select the Variables command.

2. In the window that opens, click + to create a variable.

3. Enter variable name.

4. Click OK.

Creating a variable

5. Enter the value of the variable.

Variable value entry

6. Click OK.

7. In the Variables window, click APPLY. As a result, an information window for updating or creating a variable opens.

Information window

In order to apply the created variable for a specific processor, do the following:

1. On the selected processor, right-click to open the context menu and select the Configure command.

2. On the PROPERTIES tab, select the required parameter and in the opened window enter the parameter value in the form ${name} , where name  is the name entered when

creating the variable.

Apply the created parameter

Expression Language functions

With the help of various Expression Language functions it is possible to manipulate the value of variables. Some functions provide string (text) manipulation, such as the

toUpper  function. Others, such as the equals  and match  functions, provide comparison functionality. There are also functions for manipulating dates and times and

for performing mathematical operations.

Using the necessary expression structure it is possible, for example, to return an uppercase version of a filename by calling the toUpper  function:

${filename:toUpper()} . In this case, the filename attribute is referenced and then manipulated with the value using the toUpper  function.

A function call consists of 5 elements:

Function call separator : .

Function name, in this case toUpper .

Opening bracket ( .

Function arguments. The required arguments depend on which function is being called. In this example, we are using the toUpper  function, which has no

arguments, so this element is omitted.

The closing bracket )  indicates the end of a function call.

3. After entering the function for the variable, click OK in the property value input window and APPLY on the PROPERTIES tab in the Configure window of the processor.

In the Variables window for the selected variable, the Referencing Components line displays the names of all processors that use this parameter.

Dependent сomponents

When adding a parameter that uses an Expression language, it is important to understand the context in which the Expression language will be evaluated. The Expression is always

evaluated in the context of the processor or controller service that refers to the parameter. Take, for example, a scenario where a parameter named Time  has a value of ${now()} .

The result of the Expression language is a call to determine the system time when it is evaluated. When you add the Time  parameter as a property, the system time is not evaluated

when the parameter is added, but when the Expression is evaluated by the processor or controller service. That is, if the processor has a property set to #{Time} , it will behave

exactly as if the property had been set to ${now()} . Each time the property is referenced, it creates a different timestamp.

In addition, some properties do not allow the use of an Expression language, while others allow the use of an Expression language but do not evaluate Expressions on the FlowFile

attributes. To understand how this works, consider a parameter named File, whose value is ${filename} . Then consider three different properties, each with a different Expression

language scope and a FlowFile with a file name of test.txt. If each of these properties is set to #{File} , the resulting value is shown in the following table.

Customized property value Expression language scope Property effective value Notes

#{File} FlowFile Attributes test.txt The filename is resolved by

looking at the filename attribute

Variable registry only Empty string FlowFile attributes are out of

scope and we are assuming there

is no variable named filename
in the variable registry

No ${filename} The literal text ${filename}
will not be evaluated

To Table of Contents

FlowFile attributes

Processor properties

Parameters

Create a parameter context

Create parameters in the parameter context

Work with the parameter context in the NiFi server interface

Check dependent components

Variables

Create a variable

Use variables in processor properties via Expression Language

Check dependent components

Parameters using Expression Language

FlowFile attributes
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Processor properties

processor сonfiguring

The upper part of the value entry window indicates whether Expression Language (EL) and Parameters (PARAM) are supported for entering the value of a particular property of this

processor.

Parameters

NiFi Server interface

global menu

Create a parameter context

NiFi Server interface global menu

Create parameters in the parameter context

NOTE

You can both create parameters when creating a parameter context, and add parameters to an already created parameter context.

below

Work with the parameter context in the NiFi server interface

Check dependent components

Variables

Create a variable

Use variables in processor properties via Expression Language

NOTE

Variables in a child process group override values in the parent process group. In particular, if a variable is set in the root group and also gets a different value

within the process group, then the components within the process group use the value defined directly in the process group itself.

Check dependent components

CAUTION

When creating custom properties, ensure that each custom property contains a distinct property value so that it is not overridden by existing environment

properties, system properties, or FlowFile attributes.

Parameters using Expression Language
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Templates are managed in the Templates window, which opens when you click the menu item of the same name in the  window. This window

contains all the templates that can be used in this instance of NiFi.

Possible actions on templates in the Templates window:

filter templates by name or description;

export a template as an XML file;

delete a template.

The Templates window in the global menu

There are two ways to add a template to the list of templates:

create a template in the current instance of NiFi;

import a template as an XML file exported in another NiFi instance.

The template is created in the following sequence:

1. On the canvas, select the сomponents that should be part of the template. Multiple items can be selected by holding down the Shift  key.

Selected сomponents

2. 

Click the icon  on the  or the Create Template item in the context menu called by the right mouse button.

3. In the window that opens, enter the name of the template and, if necessary, its description.

Create a template

4. Click CREATE and get a message about the successful creation of the template.

The template is created

After being created, the template appears in the list in the Templates window.

After the template appears in the list of the Templates window, it is possible to save this template as an XML file. To do this, in the line with the selected template, click the icon .

After loading the <template_name>.xml file, you can view its XML representation.

Template as an XML file

A template saved as an XML file can be imported into any NiFi process group where the user has the appropriate permissions.

The template is imported in the following sequence:

1. 

Click the icon  on  or the Upload Template item in the context menu called by the right mouse button.

2. 

In the window that opens, click the icon .

Load a template

3. Select a template and click Select.

Select a template

4. Make sure the correct template is selected and click UPLOAD.

Load the template

5. Receive a message about the successful loading of the template.

The template is loaded

After import, the template appears in the Templates window list.

After being created or imported, the template is ready to be used on the canvas.

Creating a group of сomponents on the canvas using a template is performed in the following sequence:

1. 

Move icon from the  to the canvas.

Create a group of сomponents using a template

2. In the window that opens, select a template from the list.

Select a template from the list

3. Click ADD.

As a result, a group of сomponents is created on the canvas in accordance with the selected template. The top left part of the template is placed in the same area where the template

icon was moved from the toolbar. After being created, the group remains selected to be moved to the right place on the canvas or deleted if necessary.

Group of сomponents created from template

Сomponents created using a template are used in the flow in the same way as сomponents created directly from the toolbar.

To Table of Contents

Manage templates

Create a template

Export the created template as an XML file

Import template

Use a template

Templates in the  are used when it is necessary to create several typical identical sections in a large flow scheme. Using a template, it is possible to group basic

components created with .

NiFi Server interface

toolbar

Manage templates

global menu of the NiFi Server interface

Create a template

Action Palette

NOTE

If you start creating a template by clicking an empty area in the canvas (inside the process group) without selecting сomponents, the template will contain all the

сomponents of the current process group (present on this canvas).

Export the created template as an XML file

Import template

Action Palette

Use a template

toolbar
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General system status information is provided on .

A summary of data on the operation of all system components is presented in the Summary window, which opens when you click the menu item of the same name in the 

.

The summary provides information about all core components created with  in a table format.

Window Summary of the global menu

Information about the selected component can be obtained by clicking on the corresponding icon:

 — provides basic information about the component. The data of the window repeats the data of the Configure window, which opens when you click the menu item in the

context menu called by the right mouse button.

Processor information

 — provides basic data on the operation of each cluster host. This icon is only available for a multi-host cluster.

Information about the operation of the cluster hosts

 — displays state statistics for the selected component.

Statistics of states for the processor

The left side provides the following information:

Type — the component type.

Id — the identifier of the component for which statistics are displayed.

Group Id — the identifier of the process group in which the component resides.

Name — the name of the component for which statistics are displayed.

Start — the earliest time shown on the chart.

End — the last time shown on the chart.

Min/Max/Mean — the minimum, maximum, and average (arithmetic mean or average) values. These values   are based only on the selected time range if any time range is

selected. Each node is displayed in its own color.

On the right side are:

Dropdown list of different types of metrics displayed in the charts below.

Enlarged top graph for easier reading. In the lower right corner of this graph is a small handle that can be dragged to resize the graph.

Lower graph, which provides the ability to select the time range to be displayed on the upper graph.

The Summary window uses the following elements to navigate and simplify the use of data:

The filter at the top of the table allows users to filter the contents of the pivot table by entering all or part of some criteria such as processor type or processor name.

 — allows you to update the displayed information without closing the dialog box and opening it again. The information on the page is not updated automatically.

 — closes the Summary page and takes the user directly to the component on the NiFi canvas. This can change the process group the user is currently in.

 — сauses the entire Summary dialog to open on a new browser tab or window. In the window that opens, only data called using the icon  is available for viewing.

Summary window opened on a new tab

To get information about the use of system resources, click on the system diagnostics line in the lower right corner of the Summary window. The window that opens displays summary

information about the system.

System diagnostics

Event counters for each component are presented in the Counters window, which opens when you click the menu item of the same name in the 

.

Event counters

Event bulletins are presented in the Bulletin Board window, which opens when you click the menu item of the same name in the .

Bulletins

The graphical representation of the processor on the canvas includes data about the processor and its operation.

Processor

The information elements are described below using the example of the presented processor:

ConsumeKafka_1_0 — user-defined processor name. By default, the processor name is the same as the processor type. The processor name can be changed via 

on the SETTINGS tab.

ConsumeKafka_1_0 1.18.0 — processor type. This processor is designed to receive messages from Apache Kafka created for the Kafka 1.0 Consumer API.

org.apache.nifi - nifi-kafka-1-0-nar — processor bundle name.

 — indicates that a bulletin has been created for this processor as a result of an event. The bulletin level can be changed via  on the SETTINGS tab. When the

icon is present, hovering the mouse over the icon will display a tooltip explaining the message provided by the processor as well as the bulletin level. If the NiFi instance is grouped,

it will also show the node that issued the newsletter. Bulletins automatically expire after five minutes.

The graphical display of a process group on the canvas includes data about its operation.

Process group

The information elements are described below using the example of the presented process group:

New group — name defined by the user during . The process group name can be changed via  on the GENERAL tab.

 — indicates that a bulletin has been issued for a child process group component.

 — the number of tasks that the components of this process group are currently executing.

5 minute statistics:

Queued — the number of FlowFiles currently queued in the process group. This value is in the following format: <count> (<size>) , where <count>  is the number of

FlowFiles that were retrieved from the queues, and <size>  is the total size of the contents of these FlowFiles, including unit of measure (for example, 15 (20.1 MB) ).

In — the number of FlowFiles that were transferred to the process group through all input ports in the last 5 minutes. This value is in the following format: <number> (<size>)
→ <ports> , where <number>  is the number of FlowFiles that were retrieved from the queues, <size>  is the total size of the contents of these FlowFiles, including the unit,

and <ports>  is the number of input ports.

Read/Write — the total size of the contents of the FlowFile that the components in the process group read from disk and wrote to disk.

Out — the number of FlowFiles that have been transferred from the process group through its output ports in the last 5 minutes. This value is in the following format: <ports>
→ <number> (<size>) , where <ports>  is the number of output ports, <number>  is the number of FlowFiles that were retrieved from the queues, <size>  is the total

size of the contents of these FlowFiles, including the unit.

Status counters for components according to .

The graphical display of a remote process group on the canvas includes data about its operation.

Remote process group

The information elements are described below using the remote process group as an example:

Transfer status indicating whether data transfer is currently enabled between the current and remote NiFi instances. The following indicators are possible:

 — transmission is active, any of the input ports or output ports is currently set to transmit;

 — transmission is inactive, all input ports and output ports that are currently connected have stopped.

NiFi Flow — the name of the NiFi instance reported by the remote instance.

http://10.92.17.231:9090/nifi — the URL of the remote instance pointed to by the remote process group. This URL is entered when adding a group of remote processes to the

canvas and cannot be changed.

security indicator indicating whether communication with the remote NiFi instance is secure:

 — communication is secure, this NiFi instance will not be able to communicate with the remote instance until the remote instance administrator grants access.

 — communication is not secure.

5 minute statistics:

Sent — the number of FlowFiles that were sent. This value is in the following format: <number> (<size>) → <ports> , where <number>  is the number of FlowFiles that

were retrieved from the queues, <size>  is the total size of the contents of these FlowFiles, including the unit, and <ports>  is the number of input ports.

Received — the number of FlowFiles that were received. This value is in the following format: <ports> → <number> (<size>) , where <ports>  is the number of output

ports, <number>  is the number of FlowFiles that were retrieved from the queues, <size>  is the total size of the contents of these FlowFiles, including the unit.

Time when the remote stream was last updated.

It is possible to view queue diagnostics via the context menu.

Queue context menu

View status history — displays status statistics for the queue.

Queue state statistics

List queue — will return 100 FlowFiles in the active queue according to the configured priority.

List FlowFiles

To Table of Contents
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This article describes how the NiFi UI presents information about a flow and its components to monitor its health and state.

Status bar

NiFi Server interface status bar

Summary of the system components

global menu

of the NiFi Server interface

toolbar

Component operation data

Work with component operation data

System diagnostics data

Event counters

global menu of the NiFi Server

interface

Bulletins

global menu of the NiFi Server interface

Processor

processor settings

processor settings

Status indicator showing the current state of the processor. The following indicators are possible:

 — the processor is currently running.

 — the processor is valid and enabled but not running.

 — the processor is enabled but currently invalid and cannot be started. Hovering over this icon will display a tooltip indicating why the processor is invalid.

 — the processor is not running and cannot be started until it is enabled. This status does not indicate whether the processor is valid.

 — the number of tasks that this processor is currently executing. The task limit is configured using the Concurrent Tasks parameter via  on the SCHEDULING

tab.

processor settings

5 minute statistics:

In — the amount of data the processor has retrieved from its incoming connection queues. This value is in the following format: <count> (<size>) , where <count>  is the

number of FlowFiles that were retrieved from the queues, and <size>  is the total size of the contents of these FlowFiles, including unit of measure (for example, 15 (20.1
MB) ).

Read/Write — the total size of the contents of the FlowFile read by the processor from disk and written to disk.

Out — the amount of data that the processor sent to its outgoing connections. This does not include FlowFiles that the Processor deletes itself, or FlowFiles that are redirected to

auto-terminate connections. This value is in the following format: <count> (<size>) , where <count>  is the number of FlowFiles that were retrieved from the queues, and

<size>  is the total size of the contents of these FlowFiles, including unit of measure (for example, 15 (20.1 MB) ).

Tasks/Time — the number of times this processor has been called to run in the last 5 minutes and the amount of time these tasks have taken.

Process group

process group creation process group settings

status bar in the NiFi Server interface

Remote process group

Queue

NOTE

For more information about monitoring in the Apache NiFi user interface, see Monitoring of DataFlow.
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The NiFi Expression Language always starts with a start delimiter ${  and ends with an end delimiter } . Between the start and end delimiters is the text of the expression itself. In its

simplest form, an expression can only consist of an attribute name. For example, ${topic.name}  will return the value of the topic name attribute.

To manipulate the value of an attribute, variable, or parameter, the Expression Language uses various functions.

You can replace part of an attribute’s value by calling the replace function —  ${topic.name:replace('1', '2')} . In this case, we refer to the topic name attribute, and then

change the value of this attribute from 1  to 2 .

When a function call is made on an attribute, the attribute is the subject on which the function operates. It is possible to combine multiple function calls, where the return value of the

first function becomes the subject of the second function, and its return value becomes the subject of the third function, and so on. There is no limit to the number of functions that can

be linked together.

Function call structure

A function call consists of 5 elements:

Function call separator : .

The name of the function, in this case replace .

Opening parenthesis ( .

Function arguments. The required arguments depend on which function is being called. The example above uses the arguments:

1  — the text to be replaced;;

2  — replacement text.

The closing parenthesis )  indicates the end of a function call.

Any FlowFile attribute can be referenced using an expression language. However, if the attribute name contains a "special character", the attribute name must be escaped by enclosing

it in quotation marks. The following characters are considered "special characters" —  $ , | , { , } , ( , ) , [ , ] , , , : , ; , / , * , ' , space, \t , \r , \n .

In addition, a number is considered a "special character" if it is the first character of an attribute name. If any of these special characters are present in an attribute, it is enclosed in

single or double quotes.

There are also some functions that assume the absence of a subject. These functions are called by a simple function call at the beginning of an expression, such as

${hostname()} . Attempting to evaluate a function with a subject will result in an error.

When using an Expression Language to refer to a property by name, there is a specific hierarchy in which NiFi will look for the value.

The current hierarchy in NiFi looks like this:

1. Finding a FlowFile for an attribute/key.

2. Finding Process Group Variables for an attribute/key.

3. Finding a file in the File Registry for an attribute/key.

4. Finding NiFi JVM Properties for an attribute/key.

5. Finding system environment variables for an attribute/key.

NiFi will search and return the first occurrence of the matching property. If no matching property is found, null  is returned.

Setting the value of processor properties is more convenient when using the Expression Language editor. As soon as the expression starts with ${ , the editor starts to highlight the

parentheses and curly braces so that the user can easily tell which open brace or curly brace matches which close brace or curly brace.

Bracket selection

The editor also provides context-sensitive help, showing a list of all functions that can be used at the current cursor position. To activate this feature, press Ctrl+Space .

Context sensitive help

The user can also type part of a function name and then press Ctrl+Space  to see all available functions that start with the same prefix:

replace

replaceAll

replaceEmpty

replaceFirst

replaceNull

Quick function selection

If you continue typing, you can narrow down the displayed functions. You can also select one of the functions from the list by double-clicking it or using the arrow keys to highlight the

desired function and press Enter .

Each function subject value, argument value, and function return value has a specific data type. The type of the function subject (Subject Type), the type of arguments (Arguments), if

any, or the return type of the function (Return Type), are specified in the description of each of functions.

The Expression Language supports four different data types:

String  — a sequence of characters that can be numbers, letters, spaces, and special characters.

Number — an integer consisting of one or more digits (from 0 to 9). When converted to numbers from the Date data types, they are represented as the number of milliseconds since

midnight GMT on January 1, 1970.

Decimal — a numeric value that can support decimal and larger values   with minimal loss of precision. More precisely, it is 64-bit IEEE 754 double-precision floating point.

Date — an object that contains the date and time. Using the Date Manipulation  and Type Coercion  functions, this data type can be converted to/from strings and

numbers.

Boolean — a boolean value that can be either true  or false .

After evaluating the Expression Language functions, all attributes are stored as type String.

Expression Language is widely used in the  to set processor properties. Not all processor properties support Expression Language. Information about whether the

Expression Language is supported for this processor property is indicated at the  under  on the PROPERTIES tab.

Also, when you click on the  icon next to the property name, you can see which scope for the Expression Language is supported:

NONE — Expression Language is not supported for this property.

VARIABLE_REGISTRY — Expression Language is supported for this property at the  level. In this case, the search for a variable is performed hierarchically:

Variables are defined at the process group level, and then, recursively, up to the higher process group level up to the root process group.

Variables defined in custom properties files via the nifi.variable.registry.properties  property in the nifi.properties file.

Environment variables defined at the JVM level and system properties.

FLOWFILE_ATTRIBUTES —   of each individual FlowFile, as well as  can be used for Expression Language.

For the PublishKafka processor, only  can be used when setting the Kafka Brokers property.

Scope for Expression Language

By creating a kafka.broker  variable with the kafka-1.ru-central1.internal:9092  value, this value can be manipulated by setting the   kafka-2.ru-
central1.internal:9092 , kafka-3.ru-central1.internal:9092  values and so on, as described by . An expression to replace part of a variable’s value looks like

this:

Specifying multiple values   with replacement of part of the text

Further, setting the following Topic Name property for the PublishKafka processor, you can see that this property allows the use of .

Scope for Expression Language

Scope for Expression Language

For this property, you can set the value of the FlowFile attribute filename  and append the current time value to it using the now function with the format function.

The expression looks like this:

File name using the current time as the topic name

Then, if the value of the filename  attribute in the given FlowFile is datafile , the PublishKafka processor publishes the data in the topic datafile_12.26.14 , where

12.26.14  is the publication time of the topic in the format "HH.mm.ss", in the timezone "GMT+3".

The Topic Name property of the PublishKafka processor can be configured via a . If you create the topic  parameter with the value ${filename}  and the time
parameter with the value ${now():format("HH.mm.ss", "GMT+3")}  in the parameter context, you can apply these parameters as a property.

The expression looks like this:

File name using the current time as the topic name

Then, if the value of the filename  attribute in the given FlowFile is datafile , the PublishKafka processor publishes the data to the topic datafile_12.26.14 , as in the

previous example.

To Table of Contents
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Use Expression Language when working with processors

Variable reference example
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The NiFi Expression Language allows you to manipulate values of  when setting  of processors.

Expression Language can also be used:

when using a reference to the ;

as the value of a parameter created in the .

FlowFile attributes properties

variable

parameter context

Expression Language structure

Expression Language hierarchy

Expression Language editor

Data types for Expression Language

Use Expression Language when working with processors

NiFi Server interface

top of the window for entering a value processor settings

variables

attributes variables

Variable reference example

variables

above

${kafka․broker:replace('1', '2')}

NOTE

Replacement of symbols can be used with a large number of Kafka brokers with hostnames that differ by a few symbols. When creating new processors, using

one or more character substitutions, you can set the value of Kafka brokers without having to write the broker name manually, enter each Kafka broker in a

parameter context or as a variable.

FlowFile attribute reference example

FlowFile attributes

CAUTION

When using an Expression Language in the properties of the PublishKafka processor, consider the following:

To automatically create a topic, enable the auto.create.topics.enable parameter in the server.properties group when  the Kafka service.

The topic name can include alphanumeric characters (including ASCII), as well as the characters . , _ , and - . Any other characters will generate an error

and a bulletin.

configuring

${filename}_${now():format("HH․mm․ss", "GMT+3")}

NOTE

The file name with the current time as the topic name can be used when it is necessary to publish data from a FlowFile created from a frequently overwritten local

file to Kafka topics.

Example of a parameter value in a parameter context

parameter context

#{topic}_#{time}
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Once the NiFi service is installed, all sensitive plaintext values   for the NiFi Server and NiFi Registry components are replaced with encrypted values   in the following configuration files:

nifi.properties

authorizers.xml

login-identity-providers.xml

nifi-registry.properties

Encryption is performed automatically by ADCM using the encrypt-config tool, which reads plaintext-sensitive configuration values   from files, queries the root key, and encrypts each

value (replaces plain values   with a protected value in the same file).

The default encryption algorithm used is 128/256-bit AES/GCM.

The root key is generated from the password specified in the Nifi config encryption password configuration parameter and written to the bootstrap.conf file by the encryption command

to save and provide security scheme configuration when needed.

The bootstrap.conf file should only be granted read permissions to the user who can execute it (user nifi , user in the nifi  group, or root ).

Encryption for the NiFi service is supported for the following operations:

Enable  and authorization using  or  — in this case, all new confidential data is written to configuration files in the encrypted form.

Enable the  action — this uses the existing password to encrypt sensitive data in configuration files on the new host (or multiple hosts).

If you need to change a password, do the following:

1. On the  page of the NiFi service, for the Nifi config encryption password parameter enter a new password and save the configuration by clicking Save.

Changing the encryption password for NiFi configuration parameters

2. 

Restart the NiFi service. To do this, apply the action  by clicking on the in the Actions column.

The table below shows which parameters in NiFi configuration files are encrypted.

Component Configuration file Parameter Default value Encrypte

d

NiFi Server nifi.properties nifi.sensitive.props.key mysensetivekey +

nifi.security.keystorePasswd  —  +

nifi.security.keyPasswd  —  +

nifi.security.truststorePasswd  —  +

nifi_cli.properties keystorePasswd  —   — 

keyPasswd  —   — 

truststorePasswd  —   — 

login-identity-

providers.xml

Manager Password  —  +

TLS - Keystore Password  —  +

TLS - Truststore Password  —  +

authorizers.xml Manager Password  —  +

TLS - Keystore Password  —  +

TLS - Truststore Password  —  +

NiFi Registry nifi-registry.properties nifi.registry.security.keystorePasswd  —  +

nifi.registry.security.keyPasswd  —  +

nifi.security.truststorePasswd  —  +

nifi.registry.db.password nifireg +

To Table of Contents
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Encrypt new data when using the service
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CAUTION

The password must be at least 12 characters long and can contain letters, numbers, and punctuation.

Restart

Encrypted sensitive data in NiFi configuration files

CAUTION

The parameter table is for informational purposes only. It is not recommended to make changes to configuration files.
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All components exist within a process group. When a user initially navigates to the  page, they are placed in the Root Process Group.

To work with NiFi via the REST API, you should use the root process group identifier ( "id" ) in the path of some REST requests (endpoint). That identifier can be found by running the

request:

The response to the request displays the parameters of the root process group, including the identifier ( "id" ).

Root Process Group parameters

To create a processor, use the POST/process-groups/{id}/processors  request form.

Below are the queries for creating processors. At the endpoint of the request, the  identifier ( "id" ) is indicated, and the processor parameters are indicated in the

body of the request in JSON format.

The parameters in the request body are entered in the format suggested by the ProcessorEntity link for this request on the /nifi-api page .

Parameters for creating a processor

Some processor parameters are described below:

"revision" :

"version"  — version number from which the version counting for the processor will begin.

"component" :

"name" , "type" , "bundle"  — parameters unique for each processor type. These parameters can be found by querying all available processors for the current version of

NiFi:

"state"  — state of the processor when created.

"config"  — processor configuration parameters ( "properties" ), different from default values   (configuration parameters are described in the documentation of each

processor, for example PublishKafka_2_6).

"autoTerminatedRelationships"  — parameter set for the last processor in the pair. For more information, see .

The response to a processor creation request contains the identifier of the created processor ( "id" ) and other processor parameters.

Parameters of the created processor

To create a connection, use the POST/process-groups/{id}/connections  request form.

Below is a query to create a connection. The endpoint specifies the  identifier ( "id" ), and the parameters are specified in the body of the request in JSON format.

Creating a connection between processors

The parameters in the request body are entered in the format suggested by the ConnectionEntity link for this request on the /nifi-api page.

Parameters for creating a connection

Some connection parameters are described below:

"revision" :

"version"  — version number from which the version count for the connection will begin.

"component" :

"source"  — parameters of the source processor obtained when creating the  processor.

"destination"  — parameters of the destination processor received when creating the  processor.

"name"  — connection name.

"selectedRelationships"  — parameter that defines the relationship between the source and target components. For more information, see .

The response to a connection creation request contains the identifier of the created connection ( "id" ) and other connection parameters.

Parameters of the created connection

Once created, all processors and connections are displayed on the  page.

Created components showing in NiFi UI

All components placed in a process group have a unique version number ( "version" ), which is used in all requests when managing components. The version number is

incremented after any changes are made to the component. The processor version number can be obtained upon request by specifying the processor identifier ( "id" ):

A list and parameters of all processors located in a process group, including identifiers ( "id" ) and current versions ( "version" ), can be obtained upon request by

specifying the process group identifier ( "id" ):

To start the processor, use the PUT/processors/{id}/run-status  request form.

Below is the query to start the processor. The endpoint specifies the processor identifier ( "id" ), obtained during , the body of the request in JSON format specifies

the "RUNNING"  status and the current version of the processor.

The parameters in the request body are entered in the format suggested by the ProcessorRunStatusEntity link for this request on the /nifi-api page.

Parameters for starting the processor

The response to the request contains a new version number ( "version": 5 ), a new status ( "runStatus": "Running" ), and other processor parameters.

To create a list of Flowfiles that are in the connection queue, use the POST/flowfile-queues/{id}/listing-requests  request form.

Below is a request to create a Flowfiles list. The endpoint specifies the connection identifier ( "id" ) obtained during .

The response contains the request identifier ( "id" ), by which you can .

Request parameters

To get the created list of Flowfiles, use the GET/flowfile-queues/{id}/listing-requests/{listing-request-id}  request form.

Below is a request to get the created list of Flowfiles. The endpoint specifies the connection identifier ( "id" ) obtained during  and the request identifier ( "id" ),

obtained during .

The response to the request contains the request parameters and a list of Flowfiles that are in the queue at the time of the request, with identifiers ( "uuid" ).

Flowfiles list

To get Flowfile parameters and attributes, use the GET/flowfile-queues/{id}/flowfiles/{flowfile-uuid}  request form.

Below is a request for Flowfile parameters and attributes. The endpoint specifies the connection identifier ( "id" ) obtained from  and the Flowfile identifier

( "uuid" ) obtained from .

The response to the request contains the parameters and attributes of the Flowfile.

Flowfile parameters and attributes

To view the Flowfile contents, use the GET/flowfile-queues/{id}/flowfiles/{flowfile-uuid}/content  request form.

Below is the Flowfile content request. The endpoint specifies the connection identifier ( "id" ) obtained from  and the Flowfile identifier ( "uuid" ) obtained from

.

The response displays the contents of the Flowfile — the text specified as the value of the "generate-ff-custom-text"  parameter when creating the 

processor.

Similar to , to stop the processor, use the PUT/processors/{id}/run-status  request form. Below is a request to stop the processor. The endpoint specifies

the processor identifier ( "id" ), obtained during , the body of the request in JSON format specifies the status "STOPPED"  and the current version of the

processor.

The response to the request contains a new version number ( "version": 24 ), a new status ( "runStatus": ""Stopped" ), and other processor parameters.

To terminate the processor (delete all threads and active tasks), use the DELETE/processors/{id}/threads  request form. Terminate can only be performed after a complete

.

Below is the request to shutdown the processor. The endpoint specifies the processor identifier ( "id" ) obtained during .

The response to the request contains the new version number ( "version": 24 ) and other processor parameters.

After  is configured, connection to NiFi via REST API is performed only after user authorization. Immediately after authentication is configured, authorization can only be

performed for NiFi Initial Admin  — the primary administrator user. To authorize, you need to get a special key (token) and use it in each NiFi REST API request.

To get a token, run the command:

where:

<ldap-user>  — user registered in Active Directory.

<ldap-password>  — password with which the user is registered in Active Directory.

The result is a token containing the user’s data in encrypted form, for example:

Next, to authorize the user, in each NiFi REST API request you need to use the received token in the -H 'Authorization: Bearer <token>'  header.

For example, the request for  by an authorized user looks like this:
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This article describes how to use  to create and manage a simple sequence of NiFi processors using the command line tool cURL.

The following examples of using the NiFi Rest API are described below:

1. :

GenerateFlowFile — for generating a FlowFile that consists of random data of a given size or user-defined data.

PublishKafka_2_6 — for publishing messages to a Kafka topic.

2. .

3. .

4. .

5. .

6. .

The following prerequisites are met:

The ADS cluster was installed according to the  guide.

In the ADS cluster the following services were  and : NiFi (on the sov-test-1.ru-central1.internal host) and Kafka (on the sov-test-2.ru-central1.internal host).

To automatically create a Kafka topic, the auto.create.topics.enable parameter is enabled in the server.properties group when  the Kafka service.

From the host on which REST requests are generated, there is an access to the 9090  port of the sov-test-1.ru-central1.internal host.

On the host where REST requests are generated, the ./jq utility is installed to display JSON-format responses in a human-readable form.

Before executing the  example,  of a user who has an account in Active Directory is additionally configured on the ADS cluster.

NiFi REST API

Create processors

Create a connection between processors

Run processors

Get parameters, attributes of Flowfile, view Flowfile contents

Stop and terminate processors

User authorization

Online installation

added installed

NOTE

The examples described below use the ADS cluster version 3.3.2.1.b1 and the corresponding versions of the NiFi (1.20.0) and Kafka (3.3.2) services.

configuring

User authorization authentication

NiFi Root Process Group

NiFi UI

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/flow/process-groups/root |jq

{
  "permissions": {
    "canRead": true,
    "canWrite": true
  },
  "processGroupFlow": {
    "id": "4410f0eb-018c-1000-9096-472c6e6db150",
    "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/flow/process-groups/4410f0eb-018c-1000-9096-472c6e6db150",
    "breadcrumb": {
      "id": "4410f0eb-018c-1000-9096-472c6e6db150",
      "permissions": {
        "canRead": true,
        "canWrite": true
      },
      "breadcrumb": {
        "id": "4410f0eb-018c-1000-9096-472c6e6db150",
        "name": "NiFi Flow"
      }
    },
    "flow": {
      "processGroups": [],
      "remoteProcessGroups": [],
      "processors": [],
      "inputPorts": [],
      "outputPorts": [],
      "connections": [],
      "labels": [],
      "funnels": []
    },
    "lastRefreshed": "19:32:09 UTC"
  }
}

Create processors using NiFi REST API

root process group

Create the GenerateFlowFile processor

$ curl -X POST \
  httр://sov-test-1․ru-central1․internal:9090/nifi-api/process-groups/4410f0eb-018c-1000-9096-472c6e6db150/processors \
  -H 'Content-Type: application/json' \
  -d  '{ \
    "revision": { \
        "version": 0 \
    }, \
     "component": { \
        "parentGroupId": "4410f0eb-018c-1000-9096-472c6e6db150", \
        "position": { \
            "x": 200, \
            "y": 0 \
        }, \
        "name": "GenerateFlowFile", \
        "type": "org․apache․nifi․processors․standard․GenerateFlowFile", \
        "bundle": { \
            "group": "org․apache․nifi", \
            "artifact": "nifi-standard-nar", \
            "version": "1․20․0" \
        }, \
        "state": "STOPPED", \
        "config": { \
            "properties": { \
                "File Size": "0B", \
                "Batch Size": "1", \
                "Data Format": "Text", \
                "Unique FlowFiles": "false", \
                "generate-ff-custom-text": "my custom message", \
                "character-set": "UTF-8", \
                "mime-type": null \
            } \
        } \
    } \
}' |jq

Create the PublishKafka_2_6 processor

$ curl -X POST \
  httр://sov-test-1․ru-central1․internal:9090/nifi-api/process-groups/4410f0eb-018c-1000-9096-472c6e6db150/processors \
  -H 'Content-Type: application/json' \
  -d  '{ \
    "revision": { \
        "version": 0 \
    }, \
    "component": { \
        "parentGroupId": "4410f0eb-018c-1000-9096-472c6e6db150", \
        "position": { \
            "x": 200, \
            "y": 400 \
        }, \
        "name": "PublishKafka_2_6", \
        "type": "org․apache․nifi․processors․kafka․pubsub․PublishKafka_2_6", \
        "bundle": { \
        "group": "org․apache․nifi", \
        "artifact": "nifi-kafka-2-6-nar", \
        "version": "1․20․0" \
        }, \
        "state": "STOPPED", \
        "config": { \
            "properties": { \
                "bootstrap․servers": "sov-test-2․ru-central1․internal:9092", \
                "topic": "my_new_topic" \
            }, \
         "autoTerminatedRelationships":["success","failure"] \
         } \
    } \
}' |jq

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/flow/processor-types

RELATIONSHIPS tabs

{
  "revision": {
    "version": 1,
    "lastModifier": "anonymous"
  },
  "id": "5f46b4af-018c-1000-f339-ca645d27debf",
  "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/processors/5f46b4af-018c-1000-f339-ca645d27debf",
  "position": {
    "x": 200,
    "y": 0
  },
  "permissions": {
    "canRead": true,
    "canWrite": true
  },
  "bulletins": [],
  "component": {
    "id": "5f46b4af-018c-1000-f339-ca645d27debf",
    "parentGroupId": "4410f0eb-018c-1000-9096-472c6e6db150",
    "position": {
      "x": 200,
      "y": 0
    },
    "name": "GenerateFlowFile",
    "type": "org․apache․nifi․processors․standard․GenerateFlowFile",
    "bundle": {
      "group": "org․apache․nifi",
      "artifact": "nifi-standard-nar",
      "version": "1․20․0"
    },
    "state": "STOPPED",
    "style": {},
    "relationships": [
      {
        "name": "success",
        "description": "",
        "autoTerminate": false,
        "retry": false
      }
    ],
    "supportsParallelProcessing": true,
    "supportsEventDriven": false,
    "supportsBatching": true,
    "supportsSensitiveDynamicProperties": false,
    "persistsState": false,
    "restricted": false,
    "deprecated": false,
    "executionNodeRestricted": false,
    "multipleVersionsAvailable": false,
    "inputRequirement": "INPUT_FORBIDDEN",
    "config": {
      "properties": {
        "File Size": "0B",
        "Batch Size": "1",
        "Data Format": "Text",
        "Unique FlowFiles": "false",
        "generate-ff-custom-text": "my custom message",
        "character-set": "UTF-8",
        "mime-type": null
      },
      "descriptors": {
        "File Size": {
          "name": "File Size",
          "displayName": "File Size",
          "description": "The size of the file that will be used",
          "defaultValue": "0B",
          "required": true,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": false,
          "expressionLanguageScope": "Not Supported",
          "dependencies": []
        },
        "Batch Size": {
          "name": "Batch Size",
          "displayName": "Batch Size",
          "description": "The number of FlowFiles to be transferred in each invocation",
          "defaultValue": "1",
          "required": true,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": false,
          "expressionLanguageScope": "Not Supported",
          "dependencies": []
        },
        "Data Format": {
          "name": "Data Format",
          "displayName": "Data Format",
          "description": "Specifies whether the data should be Text or Binary",
          "defaultValue": "Text",
          "allowableValues": [
            {
              "allowableValue": {
                "displayName": "Binary",
                "value": "Binary"
              },
              "canRead": true
            },
            {
              "allowableValue": {
                "displayName": "Text",
                "value": "Text"
              },
              "canRead": true
            }
          ],
          "required": true,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": false,
          "expressionLanguageScope": "Not Supported",
          "dependencies": []
        },
        "Unique FlowFiles": {
          "name": "Unique FlowFiles",
          "displayName": "Unique FlowFiles",
          "description": "If true, each FlowFile that is generated will be unique․ If false, a random value will be generated 
and all FlowFiles will get the same content but this offers much higher throughput",
          "defaultValue": "false",
          "allowableValues": [
            {
              "allowableValue": {
                "displayName": "true",
                "value": "true"
              },
              "canRead": true
            },
            {
              "allowableValue": {
                "displayName": "false",
                "value": "false"
              },
              "canRead": true
            }
          ],
          "required": true,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": false,
          "expressionLanguageScope": "Not Supported",
          "dependencies": []
        },
        "generate-ff-custom-text": {
          "name": "generate-ff-custom-text",
          "displayName": "Custom Text",
          "description": "If Data Format is text and if Unique FlowFiles is false, then this custom text will be used as 
content of the generated FlowFiles and the File Size will be ignored․ Finally, if Expression Language is used, evaluation will 
be performed only once per batch of generated FlowFiles",
          "required": false,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": true,
          "expressionLanguageScope": "Variable Registry Only",
          "dependencies": []
        },
        "character-set": {
          "name": "character-set",
          "displayName": "Character Set",
          "description": "Specifies the character set to use when writing the bytes of Custom Text to a flow file․",
          "defaultValue": "UTF-8",
          "required": true,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": false,
          "expressionLanguageScope": "Not Supported",
          "dependencies": []
        },
        "mime-type": {
          "name": "mime-type",
          "displayName": "Mime Type",
          "description": "Specifies the value to set for the \"mime․type\" attribute․",
          "required": false,
          "sensitive": false,
          "dynamic": false,
          "supportsEl": false,
          "expressionLanguageScope": "Not Supported",
          "dependencies": []
        }
      },
      "schedulingPeriod": "1 min",
      "schedulingStrategy": "TIMER_DRIVEN",
      "executionNode": "ALL",
      "penaltyDuration": "30 sec",
      "yieldDuration": "1 sec",
      "bulletinLevel": "WARN",
      "runDurationMillis": 0,
      "concurrentlySchedulableTaskCount": 1,
      "comments": "",
      "lossTolerant": false,
      "defaultConcurrentTasks": {
        "TIMER_DRIVEN": "1",
        "EVENT_DRIVEN": "0",
        "CRON_DRIVEN": "1"
      },
      "defaultSchedulingPeriod": {
        "TIMER_DRIVEN": "0 sec",
        "CRON_DRIVEN": "* * * * * ?"
      },
      "retryCount": 10,
      "retriedRelationships": [],
      "backoffMechanism": "PENALIZE_FLOWFILE",
      "maxBackoffPeriod": "10 mins"
    },
    "validationErrors": [
      "'Relationship success' is invalid because Relationship 'success' is not connected to any component and is not auto-
terminated"
    ],
    "validationStatus": "INVALID",
    "extensionMissing": false
  },
  "inputRequirement": "INPUT_FORBIDDEN",
  "status": {
    "groupId": "4410f0eb-018c-1000-9096-472c6e6db150",
    "id": "5f46b4af-018c-1000-f339-ca645d27debf",
    "name": "GenerateFlowFile",
    "runStatus": "Invalid",
    "statsLastRefreshed": "18:25:18 UTC",
    "aggregateSnapshot": {
      "id": "5f46b4af-018c-1000-f339-ca645d27debf",
      "groupId": "4410f0eb-018c-1000-9096-472c6e6db150",
      "name": "GenerateFlowFile",
      "type": "GenerateFlowFile",
      "runStatus": "Invalid",
      "executionNode": "ALL",
      "bytesRead": 0,
      "bytesWritten": 0,
      "read": "0 bytes",
      "written": "0 bytes",
      "flowFilesIn": 0,
      "bytesIn": 0,
      "input": "0 (0 bytes)",
      "flowFilesOut": 0,
      "bytesOut": 0,
      "output": "0 (0 bytes)",
      "taskCount": 0,
      "tasksDurationNanos": 0,
      "tasks": "0",
      "tasksDuration": "00:00:00․000",
      "activeThreadCount": 0,
      "terminatedThreadCount": 0
    }
  },
  "operatePermissions": {
    "canRead": true,
    "canWrite": true
  }
}

Create a connection between processors using NiFi REST API

root process group

$ curl -X POST \
  httр://sov-test-1․ru-central1․internal:9090/nifi-api/process-groups/4410f0eb-018c-1000-9096-472c6e6db150/connections \
  -H 'Content-Type: application/json' \
  -d  '{ \
    "revision": { \
        "version": 0 \
    }, \
    "component": { \
        "parentGroupId": "4410f0eb-018c-1000-9096-472c6e6db150", \
        "source": { \
            "id": "632d5f0c-018c-1000-3d78-410a76f1f451", \
            "type": "PROCESSOR", \
            "groupId": "4410f0eb-018c-1000-9096-472c6e6db150", \
            "name": "GenerateFlowFile" \
        }, \
        "destination": { \
            "id": "632beead-018c-1000-cbec-e625a264e27a", \
            "type": "PROCESSOR", \
            "groupId": "4410f0eb-018c-1000-9096-472c6e6db150", \
            "name": "PublishKafka_2_6" \
        }, \
        "name": "Test connection", \
        "selectedRelationships": [ \
            "success" \
        ] \
        } \
}' |jq

GenerateFlowFile

PublishKafka_2_6

connection settings

{
  "revision": {
    "version": 1,
    "lastModifier": "anonymous"
  },
  "id": "6339c013-018c-1000-cabb-b497fd92db23",
  "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/connections/6339c013-018c-1000-cabb-b497fd92db23",
  "permissions": {
    "canRead": true,
    "canWrite": true
  },
  "component": {
    "id": "6339c013-018c-1000-cabb-b497fd92db23",
    "parentGroupId": "4410f0eb-018c-1000-9096-472c6e6db150",
    "source": {
      "id": "632d5f0c-018c-1000-3d78-410a76f1f451",
      "type": "PROCESSOR",
      "groupId": "4410f0eb-018c-1000-9096-472c6e6db150",
      "name": "GenerateFlowFile",
      "running": false,
      "comments": ""
    },
    "destination": {
      "id": "632beead-018c-1000-cbec-e625a264e27a",
      "type": "PROCESSOR",
      "groupId": "4410f0eb-018c-1000-9096-472c6e6db150",
      "name": "PublishKafka_2_6",
      "running": false,
      "comments": ""
    },
    "name": "Test connection",
    "labelIndex": 1,
    "zIndex": 0,
    "selectedRelationships": [
      "success"
    ],
    "availableRelationships": [
      "success"
    ],
    "backPressureObjectThreshold": 10000,
    "backPressureDataSizeThreshold": "1 GB",
    "flowFileExpiration": "0 sec",
    "prioritizers": [],
    "bends": [],
    "loadBalanceStrategy": "DO_NOT_LOAD_BALANCE",
    "loadBalanceCompression": "DO_NOT_COMPRESS",
    "loadBalanceStatus": "LOAD_BALANCE_NOT_CONFIGURED"
  },
  "status": {
    "id": "6339c013-018c-1000-cabb-b497fd92db23",
    "groupId": "4410f0eb-018c-1000-9096-472c6e6db150",
    "name": "Test connection",
    "statsLastRefreshed": "12:49:38 UTC",
    "sourceId": "632d5f0c-018c-1000-3d78-410a76f1f451",
    "sourceName": "GenerateFlowFile",
    "destinationId": "632beead-018c-1000-cbec-e625a264e27a",
    "destinationName": "PublishKafka_2_6",
    "aggregateSnapshot": {
      "id": "6339c013-018c-1000-cabb-b497fd92db23",
      "groupId": "4410f0eb-018c-1000-9096-472c6e6db150",
      "name": "Test connection",
      "sourceName": "GenerateFlowFile",
      "destinationName": "PublishKafka_2_6",
      "flowFilesIn": 0,
      "bytesIn": 0,
      "input": "0 (0 bytes)",
      "flowFilesOut": 0,
      "bytesOut": 0,
      "output": "0 (0 bytes)",
      "flowFilesQueued": 0,
      "bytesQueued": 0,
      "queued": "0 (0 bytes)",
      "queuedSize": "0 bytes",
      "queuedCount": "0",
      "percentUseCount": 0,
      "percentUseBytes": 0,
      "flowFileAvailability": "ACTIVE_QUEUE_EMPTY"
    }
  },
  "bends": [],
  "labelIndex": 1,
  "zIndex": 0,
  "sourceId": "632d5f0c-018c-1000-3d78-410a76f1f451",
  "sourceGroupId": "4410f0eb-018c-1000-9096-472c6e6db150",
  "sourceType": "PROCESSOR",
  "destinationId": "632beead-018c-1000-cbec-e625a264e27a",
  "destinationGroupId": "4410f0eb-018c-1000-9096-472c6e6db150",
  "destinationType": "PROCESSOR"
}

NiFi user interface

Run processors using NiFi REST API

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/processors/632beead-018c-1000-cbec-e625a264e27a

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/process-groups/4410f0eb-018c-1000-9096-
472c6e6db150/processors |jq

processor creation

$ curl   -X PUT   \
   httр://sov-test-1․ru-central1․internal:9090/nifi-api/processors/632beead-018c-1000-cbec-e625a264e27a/run-status  \
  -H 'Content-Type: application/json'  \
  -d '{"state": "RUNNING","revision":{"version":4}}' | jq

Get parameters, attributes of Flowfile, view Flowfile contents using NiFi REST API

Create a Flowfiles list

connection creation

$ curl -X POST httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-d77831cb7057/listing-
requests |jq

get a Flowfiles list

{
  "listingRequest": {
    "id": "63a416da-018c-1000-aea5-326feb307321",
    "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-d77831cb7057/listing-
requests/63a416da-018c-1000-aea5-326feb307321",
    "submissionTime": "12/13/2023 14:45:47․354 UTC",
    "lastUpdated": "14:45:47 UTC",
    "percentCompleted": 0,
    "finished": false,
    "maxResults": 100,
    "state": "Waiting for other queue requests to complete",
    "queueSize": {
      "byteCount": 0,
      "objectCount": 0
    },
    "sourceRunning": true,
    "destinationRunning": true
  }
}

Get a Flowfiles list

connection creation

request to create a Flowfiles list

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-d77831cb7057/listing-
requests/64a4cd16-018c-1000-c526-80916ab73224 |jq

{
  "listingRequest": {
    "id": "64c154a8-018c-1000-3ffb-ef7ac87a4763",
    "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-d77831cb7057/listing-
requests/64c154a8-018c-1000-3ffb-ef7ac87a4763",
    "submissionTime": "12/13/2023 19:57:20․936 UTC",
    "lastUpdated": "19:57:20 UTC",
    "percentCompleted": 100,
    "finished": true,
    "maxResults": 100,
    "state": "Completed successfully",
    "queueSize": {
      "byteCount": 7,
      "objectCount": 1
    },
    "flowFileSummaries": [
      {
        "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-
d77831cb7057/flowfiles/c7400263-7613-46f6-a359-e49442995196",
        "uuid": "c7400263-7613-46f6-a359-e49442995196",
        "filename": "c7400263-7613-46f6-a359-e49442995196",
        "position": 1,
        "size": 7,
        "queuedDuration": 93576,
        "lineageDuration": 93576,
        "penaltyExpiresIn": 0,
        "penalized": false
      }
    ],
    "sourceRunning": true,
    "destinationRunning": false
  }
}

Get Flowfile parameters and attributes

connection creation

Flowfiles list

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-
d77831cb7057/flowfiles/c7400263-7613-46f6-a359-e49442995196 |jq

{
  "flowFile": {
    "uri": "httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-
d77831cb7057/flowfiles/c7400263-7613-46f6-a359-e49442995196",
    "uuid": "c7400263-7613-46f6-a359-e49442995196",
    "filename": "c7400263-7613-46f6-a359-e49442995196",
    "size": 7,
    "queuedDuration": 686167,
    "lineageDuration": 686167,
    "penaltyExpiresIn": 0,
    "attributes": {
      "path": "․/",
      "filename": "c7400263-7613-46f6-a359-e49442995196",
      "uuid": "c7400263-7613-46f6-a359-e49442995196"
    },
    "contentClaimSection": "1",
    "contentClaimContainer": "repo0",
    "contentClaimIdentifier": "1702392729887-1",
    "contentClaimOffset": 427364,
    "contentClaimFileSize": "7 bytes",
    "contentClaimFileSizeBytes": 7,
    "penalized": false
  }
}

View Flowfile contents

connection creation

Flowfiles list

$ curl -X GET httр://sov-test-1․ru-central1․internal:9090/nifi-api/flowfile-queues/633b2b86-018c-1000-8b77-
d77831cb7057/flowfiles/c7400263-7613-46f6-a359-e49442995196/content |jq

GenerateFlowFile

my custom message

NOTE

To read messages from a Kafka topic recorded via the processor PublishKafka_2_6, you can use the following methods:

 data from the topic using the command line on the host where the Kafka service is installed.

 data from the topic via the RESTful interface using the pre-installed Kafka REST Proxy service.

The topic name is the value of the "topic"  parameter specified when .

Read

Read

creating the PublishKafka_2_6 processor

Stop and terminate processors using NiFi REST API

Stop the processor

run the processor

processor creation

$ curl   -X PUT   \
   httр://sov-test-1․ru-central1․internal:9090/nifi-api/processors/632d5f0c-018c-1000-3d78-410a76f1f451/run-status  \
  -H 'Content-Type: application/json'  \
  -d '{"state": "STOPPED","revision":{"version":23}}' | jq

Terminate the processor

processor stop

processor creation

$ curl -X DELETE httр://sov-test-1․ru-central1․internal:9090/nifi-api/processors/632d5f0c-018c-1000-3d78-410a76f1f451/threads |jq

User authorization using NiFi REST API

authentication

$ curl --insecure 'httрs://sov-test-1․ru-central1․internal:9090/nifi-api/access/token' -H 'Content-Type: application/x-www-form-
urlencoded; charset=UTF-8' --data 'username=<ldap-user>&password=<ldap-password>' --compressed

eyJraWQiOiI0NzU1NTFmYS1hZmQxLTQxNjAtYWJmOS0wM2E1YjRmZGJlYWUiLCJhbGciOiJQUzUxMiJ9․
eyJzdWIiOiJwcGV0cm92IiwiYXVkIjoiTGRhcFByb3ZpZGVyIiwibmJmIjoxNzAyODkzNDM1LCJpc3MiOiJMZGFwUHJvdmlkZXIiLCJwcmVmZXJyZWRfdXNlcm5hbWUiO
iJwcGV0cm92IiwiZXhwIjoxNzAyOTM2NjM1LCJpYXQiOjE3MDI4OTM0MzUsImp0aSI6IjY2MTA1NGY5LWM5ZjctNGViMC1hNDMzLTdmNGYzMTVmOTMxOCJ9․
kW8MPLNxKy8kCi33SQg-
FKEcmIxmo3EWQlUX_mBStF9WnZ1MFAy2rSnPOaqNI6nXgV5nVXKNKYQpGrlzVUPjxImBh18Z2MgJ_YKeeJuvRpJZdZL4ejlgh62JCTuwgbS2m2swtGY2mk1_BjS4MwrTJ
L87dW4By6r73KKQAdVZ1XwwjIU2NHfDJDq5QVJzirRlyfNqrkscb_fE8jLnnLqFA3WCcD9DxUBnOhByoVKhSh-7qzYKuBS-
sakYhCkv881XlFeVnjR3LYAsAYomqt68wkDbphAixqqDuQYKA1kEmxAlI2vWf8bdPZI9BF4CCRbDMTXCZWE2FXSrhkiJLd60Jki3FVLUt3DSoV39ne31l1FsOTFL3Knhw
biRYEhuVKQ8xAYDQfhHpU2O8y9_2bN3zRi5DHcpkEdI4a1IzqSnY8XaK8KqXYxI1c9VZEuYMuuUqRX9OIVxUtNDgs2-wDKNLw-8kOLCMZuyAff36Zvfgkp5tj7-
vhJkbA07_5HOdh2FofxoeQjUwIFg4vCOXk1T38GxLuLuaCAea_YxbNP5EpU9elbwpX7dPisfr0tuCZnlawffvC_tLp9XQGLuDGBH-
PEaBizttUmRDfsTEpT7Fz5WAO2QZkOFEtZYY7adEyjoAfVElz48suobLmtJiKsfc7l-mAx6upnmsIpSFmlyfv8

runnning the processor

$ curl   -X PUT   \
  httрs://sov-test-1․ru-central1․internal:9090/nifi-api/processors/632beead-018c-1000-cbec-e625a264e27a/run-status  \
  -H 'Authorization: Bearer eyJraWQiOiI1YzY3MzJhMS1iZDhjLTQ2MTktOTYwZi0wNDdiOWNhZjUyN2MiLCJhbGciOiJQUzUxMiJ9․
eyJzdWIiOiJwcGV0cm92IiwiYXVkIjoiTGRhcFByb3ZpZGVyIiwibmJmIjoxNzAyODkxMDczLCJpc3MiOiJMZGFwUHJvdmlkZXIiLCJwcmVmZXJyZWRfdXNlcm5hbWUiOi
JwcGV0cm92IiwiZXhwIjoxNzAyOTM0MjczLCJpYXQiOjE3MDI4OTEwNzMsImp0aSI6IjFhZDMzODZmLWUyMTQtNDkyNS1hYWMyLTkzYjdmOGIyZDlhZCJ9․
a3XbITwWxFJ3XKrL1kVfCW11gjXX7hn6kWE1wh9pdSud7Q9Ro0V6qWHQVNj3tsJhu4l0M9W13nzp-
R6ysUK5vqoP3zy4XOgAjUXmxBONoPj_JJPVtwebNGzNUXDUV0oS0qXJctq7uWlpIr5145l2MLBVmAHRxD-
n9L1fw6HVaRdqnlKU5wWDGdKJBHifmzDvYJjKeskMoeDq6SM9nIchsUYTNJxiMrZbKzWW6apequn6q5PHwCFm5HUwt3ThAVW0ojUoQWFutxN0p5DMfgKgC5JfogkctF_wR
DGxvQLJSm82v-RnR0iZExHz1qVTy-EsJdF13GVyILs4ZxT_hzVkdnILeMFjT2aPviRdibXBFSfBk8abxfUsjkM6D1PzEBBgXtMizf1Cjrn-
nxu7cLAPJMwKRM0CqZKdyhltuSftR5IM0XL1YF89azkj7R1ad90-
4EaEVdCn4PXKD8ZipiTiX4nZVm1R2c6SJ4LSQ3iKZBCP7W7DuKjDA_WTUij9CoYNU_6hbWBK36gMkZ9RWYxBwS_cYXVL7SeGk0v50DsRPwwioztb_DM4Wzfwdsl6wxkVK1
azsW0-UeELrhIQxjL0HmYyAD_Rc3w8erIELWE8CDCwhNJ40S3q4TCM3m-oy_DW55ObR1a1IDI4um_h6QIo5Cdr1BvipRNQbZvnWBJTozM'  \
  -H 'Content-Type: application/json'  \
  -d '{"state": "RUNNING","revision":{"version":2}}' | jq

CAUTION

Authentication in the NiFi service is configured through activation of the SSL protocol, therefore you need to change the http  protocol in the URL of all REST

requests to the https  protocol.
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https://nifi.apache.org/docs/nifi-docs/rest-api/index.html
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-kafka-2-6-nar/1.24.0/org.apache.nifi.processors.kafka.pubsub.PublishKafka_2_6/index.html
https://nifi.apache.org/docs/nifi-docs/rest-api/index.html
https://nifi.apache.org/docs/nifi-docs/rest-api/index.html
https://curl.se/
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-standard-nar/1.11.4/org.apache.nifi.processors.standard.GenerateFlowFile/index.html
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-kafka-2-6-nar/1.24.0/org.apache.nifi.processors.kafka.pubsub.PublishKafka_2_6/index.html
https://jqlang.github.io/jq/
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-kafka-2-6-nar/1.24.0/org.apache.nifi.processors.kafka.pubsub.PublishKafka_2_6/index.html
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Before creating a dataflow, the following steps must be taken:

1. If it is necessary to restrict access on the cluster, authentication is configured in the Kafka and NiFi services in accordance with the articles:

2. Make sure the file is written to a local folder. Each folder must have read/write permission set so that the restricted processor can access the file.

Permission can be given with the chmod  command.

An example of a command that assigns all rights to the /tmp/new folder to everyone:

3. Make it possible to read the Kafka topic used in the dataflow. For information about working in Kafka, see .

Parameters that need to be configured before creating this dataflow:

Kafka Brokers  — a comma-separated list of Kafka brokers in the host:port  format, required for all connections to a Kafka broker.

Topic Name  — the name of the Kafka topic from which data is being retrieved or written to.

Directory  — the directory where files are to be written to or from which they are to be retrieved.

For this task, the parameters are configured using the .

Parameters configured in Parameter Context

Writing to a dataflow from a local file is produced in the following sequence:

1.  a processor. To obtain data from external sources, you can use processors that can be found by the get  tag. This task uses the processor GetFile. This processor is

. To use this processor, you must grant read and write permission to the corresponding folder when .

Creating a GetFile processor

2. Configure  processor options:

On the  the Input Directory parameter — the directory from which the file should be read (for this dataflow, the value is entered from the ).

On the  parameter Relationships success — the relationship determined by the processor relative to the thread connected to it.

As a result of setting the necessary parameters, the processor  is displayed as an indicator .

3.  the created processor. If there is a file in the local folder, then after the processor starts, the contents of the file enter the dataflow. When working correctly, the processor

image in the corresponding line of  displays the amount of data read by the processor.

Processor read data

Replacing text in a dataflow file is produced in the following sequence:

1.  a processor. To work with text, you can use processors that can be found under the text  tag. This task uses the processor ReplaceText.

Creating a ReplaceText Processor

2. Configure  processor options:

On the  :

Search Value — part of the text to be replaced. In this dataflow, this value is NiFi .

Replacement Value — replacement text. In this dataflow, this value is Apache NiFi .

On the  parameter Relationships success — the relationship determined by the processor relative to the thread connected to it.

As a result of setting the necessary parameters, the processor  is displayed as an indicator .

3.  and  a processor connection with the GetFile processor.

4.  created processors. After the processor starts, the contents of the file from the GetFile processor are queued to the ReplaceText processor. When working correctly, the

processor image in the corresponding line of  displays the amount of data read by the processor. The amount of recorded (modified) data is also given. The

volume of the written down data differs from read — the part of the text is replaced.

Processor read and changed data

Publishing the contents of a file to a Kafka topic is produced in the following sequence:

1.  a processor. To work with writing data to external file systems, including Kafka, you can use processors that can be found by the pubsub  tag. This task uses the

processor PublishKafka.

Creating a PublishKafka processor

2. Configure  processor options:

On the  :

Kafka Brokers — brokers for connecting to Kafka.

Topic Name — the topic to which the data is published.

For this dataflow, the values   are from the preconfigured .

On the  parameter Relationships success — the relationship determined by the processor relative to the thread connected to it.

As a result of setting the necessary parameters, the processor  is displayed as an indicator .

3.  and  a processor connection with the ReplaceText processor.

4.  created processors. After starting the processors, the contents of the file from the ReplaceText processor are queued to the PublishKafka processor and published to the

specified topic. When working correctly, the processor image in the corresponding line of  displays the amount of data read by the processor.

Processor read data

To view the received data, you need to  the data from a Kafka topic using the command line. If the processors are configured correctly, as a result, lines with changed text are

displayed.

Dataflow content written to the Kafka topic

Getting data from a Kafka topic is produced in the following sequence:

1.  a processor. To work with receiving data from external file systems, including Kafka, you can use processors that can be found by the consume  tag. This task uses a

processor ConsumeKafka.

Creating a ConsumeKafka processor

2. Configure  processor options:

On the  :

Kafka Brokers — brokers for connecting to Kafka.

Topic Name — the topic to which the data is published.

Group ID — group ID to identify consumers that belong to the same consumer group. Corresponds to the group.id  parameter in Kafka.

For this dataflow, the values   are from the preconfigured .

On the  parameter Relationships success — the relationship determined by the processor relative to the thread connected to it.

As a result of setting the necessary parameters, the processor  is displayed as an indicator .

3.  created processors. After the processor starts, the content of the topic is written to the dataflow file. When working correctly, the processor image in the corresponding line

of  displays the amount of data read by the processor.

Processor wrote topic data to the dataflow file

Splitting the data into multiple dataflows is produced in the following sequence:

1.  a processor. To work with data and text filtering, you can use processors that can be found by the text  and filter  tags. This task uses a processor RouteText.

Creating a RouteText processor

2. Configure  processor options:

On the  :

Routing Strategy — set to Route to "matched" if lines matches any condition . This setting will send to the matched dataflow all lines matching the given

condition.

Matching Strategy — set to Contains Regular Expression . This sets the string to check against the content of the text specified in the regular expression specified

as a custom property.

A custom property that will be a condition for selecting the desired rows. For the text used in the example, you can filter lines by tags written in brackets. For example, if

you set the custom property tags  with the value given by the regular expression (.*files.*) , then the processor will select only lines tagged files  from all the

lines provided.

Configuring the RouteText processor

For example, three processors are created in the dataflow, dividing the text into three dataflows:

processors containing the files  tag;

processors containing the kafka  tag;

processors containing the text  tag.

On the  parameter Relationships success — the relationship determined by the processor relative to the thread connected to it.

As a result of setting the necessary parameters, the processor  is displayed as an indicator .

3.  and  a processor connection with the ConsumeKafka processor.

4.  created processors. After starting the entire group of processes, the processors read the contents of the dataflow. When working correctly, the processor image in the

corresponding line of  displays the amount of data read by the processor.

Processors read the contents of the dataflow

In order to see how the RouteText processors filtered out the source lines, you can write the contents of each dataflow created into three different files.

Writing a dataflow to a local file is produced in the following sequence:

1.  a processor. To write data from a dataflow, you can use processors that can be found by the put  tag. This task uses the processor PutFile. This processor is .

To use this processor, grant read and write permission to the corresponding folder when .

Creating a PutFile processor

2. Configure  processor options:

On the  options:

Directory — directory where the file should be written. To simplify, for three different PutFile processors, it is better to specify different folders, since the file will be written

with the name of the dataflow.

For this dataflow, the per-processor values   are populated from the preconfigured .

Conflict Resolution Strategy — specifies what should happen if a file with the same name already exists in the output directory. In this case, replace  is chosen.

Create Missing Directories — if set to true , missing destination directories will be created. If false , dataflow files are penalized and sent to failure. true  is selected

in this dataflow.

On the  parameter Relationships success — the relationship determined by the processor relative to the thread connected to it.

As a result of setting the necessary parameters, the processor  is displayed as an indicator .

3.  and  a processor connection with the RouteText processor. For this dataflow on the Create connection page, the flag is set to matched  only. As a result of

processing the RouteText processor, only one dataflow gets into the GetFile processor — with lines matching the condition specified in the RouteText configuration.

Configuring a connection to the RouteText processor

4.  created processors. After the process group starts, the contents of the file from the RouteText processor are queued to the PutFile processors. When working correctly, the

processor image in the corresponding line of  displays the amount of data read by the processor. The amount of data received by the PutFile processors differs

from those read by the RouteText processors — lines were filtered according to the specified condition.

Processors read data

As a result, lines are written to the file in the specified directory for each GetFile processor in accordance with the condition specified for the RouteFile processor:

tag-files

tag-kafka

tag-text
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Write to a dataflow from a file

Replace a text in a dataflow
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Write dataflow content to a file

This article describes an example of building a dataflow in the  that implements the following tasks:

1. Write to a dataflow from a file located in a local directory.

The text file below is taken as an example. It contains descriptions of the processors that will be used to build the dataflow within the article.

Test file

2. Replace the text NiFi  with Apache NiFi  in the file.

3. Post the contents of a file to a Kafka topic and view the topic.

4. Write to the dataflow from the same topic.

5. Split entries into three dataflows based on the tag:

files ;

kafka ;

text .

6. Write each dataflow to a local file.

NiFi Server interface

PutFile (put, local, copy, archive, files, filesystem) - NiFi processor that writes the contents of a FlowFile to the local 
file system․
ConsumeKafka (kafka, get, ingest, ingress, topic, pubsub, consume) - NiFi processor that consumes messages from Apache Kafka 
specifically built against the Kafka Consumer API․
GetFile (local, files, filesystem, ingest, ingress, get, source, input) - NiFi processor that creates FlowFiles from files in a 
directory․
RouteText (attributes, routing, text, regexp, regex, filter, search, detect) - NiFi processor that routes textual data based on 
a set of user-defined rules․
PublishKafka (kafka, put, send, message, pubsub) - NiFi processor that sends the contents of a FlowFile as a message to Apache 
Kafka using the Kafka Producer API․
ReplaceText (text, update, change, replace, modify, regex) - NiFi processor that updates the content of a FlowFile by 
evaluating a Regular Expression (regex) against it and replacing the section of the content that matches the Regular Expression 
with some alternate value․

NOTE

For clarity, in the subsections below, the start of a dataflow in each processor used is disassembled.

In the process of building a dataflow for checking at each point, it is necessary to disable and start all the created processors at the same time as starting

.process groups

Prepare to create a dataflow

MIT Kerberos

Kerberos with MS Active Directory

SSL channel security

$ sudo chmod -R 777 /tmp/new

Quick start with Kafka

Configure permanent parameters

parameter context

NOTE

How to create and manage parameters and attributes is described in the article .Work with attributes

Write to a dataflow from a file

Create

restricted preparing to create a dataflow

required

PROPERTIES tab parameter context

RELATIONSHIPS tab

state

Start

5-minute statistics

CAUTION

A GetFile processor after reading removes the read file from the directory. Therefore, each time before starting the dataflow, it is necessary to write the file to the

specified directory.

Replace a text in a dataflow

Create

required

PROPERTIES tab

RELATIONSHIPS tab

state

Create configure

Start

5-minute statistics

Publish dataflow content to a Kafka topic

Create

required

PROPERTIES tab

parameter context

RELATIONSHIPS tab

state

Create configure

Start

5-minute statistics

read

PutFile (put, local, copy, archive, files, filesystem) - Apache NiFi processor that writes the contents of a FlowFile to the 
local file system․
ConsumeKafka (kafka, get, ingest, ingress, topic, pubsub, consume) - Apache NiFi processor that consumes messages from Apache 
Kafka specifically built against the Kafka Consumer API․
GetFile (local, files, filesystem, ingest, ingress, get, source, input) - Apache NiFi processor that creates FlowFiles from 
files in a directory․
RouteText (attributes, routing, text, regexp, regex, filter, search, detect) - Apache NiFi processor that routes textual data 
based on a set of user-defined rules․
PublishKafka (kafka, put, send, message, pubsub) - Apache NiFi processor that sends the contents of a FlowFile as a message to 
Apache Kafka using the Kafka Producer API․
ReplaceText (text, update, change, replace, modify, regex) - Apache NiFi processor that updates the content of a FlowFile by 
evaluating a Regular Expression (regex) against it and replacing the section of the content that matches the Regular 
Expression with some alternate value․

NOTE

Data written from a NiFi dataflow to a Kafka topic can be used in further transfer to file platforms or databases, for example using Kafka Connect tools. Also, after

processing the data, they can be written to Kafka, processed and transmitted further by the NiFi dataflow.

Get data from a Kafka topic

Create

required

PROPERTIES tab

parameter context

RELATIONSHIPS tab

state

Start

5-minute statistics

Split the data into multiple dataflows

Create

required

PROPERTIES tab

RELATIONSHIPS tab

state

Create configure

Start

5-minute statistics

Write dataflow content to a file

Create restricted

preparing to create a dataflow

required

PROPERTIES tab

parameter context

RELATIONSHIPS tab

state

Create configure

Start

5-minute statistics

PutFile (put, local, copy, archive, files, filesystem) - Apache NiFi processor that writes the contents of a FlowFile to the 
local file system․
GetFile (local, files, filesystem, ingest, ingress, get, source, input) - Apache NiFi processor that creates FlowFiles from 
files in a directory․

ConsumeKafka (kafka, get, ingest, ingress, topic, pubsub, consume) - Apache NiFi processor that consumes messages from Apache 
Kafka specifically built against the Kafka Consumer API․
PublishKafka (kafka, put, send, message, pubsub) - Apache NiFi processor that sends the contents of a FlowFile as a message to 
Apache Kafka using the Kafka Producer API․

RouteText (attributes, routing, text, regexp, regex, filter, search, detect) - Apache NiFi processor that routes textual data 
based on a set of user-defined rules․
ReplaceText (text, update, change, replace, modify, regex) - Apache NiFi processor that updates the content of a FlowFile by 
evaluating a Regular Expression (regex) against it and replacing the section of the content that matches the Regular 
Expression with some alternate value․
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NiFi ADB Connector provides high-speed parallel writing of data from NiFi to Arenadata DB (ADB).

Starting with ADS , in the , Arenadata development components for creating NiFI ADB Connector are available —   processor and

 controller service.

PutGreenplumRecord processors collect data and pass it to the StandartGpfdistService controller service, which, using the built-in gpfdist protocol, connects to ADB via the

GreenplumDBCPConnectionPool database connection pool service.

Greenplum Parallel File Server (gpfdist) is a Greenplum utility for reading and writing data from files located on remote servers. It is installed on all hosts of the ADB cluster and provides

parallel loading of data, distributing it between segments evenly or according to the specified data distribution key.

NiFi ADB Connector architecture

PutGreenplumRecord — NIFI processor that processes input records through a gpfdist receiver created by StandartGpfdistService.

The processor parameters are listed below.

Parameter Required Description Default value

Gpfdist Service true Link to the running service of the StandartGpfdistService

controller

 — 

Record Reader true Link to start one of the controller services: CSVReader,

AvroReader, or another, depending on the source of input

data

 — 

Schema Name false Name of the schema where the data will be loaded null

Table Name true Name of the table where the data will be loaded  — 

Table Columns true Columns of the table where the data will be loaded  — 

StandartGpfdistService — controller service for writing data to ADB segments, using the mechanism of a readable external table with the gpfdist protocol version = 1.

The parameters of the controller service are given below.

Parameter Required Description Default value

Listening Port true Port to listen for incoming gpfdist requests  — 

Database Connection

Pooling Service

true Reference to the configured DBCPConnectionPool

controller service

 — 

Minimum Gpffist Server

Threads

false Minimum number of threads used to run gpfdist server 1

Maximum Gpffist Server

Threads

false Maximum number of threads used to run gpfdist server 4

The Maximum Gpffist

Server Threads Idle

Timeout

false Maximum idle time of gpfdist server threads in

milliseconds

60000

Write buffer size in bytes false Size of the write byte buffer for serialized writes 1Mb

Maximum Record

Processor Threads

false Maximum number of threads used to process records 8

Maximum Gpfdist

Request Processor

Threads

false Maximum number of threads used to process a gpfdist

request

8

GreenplumDBCPConnectionPool — ADB connection service. Provides a database connection pool service.

Mapping ADB data types to NiFi record field types is given below.

ADB data type NiFi record field data type Comment

BIT BOOLEAN  — 

BOOLEAN BOOLEAN  — 

SMALLINT SHORT, INT Value size should be less than 2 bytes

INTEGER INT  — 

BIGINT BIGINT, LONG  — 

REAL FLOAT  — 

DOUBLE DOUBLE  — 

NUMERIC(p, s) DECIMAL  — 

CHAR(n) STRING  — 

VARCHAR(n) STRING  — 

ENUM STRING  — 

BYTEA BYTE[], STRING For the STRING type, a value should be written in

hexadecimal format, for example: \xd078

DATE DATE  — 

TIME(n) TIME  — 

TIMESTAMP(n) TIMESTAMP  — 

TIMESTAMPTZ(n) TIMESTAMP  — 

MONEY DECIMAL, STRING, DOUBLE, FLOAT  — 

UUID STRING  — 

JSONB STRING  — 

HSTORE STRING, MAP(STRING, STRING) For the STRING type, a value should be in the format

key=value, key1=value1

ARRAY STRING, STRING[] For the STRING type, a value should be in the format

{value, value1}
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To illustrate the operation of , the article shows the implementation of loading data from PostgreSQL database tables into ADB tables (based on Greenplum).

The creation of NiFi ADB Connector is performed in  and is available starting from ADS .

The following describes the environment used to create the NiFi ADB Connector.

The ADS cluster is installed according to the  guide. The minimum ADS version is .

The NiFi and ZooKeeper services are  in the ADS cluster.

Hosts where NiFi is installed have a binary JAR file of a PostgreSQL JDBC driver that allows programs to connect to a PostgreSQL database using standard Java code. The path to

the file is used when configuring DBCPConnectionPool services to connect to PostgreSQL (ADPG) and Greenplum (ADB) servers.

The command below downloads the required version of JAR file (in this example, version 42.7.5 is used) to the required directory:

When configuring the DBCPConnectionPool service, a link in the format jdbc:postgresql://<hostname>:5432/<database>  is used, where:

<hostname>  is the host on which the ADPG component (for connecting to the PostgreSQL server) or the ADB Master component (for connecting to the Greenplum server) is

installed;

<database>  is the name of the database in which the table being used is created.

The ADPG cluster is installed according to the Online installation guide.

The following preparatory actions were performed on the installed PostgreSQL server (the ADPG cluster):

A user named my_user , with SUPERUSER  privileges and a password, was created in the postgres  database.

A my_table  table was created in the postgres  database and several rows with data were added to it.

The pg_hba.conf file is configured to provide user access from the host where the NiFi service of the ADS cluster is installed. For this purpose, an entry about the host address

and user is added to the PG_HBA field on the configuration parameters page of the ADPG service:

The ADB cluster is installed according to the Online installation guide.

The ADB service is installed in the ADB cluster.

A user with the new_user  name, SUPERUSER  privileges and password has been created in the adb  database.

A my_table  table has been created in the adb  database to record data.

The pg_hba.conf file is configured to provide user access from the host on which the ADS cluster NiFi service is installed. To do this, an entry about the host address and user has

been added to the PG_HBA field on the configuration parameters page of the ADB service:

On the Interconnect network to which the cluster hosts are connected, you should specify a jumbo frame MTU=9000  so that the packets generated by ADB

( gp_max_packet_size  + overhead) can fit into these frames. For more information about ADB cluster network requirements, see Network requirements.

1.  a QueryDatabaseTable processor and open its configuration. This processor executes SQL queries to retrieve data from a PostgreSQL table. Fill in the parameters related to

the PostgreSQL table used.

QueryDatabaseTable processor configuration

2. Go to the Database Connection Pooling Service parameter value field, select Create new service…  in the pop-up list and in the window that opens, create an instance of the

DBCPConnectionPool service to create a connection to the PostgreSQL server.

Creating an instance of the DBCPConnectionPool service

3. 

After saving the created instance, click . In the next NiFi Flow Configuration → Controller Services window, open the service configuration and specify parameters related to

the PostgreSQL database.

PostgressDBCPConnectionPool service configuration

Creating service instances can be done before creating the processor. This can be used to connect multiple processors to a single service. To create a service:

1. Right-click in the empty flow field and select Configure in the context menu that opens.

2. In the NiFi Flow Configuration window, go to the Controller Services tab and click +.

3. Select the desired service from the list and create an instance of the service in the window that opens.

1. To connect to the Greenplum table,  a  processor, open its configuration, and specify parameters related to the Greenplum table.

PutGreenplumRecord processor configuration

2. Go to the Gpfdist Service parameter value field, select Create new service…  in the pop-up list, and create an instance of the  service in the window that

opens.

Creating an instance of the StandartGpfdistService service

3. 

After saving the created instance, click . In the next NiFi Flow Configuration → Controller Services window, open the service configuration and specify necessary parameters.

StandartGpfdistService service configuration

4. Go to the Database Connection Pooling Service parameter value field, select Create new service…  in the pop-up list and in the opened window, create an instance of the

DBCPConnectionPool service to create a connection to Greenplum.

5. 

After saving the created instance, click  and in the opened NiFi Flow Configuration → Controller Services window, open the service configuration and specify parameters

related to the ADB database.

GreenplumDBCPConnectionPool service configuration

6. Close the NiFi Flow Configuration → Controller Services window and go back to the PutGreenplumRecord processor configuration. In the Record Reader parameter value field,

create an instance of the AvroReader service to read records from PostgreSQL in Avro format with built-in schema.

If you are using multiple PutGreenplumRecord processors to transfer data from different sources to a single ADB database, for the Gpfdist Service value, select the same

StandartGpfdistService you created.

After all services are created, they are displayed on the NiFi Flow Configuration → Controller Services page.

Created services

The StandartGpfdistService service fails until its associated GreenplumDBCPConnectionPool service starts.

 and  a connection between processors.

Created and connected processors

Processors are displayed with errors because the services associated with them are not running.

To start the flow, perform the following:

1. 

Start the services one by one on the NiFi Flow Configuration → Controller Services page by clicking on the icon .

2.  the created data stream.

Using queries to the ADB database, you can read the received data.
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installed

$ wget httрs://jdbc․postgresql․org/download/postgresql-42․7․5․jar

ADPG

host    postgres  my_user      10․92․43․206/32     trust

NOTE

For information on working with PostgreSQL tables, see Example of working with tables via psql.

For information on creating a user (role) and assigning privileges in a PostgreSQL database, see Database roles and privileges.

ADB

host    adb  new_user       10․92․40․128/24     trust

NOTE

For information on working with ADB tables, see Tables overview.

Connect to PostgreSQL server (ADPG)

Create

Connect to Greenplum (ADB)

create PutGreenplumRecord

StandartGpfdistService

Start a data flow

Create configure

Run
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https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-dbcp-service-nar/1.23.2/org.apache.nifi.dbcp.DBCPConnectionPool/
https://jdbc.postgresql.org/download/
https://docs.arenadata.io/en/ADPG/current/get-started/online-install/index.html
https://docs.arenadata.io/en/ADPG/current/how-to/pg-hba.html
https://docs.arenadata.io/en/ADPG/current/get-started/online-install/adpg-install/config-services.html
https://docs.arenadata.io/en/ADB/current/get-started/online-install/index.html
https://docs.arenadata.io/en/ADB/current/get-started/online-install/adb-install/add-services.html
https://docs.arenadata.io/en/ADPG/current/how-to/pg-hba.html
https://docs.arenadata.io/en/ADB/current/get-started/online-install/adb-install/config-services.html
https://docs.arenadata.io/en/ADB/current/planning/requirements/network.html
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-standard-nar/1.4.0/org.apache.nifi.processors.standard.QueryDatabaseTable/index.html
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-dbcp-service-nar/1.23.2/org.apache.nifi.dbcp.DBCPConnectionPool/
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-dbcp-service-nar/1.23.2/org.apache.nifi.dbcp.DBCPConnectionPool/
https://nifi.apache.org/docs/nifi-docs/components/org.apache.nifi/nifi-record-serialization-services-nar/1.28.0/org.apache.nifi.avro.AvroReader/index.html
https://docs.arenadata.io/en/ADB/current/concept/data-model/tables/index.html
https://docs.arenadata.io/en/ADPG/current/how-to/queries/psql.html
https://docs.arenadata.io/en/ADPG/current/how-to/manage-database-access/database-roles.html
https://docs.arenadata.io/en/ADB/current/concept/data-model/tables/index.html
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Before installing Python3, you should first install:

packages for working with libraries in Python:

Development Tools package:

libraries for working with SSL:

library for working with compressed LZMA and XZ files:

wget  utility, if missing:

You can download and install the necessary Python3 version using the commands in the following sequence:

You can check the version of Python3 with the command:

You can install the confluent_kafka API library using the command:

You can install the requests library using the command:

You can install the rest of the necessary libraries using the commands:

Solving the "ModuleNotFoundError: No module named '_lzma'" error

If you get the ModuleNotFoundError: No module named '_lzma'  error after installing all the libraries, do the following:

1. Open file /usr/local/lib/python3.9/lzma.py.

2. Change lines:

to the lines:

In order to get the data from which the Avro schema will be created, use the Python3 script that executes:

1. Recording 10 events.

2. Removing data: .

3. Decoding a string with data in UTF-8.

4. Converting the data to a valid JSON object.

To receive events, do the following:

1. Create a script file:

2. Fill events.py with the script text below.

events.py

3. Give permission to execute the script:

4. Run the script:

The result is listed below. The data of one event is shown.

Based on the received data, you need to create a schema in one of the supported Schema Registry serialization formats, in this case Avro format.

The schema can be created manually, according to Avro format requirements.

For this example, the schema is created using only a few of the fields  used in the event so that fields can be added as a demonstration of the schema change.

After the schema has been created, it must be added to a special script that will be called by the Schema Registry when registering the schema. For this, do the following:

1. Create a script file:

2. Fill constants.py with the created Avro schema as shown below.

3. Give permission to execute the script:

1. Set the name of the Kafka topic.

2. Specify schema subject name —  -value  suffix is   added to the topic name (in this example, schema is created for values, not for keys).

3. Create Schema RegistryClient instance .

4. Define a function to get the latest version of the schema for the wikimedia-value  subject.

5. Define a function for registering a new AVRO schema in the Schema Registry using the data from the constants.py script and returning the ID of the new schema.

6. Define a function to delete the old schema and register a new schema for the subject.

7. Launch the schema registration function.

8. Display the last registered scheme.

To register a schema for the wikimedia-value  subject, do the following:

1. Create a script file:

2. Fill in schema_registry.py with the script text below.

schema_registry.py

3. Give permission to execute the script:

4. Run the script:

As a result, the identifier of the newly recorded scheme and the scheme itself, registered under this identifier, are displayed:

1. Define the delivery_report  function that is called when the message is delivered. If the message is not delivered, an error is logged. If the message is delivered, the key,

value, topic, partition, and offset are logged.

2. Define the avro_producer  function — record data in Avro format:

Create Avro Serializer using the latest registered scheme.

Configure Kafka producer with serialization capabilities, including features:

delivery.timeout.ms  — maximum time during which a producer can deliver a message (including retries);

enable.idempotence  — when this option is set to true , messages are created exactly once and in original order.

Handle streaming data, just as it is done in the script for getting events.py data, described by .

3. Define the functions to get, register, and update the schema, in the same way as in the schema_registry.py script that is described .

4. Launch the avro_producer  function.

To write event messages to the wikimedia  topic in Avro format, do the following:

1. Create a script file:

2. Fill in avro_producer.py with the text of the script below.

avro_producer.py

3. Give permission to execute the script:

4. Run the script:

As a result, a message is displayed about the absence of unsuccessful entries in the topic and the offset  number (the data of one event is shown):

1. Define the avro_consumer  function — reading data using the Avro format schema:

Set consumer messages.

Create AvroConsumer.

Determinate of the form of output messages.

2. Launch the avro_consumer  function.

To read event messages from a wikimedia  topic, do the following:

1. Create a script file:

2. Fill in avro_consumer.py with the text of the script below.

avro_consumer.py

3. Give permission to execute the script:

4. Run the script:

As a result, the data stream is read according to the given scheme (the data of one event is shown):

To demonstrate schema evolution, you can do the follow:

1. Add a new field to constants.py, described by , for example, length :

The constants.py script after the change looks like this:

2. Run the  script.

As a result, the identifier of the newly recorded scheme and the scheme itself, registered under this identifier, are displayed:

3. Run the scripts one by one:

As a result, the data stream is reading according to the changed schema — with a new length  field (one event data is shown):
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Schema evolution

The article describes a usage example of the Schema Registry service — serializing data written to Kafka using the Avro format and reading data using the generated schema.

Basic concepts used in Schema Registry:

Serialization is a translation from a human-readable format-structure into a binary representation for machine processing.

Scheme is a structure of the data format subjected to serialization.

Subject is an area in which schemas can develop.

To work with Avro schemas in Kafka, scripts for Python3 with the confluent_kafka API library are used in this article.

In the example described in this article, Python scripts are launched on one of the hosts with pre-installed Kafka and Schema Registry services of the ADS cluster.

Prepare to work

NOTE

In this section, all commands are given as reference information for Centos 7 OS. To install software packages on other operating systems, please refer to the

documentation of the corresponding operating system.

Install Python3

$ sudo yum install gcc yum-utils zlib-devel python-tools cmake git pkgconfig -y --skip-broken

$ sudo yum groupinstall -y "Development Tools" --skip-broken

$ sudo yum install -y zlib-devel bzip2-devel openssl-devel ncurses-devel sqlite-devel zlib* libffi-devel readline-devel tk-devel -
-skip-broken

$ yum install -y xz-devel python-backports-lzma

$ sudo yum install wget

$ cd /usr/src
$ wget httрs://www․python․org/ftр/python/3․9․1/Python-3․9․1․tgz
$ tar xvzf Python-3․9․1․tgz
$ cd Python-3․9․1
$ sudo ․/configure
$ sudo make install

$ python3 --version

Install libraries

$ pip3 install confluent_kafka

$ pip3 install requests

$ pip3 install fastavro
$ pip3 install urllib3==1․26․6
$ pip3 install avro
$ pip3 install backports․lzma

NOTE

When running Python3 scripts, there is a possibility of the No module named <module_name>  error, which defines that you should install the required

module using the command:

$ pip3 install <module_name>

from _lzma import *
from _lzma import _encode_filter_properties, _decode_filter_properties

try:
    from _lzma import *
    from _lzma import _encode_filter_properties, _decode_filter_properties
except ImportError:
    from backports․lzma import *
    from backports․lzma import _encode_filter_properties, _decode_filter_properties

Get data

The example uses Wikimedia event streams as the data source.

$ sudo vim /tmp/events․py

import requests
import json

init_string = 'data: '
source_url = 'httрs://stream․wikimedia․org/v2/stream/recentchange'

def avro_producer(source_url):
    s = requests․Session()

    with s․get(source_url, headers=None, stream=True) as resp:
        times = 10
        for line in resp․iter_lines():
            if line:
                decoded_line = line․decode()
                if decoded_line․find(init_string) >= 0:
                    print(str(11 - times) + ")")
                    # remove data: to create a valid json
                    decoded_line = decoded_line․replace(init_string, "")
                    # convert to json
                    decoded_json = json․loads(decoded_line)
                    print(decoded_json)
                    times -= 1
            if times <= 0: break

avro_producer(source_url)

$ sudo chmod +x /tmp/events․py

$ python3 /tmp/events․py

{'$schema': '/mediawiki/recentchange/1․0․0', 'meta': {'uri': 'httрs://www․wikidata․org/wiki/Q91975510', 'request_id': '6d958229-
0f1f-459b-b12b-e2724d816f1c', 'id': 'ec50d547-adfb-4cc5-beda-c3f8251d646c', 'dt': '2023-08-30T14:51:32Z', 'domain': 'www․
wikidata․org', 'stream': 'mediawiki․recentchange', 'topic': 'eqiad․mediawiki․recentchange', 'partition': 0, 'offset': 4903433673}, 
'id': 2024634666, 'type': 'edit', 'namespace': 0, 'title': 'Q91975510', 'title_url': 'httрs://www․wikidata․org/wiki/Q91975510', 
'comment': '/* wbeditentity-update-languages-short:0||an, ast, ca, de, eo, es, eu, ext, fr, ga, gl, ia, ie, io, it, la, oc, pl, 
pt, pt-br, vo */ BOT - Adding labels (21 languages): an, ast, ca, de, eo, es, eu, ext, fr, ga, gl, ia, ie, io, it, la, oc, pl, 
pt, pt-br, vo', 'timestamp': 1693407092, 'user': 'Emijrpbot', 'bot': True, 'notify_url': 'httрs://www․wikidata․org/w/index․php?
diff=1964666701&oldid=1869851195&rcid=2024634666', 'minor': False, 'patrolled': True, 'length': {'old': 13772, 'new': 15400}, 
'revision': {'old': 1869851195, 'new': 1964666701}, 'server_url': 'httрs://www․wikidata․org', 'server_name': 'www․wikidata․org', 
'server_script_path': '/w', 'wiki': 'wikidatawiki', 'parsedcomment': '\u200e<span dir="auto"><span class="autocomment">Changed 
label, description and/or aliases in an, ast, ca, de, eo, es, eu, ext, fr, ga, gl, ia, ie, io, it, la, oc, pl, pt, pt-br, vo: 
</span></span> BOT - Adding labels (21 languages): an, ast, ca, de, eo, es, eu, ext, fr, ga, gl, ia, ie, io, it, la, oc, pl, pt, 
pt-br, vo'}

Create and registry a schema

Create a schema

$ sudo vim /tmp/constants․py

SCHEMA_STR="{\"type\":\"record\",\"name\":\"value_wikimedia\",\"namespace\":\"wikimedia\",\"fields\":[{\"name\":\"bot\",\"type\":
[\"null\",\"boolean\"],\"default\":null},{\"name\":\"comment\",\"type\":[\"null\",\"string\"],\"default\":null},
{\"name\":\"id\",\"type\":[\"null\",\"int\"],\"default\":null}]}"

$ sudo chmod +x /tmp/constants․py

Register a schema

In order to register a schema in the Schema Registry, use the Python3 script that executes:

$ sudo vim /tmp/schema_registry․py

# 3rd party library imported
from confluent_kafka․schema_registry import SchemaRegistryClient
from confluent_kafka․schema_registry import Schema

# import from constants
from constants import SCHEMA_STR

schema_registry_url = 'httр://localhost:8081'
kafka_topic = 'wikimedia'
schema_registry_subject = f"{kafka_topic}-value"

def get_schema_from_schema_registry(schema_registry_url, schema_registry_subject):
    sr = SchemaRegistryClient({'url': schema_registry_url})
    latest_version = sr․get_latest_version(schema_registry_subject)

    return sr, latest_version

def register_schema(schema_registry_url, schema_registry_subject, schema_str):
    sr = SchemaRegistryClient({'url': schema_registry_url})
    schema = Schema(schema_str, schema_type="AVRO")
    schema_id = sr․register_schema(subject_name=schema_registry_subject, schema=schema)

    return schema_id

def update_schema(schema_registry_url, schema_registry_subject, schema_str):
    sr = SchemaRegistryClient({'url': schema_registry_url})
    versions_deleted_list = sr․delete_subject(schema_registry_subject)
    print(f"versions of schema deleted list: {versions_deleted_list}")

    schema_id = register_schema(schema_registry_url, schema_registry_subject, schema_str)
    return schema_id

schema_id = register_schema(schema_registry_url, schema_registry_subject, SCHEMA_STR)
print(schema_id)

sr, latest_version = get_schema_from_schema_registry(schema_registry_url, schema_registry_subject)
print(latest_version․schema․schema_str)

$ sudo chmod +x /tmp/schema_registry․py

$ python3 /tmp/schema_registry․py

1
{"type":"record","name":"value_wikimedia","namespace":"wikimedia","fields":[{"name":"bot","type":
["null","boolean"],"default":null},{"name":"comment","type":["null","string"],"default":null},{"name":"id","type":
["null","int"],"default":null}]}

NOTE

The returned identifier is used to retrieve this schema from the schema resource and is different from the schema version associated with the subject. If the same

schema is registered under a different entity, the same identifier will be returned. However, the schema version can be different for different entities.

Write data to a Kafka topic using a schema

NOTE

To automatically create a wikimedia  topic, you must enable the auto.create.topics.enable option in the server.properties group when  the Kafka

service.

configuring

In order to write data to a Kafka topic using a schema, use the Python3 script that executes:

above

above

$ sudo vim /tmp/avro_producer․py

import requests
import json

# 3rd party library imported
from confluent_kafka import SerializingProducer
from confluent_kafka․schema_registry import SchemaRegistryClient
from confluent_kafka․schema_registry․avro import AvroSerializer
from confluent_kafka․schema_registry import Schema

# import from constants
from constants import SCHEMA_STR

init_string = 'data: '
source_url = 'httрs://stream․wikimedia․org/v2/stream/recentchange'
kafka_url = 'localhost:9092'
schema_registry_url = 'httр://localhost:8081'
kafka_topic = 'wikimedia'
schema_registry_subject = f"{kafka_topic}-value"

def delivery_report(errmsg, msg):
    if errmsg is not None:
        print("Delivery failed for Message: {} : {}"․format(msg․key(), errmsg))
        return
    print('Message: {} unsuccessfully produced to Topic: {} Partition: [{}] at offset {}'․format(msg․key(), msg․topic(), msg․
partition(), msg․offset()))

def avro_producer(source_url, kafka_url, schema_registry_url, schema_registry_subject):
    # schema registry
    sr, latest_version = get_schema_from_schema_registry(schema_registry_url, schema_registry_subject)

    value_avro_serializer = AvroSerializer(schema_registry_client = sr,
                                          schema_str = latest_version․schema․schema_str,
                                          conf={
                                              'auto․register․schemas': False
                                            }
                                          )

    # Kafka Producer
    producer = SerializingProducer({
        'bootstrap․servers': kafka_url,
        'security․protocol': 'plaintext',
        'value․serializer': value_avro_serializer,
        'delivery․timeout․ms': 120000, # set it to 2 mins
        'enable․idempotence': 'true'
    })

    s = requests․Session()

    with s․get(source_url, headers=None, stream=True) as resp:
        for line in resp․iter_lines():
            if line:
                decoded_line = line․decode()
                if decoded_line․find(init_string) >= 0:
                    # remove data: to create a valid json
                    decoded_line = decoded_line․replace(init_string, "")
                    # convert to json
                    decoded_json = json․loads(decoded_line)

                    try:
                        # print(decoded_line + '\n')
                        producer․produce(topic=kafka_topic, value=decoded_json, on_delivery=delivery_report)

                        # Trigger any available delivery report callbacks from previous produce() calls
                        events_processed = producer․poll(1)
                        print(f"events_processed: {events_processed}")

                        messages_in_queue = producer․flush(1)
                        print(f"messages_in_queue: {messages_in_queue}")
                    except Exception as e:
                        print(e)

def get_schema_from_schema_registry(schema_registry_url, schema_registry_subject):
    sr = SchemaRegistryClient({'url': schema_registry_url})
    latest_version = sr․get_latest_version(schema_registry_subject)

    return sr, latest_version

def register_schema(schema_registry_url, schema_registry_subject, schema_str):
    sr = SchemaRegistryClient({'url': schema_registry_url})
    schema = Schema(schema_str, schema_type="AVRO")
    schema_id = sr․register_schema(subject_name=schema_registry_subject, schema=schema)

    return schema_id

def update_schema(schema_registry_url, schema_registry_subject, schema_str):
    sr = SchemaRegistryClient({'url': schema_registry_url})
    versions_deleted_list = sr․delete_subject(schema_registry_subject)
    print(f"versions of schema deleted list: {versions_deleted_list}")

    schema_id = register_schema(schema_registry_url, schema_registry_subject, schema_str)
    return schema_id

avro_producer(source_url, kafka_url, schema_registry_url, schema_registry_subject)

$ sudo chmod +x /tmp/avro_producer․py

$ python3 /tmp/avro_producer․py

Message: None unsuccessfully produced to Topic: wikimedia Partition: [0] at offset 284
events_processed: 1
messages_in_queue: 0

Read messages according to the scheme

In order to read the serialized data from a Kafka topic using a schema, use the Python3 script that executes:

$ sudo nano /tmp/avro_consumer․py

import json
from confluent_kafka import Producer, KafkaException
from confluent_kafka․avro import AvroConsumer
from confluent_kafka import avro

def avro_consumer():
    consumer_config = {
        "bootstrap․servers": "localhost:9092",
        "schema․registry․url": "httр://localhost:8081",
        "group․id": "1",
        "auto․offset․reset": "earliest"
    }

    #print(value_schema)

    consumer = AvroConsumer(consumer_config)
    consumer․subscribe(['wikimedia'])

    while True:
      try:
        msg = consumer․poll(1)

        if msg is None:
          continue

        print("Value is :" + json․dumps(msg․value()))
        print("-------------------------")

      except KafkaException as e:
        print('Kafka failure ' + e)

    consumer․close()

def main():
    avro_consumer()

if __name__ == "__main__":
    main()

$ sudo chmod +x /tmp/avro_consumer․py

$ python3 /tmp/avro_consumer․py

-------------------------
Value is :{"bot": false, "comment": "[[:Category:2010s elections in Spain]] added to category", "id": 21173636}
-------------------------

NOTE

Reading with data deserialization can also be done using the kcat client that supports deserialization of Avro messages using the Confluent Schema Registry.

Schema evolution

above

{\"name\":\"length\",\"type\":[\"null\",{\"type\":\"record\",\"name\":\"Length\",\"fields\":[{\"name\":\"new\",\"type\":
[\"null\",\"int\"],\"default\":null},{\"name\":\"old\",\"type\":[\"null\",\"int\"],\"default\":null}]}],\"default\":null}

SCHEMA_STR="{\"type\":\"record\",\"name\":\"value_wikimedia\",\"namespace\":\"wikimedia\",\"fields\":[{\"name\":\"bot\",\"type\":
[\"null\",\"boolean\"],\"default\":null},{\"name\":\"comment\",\"type\":[\"null\",\"string\"],\"default\":null},
{\"name\":\"id\",\"type\":[\"null\",\"int\"],\"default\":null},{\"name\":\"length\",\"type\":[\"null\",
{\"type\":\"record\",\"name\":\"Length\",\"fields\":[{\"name\":\"new\",\"type\":[\"null\",\"int\"],\"default\":null},
{\"name\":\"old\",\"type\":[\"null\",\"int\"],\"default\":null}]}],\"default\":null}]}"

schema_registry.py

2
{"type":"record","name":"value_wikimedia","namespace":"wikimedia","fields":[{"name":"bot","type":
["null","boolean"],"default":null},{"name":"comment","type":["null","string"],"default":null},{"name":"id","type":
["null","int"],"default":null},{"name":"length","type":["null",{"type":"record","name":"Length","fields":[{"name":"new","type":
["null","int"],"default":null},{"name":"old","type":["null","int"],"default":null}]}],"default":null}]}

avro_producer.py

avro_consumer.py

Value is :{"bot": false, "comment": "/* wbcreateclaim-create:1| */ [[Property:P279]]: [[Q11173]], 
[[:toollabs:quickstatements/#/batch/211994|batch #211994]]", "id": 2025996909, "length": {"new": 6175, "old": 5747}}
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https://www.python.org/downloads/
https://docs.confluent.io/platform/current/clients/confluent-kafka-python/html/index.html
https://pypi.org/project/requests/
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https://avro.apache.org/docs/1.8.1/api/java/org/apache/avro/hadoop/io/AvroSerializer.html
https://docs.confluent.io/platform/current/clients/confluent-kafka-python/html/index.html#serializingproducer-experimental
https://avro.apache.org/
https://docs.confluent.io/platform/current/clients/confluent-kafka-python/html/index.html
https://stream.wikimedia.org/?doc#/streams/get_v2_stream_recentchange
https://github.com/edenhill/kcat
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Click the icon to open a drop-down list with available actions and select an action to run it.

Actions for working with ADS cluster

When you select an action, ADCM displays a dialog box to confirm your selection. In this dialog box, you can select the Verbose check box to view additional information about the

execution of the action on the Jobs page.

Action confirmation

The set of available actions depends on the cluster state:

For  (cluster state created ) the following action is available:

Install — installs all cluster services.

Validate configuration — checks for duplicate ports on each host before installing the services.

After  (cluster state installed ) the following actions are available:

Restart — stops and then starts all services of the cluster. To restart the cluster, select the required value for the Apply configs from ADCM option. If the value true  is selected,

then the service is launched taking into account all the parameters specified in the settings of this service in ADCM. Otherwise, the service settings in ADCM are ignored. Next,

confirm the action by clicking Run.

Configuration for restarting cluster services

Start — starts the cluster services. To start the cluster, select the required value for the Apply configs from ADCM option and confirm the action by clicking Run.

Configuration for starting cluster services

The services are launched in the same sequence as during installation — first the required services, then the additional ones.

Stop — stops cluster services. When the cluster is stopped, additional services are stopped first, then the required ones.

Manage Kerberos — allows you to enable, reconfigure, and disable Kerberos authentication.

Once you select an action, the window that appears will offer several options for running the action:

Existing FreeIPA

Every option of the Manage Kerberos action can be combined with the  option.

Manage Kerberos options

After enabling authentication for one of the protocols, when you select the Manage Kerberos action, in the window that opens you will be asked to edit the already enabled option

and the Custom kerberization settings option.

Manage Kerberos options after authentication is enabled

Manage SSL — allows you to enable, reconfigure, and disable channel security over the SSL protocol. Configuring channel security using the SSL protocol is carried out in

accordance with the article .

Reinstall status-checker — initiates reconfiguration and restart of statuschecker for all cluster services. Used when migrating a cluster under the control of a new ADCM server.

Validate configuration — checks for duplicate ports on each host.

For a cluster prepared for upgrade (the cluster state is upgrade from X.X.X ), an available action is:

Upgrade —  .

To update the cluster version:

1. Download the bundle ADS new version — see step Upload a cluster bundle to ADCM in the  article.

2. 

Open the Clusters page. After downloading the bundle, the icon  becomes active.

3. 

Click on the icon . In the Upgrade Cluster window that opens, select the version available for upgrade and click Upgrade.

Start upgrade

4. In the dialog box that opens, click Run.

Confirmation of preparation for update

As a result, the status in the State column changes to upgrade from XXX  (depending on the cluster version) — the cluster is ready for upgrade.

5. 

Click the icon in the Actions column and run the Upgrade action.

Performing an update

In the dialog box that opens, click Run to confirm the update. Once the upgrade process is complete, ADCM will change the cluster status to installed .

To Table of Contents

Manage a cluster

Cluster update

This article describes the main actions available in the ADCM interface for working with an ADS cluster.

Actions with the cluster are performed on the Clusters page.

Page Clusters

The Clusters page contains a table with the following columns:

Name — the name specified when creating the cluster.

State — current state of the cluster ( created , installed  or upgrade from X.X.X ).

Product — product name.

Version — version of the product bundle that was used to install the cluster.

Description — description specified when creating the cluster.

Concerns. The icon  serves as an indicator that the cluster is configured correctly. If critical errors are detected in the cluster configuration, the icon is displayed in the

column — when you hover over it, a window is displayed with a description of the error and a link that you can follow to perform the required configuration.

Actions. The column shows icons for :

 — opens a list of actions for working with the cluster.

 — indicates whether a new version of the bundle is available, and allows you to run  to the new version.

 — deletes information about the cluster from ADCM (does not delete the cluster or make any changes to the hosts belonging to the cluster).

You can use the icons described above to perform the corresponding actions. Once an activity is started, ADCM displays its execution progress and result on the Jobs page. From this

page you can go to the page of an individual task (by clicking on the task name) to see the internal stages of its execution and analyze errors if they occur.

The Jobs page

cluster management

cluster update

NOTE

When actions are being performed for services, messages like FAILED - RETRYING  may be displayed in the logs on the Jobs page, for example:

This is because some processes may take a while to start. If the next retry for the current task succeeds and the action continues to execute and completes

generally without errors, messages like FAILED - RETRYING  are not an indication of a failure.

If all retries have been repeated and none of them succeeded, the action is terminated and is considered unsuccessful.

FAILED - RETRYING: Check NiFi Server service port (50 retries left)․
․․․
FAILED - RETRYING: Check that the topic data is absent (40 retries left)․

Manage a cluster

new cluster

cluster installation

Existing MIT KDC

Existing Active Directory

Existing Samba

Custom kerberization settings

SSL channel security

upgrades the cluster version

Cluster update

IMPORTANT

Prior to upgrading, verify that the configurations on the hosts align with the ADCM configurations. If there were manual edits on the hosts, bring them into a

consistent state yourself.

When upgrading an ADS cluster, the product upgrade order should be as follows:

1. ADCM

2. ADPS

3. ADS

Create a cluster
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Service actions
Olga Semme

The ADCM user interface allows you to perform actions to manage services of ADS. To switch to the actions, click on the cluster name on the Clusters page and open the Services tab.

ADS cluster services in the ADCM interface

The Services tab contains a table with the following columns:

Name — service name.

Version — service version.

State — current state of the service (for example, created  or installed ).

Concerns. The icon  serves as an indicator of the correct configuration of service components. If critical errors are detected in the service configuration (for example, required

service components are not installed on the cluster hosts), the icon is displayed in the column — when you hover over it, a window is displayed with a description of the error

and a link that you can follow to perform the required configuration.

Actions. When you click on the icon , a list with actions to work with the service opens.

Once the action is started, ADCM displays the process and the result of its execution on the Jobs page. Also on the Jobs page you can analyze errors if they occur.

The set of actions depends on the type of service.

Available actions for each service are described in the articles:

The Actions column also separately shows icons for the following actions:

 — transfer the service to maintenance mode. This functionality is not currently implemented in this cluster.

 — delete a service from the cluster.

If the service deletion fails, on the Jobs page, you can analyze the causes of the error. Some services are interdependent. For example, before deleting some services, you need to

delete the Kafka service.

To Table of Contents

Kafka actions

Kafka Connect actions

Kafka REST Proxy actions

ksqlDB actions

NiFi actions
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Kafka actions
Olga Semme

Contents

In Kafka, the Check action starts the creation of test topics and checks their availability on each of the hosts with Kafka Broker.

The KRaft migration stage 1 and KRaft migration stage 2 actions are used when  Kafka to KRaft mode.

The Restart action stops and then starts the service.

To restart the service:

1. Select the required value for the Apply configs from ADCM option. If it is set to true , all service configurations defined in ADCM settings will be applied during the service restart.

Otherwise, the service restarts without applying configurations from ADCM.

2. Select the value of the Rolling restart option. If it is set to true , then rolling restart will be applied to running Java applications when the action is launched.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Manage Ranger plugin action triggers the  activation to enable Kafka service authorization.

The Validate configuration action checks for duplicate ports on each host for the service.

The Restart action stops and then starts the component. After selecting the action, specify the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the component restart. Otherwise, the component restarts without applying configurations from ADCM.

The Start action starts the component. After selecting the action, specify the required value for the Apply configs from ADCM option.

The Stop action stops the component.

To Table of Contents

Service actions
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Validate configuration

Component actions

Restart
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to Kafka service, and choose the desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

To initiate action in the components of the service, from the Services tab, navigate to the service configuration parameters page by clicking on the service name. Next, from the Primary

configuration tab, go to the .

To select an action, click in the row corresponding to the component.

service components configuration page

Service actions

Check

KRaft migration stage

migrating

Restart

Start

Stop

Add/Remove components

parameter

Manage Ranger plugin

Kafka Ranger plugin

Validate configuration

Component actions

Restart

Start

Stop
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Kafka Connect actions
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The Check action checks the health of the service.

In Kafka Connect, Check checks the service availability on the port and the service status.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Validate configuration action checks for duplicate ports on each host for the service.

To Table of Contents
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to Kafka Connect service, and choose the desired

action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

Check

Restart

Start

Stop

Add/Remove components

parameter

Validate configuration

30 a 33

https://docs.arenadata.io/en/ADCM/current/introduction/intro.html


Kafka REST Proxy actions
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The Check action checks the health of the service.

In Kafka REST Proxy, Check checks the service availability on the port and the service status.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Validate configuration action checks for duplicate ports on each host for the service.

To Table of Contents
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to Kafka REST Proxy service, and choose the

desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

Check

Restart

Start

Stop

Validate configuration
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ksqlDB actions
Olga Semme

Contents

The Check action checks the health of the service.

In ksqlDB, Check checks the service availability on the port and the service status.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Validate configuration action checks for duplicate ports on each host for the service.

To Table of Contents
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to ksqlDB service, and choose the desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result
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Restart

Start

Stop

Validate configuration
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In NiFi2, the Check action checks the service availability on the port and the service status.

The Kafka integration action performs the pre-configuration of the integration between NiFi (NiFi2) and Kafka/Schema Registry. After the action is executed, a parameters context and a

controller service instance are automatically created, reflecting the current cluster topology and security settings.

The Restart action stops and then starts the service.

To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service configurations defined in ADCM settings will be applied during

the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

Fill in the fields:

List of DNames to add — list of NiFi user IDs and systems to add to NiFi Server/Registry.

List of DNames to remove — list of NiFi user IDs and systems to remove from NiFi Server/Registry.

To specify a user, click the + 1 symbol and enter the user name, for example CN=nifi_node_hostname, OU=Arenadata, O=Arenadata, L=Moscow, ST=Moscow,
C=RU .

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Manage Initial Admin action is used when the NiFi Initial Admin parameter needs to be changed after configuring .

Performing an action triggers:

Change the NiFi Initial Admin setting in the authorizers.xml  section of the NiFi service.

Change NiFi admin login details in  and .

The Manage Ranger plugin action triggers the  activation to enable NiFi service authorization.

The Validate configuration action checks for duplicate ports on each host for the service.

The Restart action stops and then starts the component.

The Start action starts the component.

The Stop action stops the component.

To Table of Contents
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to NiFi service, and choose the desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

To initiate action in the components of the service, from the Services tab, navigate to the service configuration parameters page by clicking on the service name. Next, from the Primary

configuration tab, go to the .

To select an action, click in the row corresponding to the component.

service components configuration page

NOTE

When actions are being performed for the NiFi service, messages like FAILED - RETRYING  may be displayed in the logs on the Jobs page, for example:

This is because NiFi and NiFi Registry servers may take some time to launch due to the nature of their architecture. If the next retry for the current task succeeds

and the action continues to execute and completes generally without errors, messages like FAILED - RETRYING  are not an indication of a failure.

If all retries have been repeated and none of them succeeded, the action is terminated and is considered unsuccessful.

FAILED - RETRYING: Check NiFi Server service port (50 retries left)․
․․․
FAILED - RETRYING: Get Nifi-Registry info from Nifi Server (50 retries left)․

Service actions
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Restart
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Stop

Add/Remove components

parameter

Manage Initial Admin

NiFi service authentication

config settings

NiFi Server UI NiFi Registry UI

Manage Ranger plugin
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NiFi2 actions
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In NiFi2, the Check action checks the service availability on the port and the service status.

The Kafka integration action performs the pre-configuration of the integration between NiFi (NiFi2) and Kafka/Schema Registry. After the action is executed, a parameters context and a

controller service instance are automatically created, reflecting the current cluster topology and security settings.

The Restart action stops and then starts the service.

To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service configurations defined in ADCM settings will be applied during

the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

Fill in the fields:

List of DNames to add — list of NiFi user IDs and systems to add to NiFi Server/Registry.

List of DNames to remove — list of NiFi user IDs and systems to remove from NiFi Server/Registry.

To specify a user, click the + 1 symbol and enter the user name, for example CN=nifi_node_hostname, OU=Arenadata, O=Arenadata, L=Moscow, ST=Moscow,
C=RU .

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Manage Initial Admin action is used when the NiFi Initial Admin parameter needs to be changed after configuring .

Performing an action triggers:

Change the NiFi Initial Admin setting in the authorizers.xml  section of the NiFi2 service.

Change NiFi2 admin login details in  and .

The Validate configuration action checks for duplicate ports on each host for the service.

The Restart action stops and then starts the component.

The Start action starts the component.

The Stop action stops the component.

To Table of Contents
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to NiFi2 service, and choose the desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

To initiate action in the components of the service, from the Services tab, navigate to the service configuration parameters page by clicking on the service name. Next, from the Primary

configuration tab, go to the .

To select an action, click in the row corresponding to the component.

service components configuration page

NOTE

When actions are being performed for the NiFi service, messages like FAILED - RETRYING  may be displayed in the logs on the Jobs page, for example:

This is because NiFi and NiFi Registry servers may take some time to launch due to the nature of their architecture. If the next retry for the current task succeeds

and the action continues to execute and completes generally without errors, messages like FAILED - RETRYING  are not an indication of a failure.

If all retries have been repeated and none of them succeeded, the action is terminated and is considered unsuccessful.

FAILED - RETRYING: Check NiFi Server service port (50 retries left)․
․․․
FAILED - RETRYING: Get Nifi-Registry info from Nifi Server (50 retries left)․
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MiNiFi actions
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The Check action checks the health of the service.

In MiNiFi, Check checks the service availability on the port and the service status.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

Fill in the fields:

List of DNames to add — list of MiNiFi user IDs and systems to add to NiFi Server/Registry.

List of DNames to remove — list of MiNiFi user IDs and systems to remove from NiFi Server/Registry.

To specify a user, click the + 1 symbol and enter the user name, for example CN=nifi_node_hostname, OU=Arenadata, O=Arenadata, L=Moscow, ST=Moscow,
C=RU .

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Validate configuration action checks for duplicate ports on each host for the service.
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to MiNiFi service, and choose the desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

Check

Restart

Start

Stop

Add/Remove components

parameter

Validate configuration

c5 c0e

https://docs.arenadata.io/en/ADCM/current/introduction/intro.html
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The Check action checks the health of the service.

In Schema-Registry, Check action starts the creation of a test topic, writes messages to it, and checks the availability of messages on each of the hosts with Kafka Broker.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Validate configuration action checks for duplicate ports on each host for the service.
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to Schema-Registry service, and choose the

desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result
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The Check action checks the health of the service.

In ZooKeeper, Check connects to the ZooKeeper quorum, creates a test znode in it, and checks that the created znode is available to each of the quorum hosts.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Validate configuration action checks for duplicate ports on each host for the service.
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to ZooKeeper service, and choose the desired

action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.
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Monitoring Clients actions
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The Check action checks the health of the service.

In Monitoring Clients, Check checks the statuses of all service components.

The Restart action stops and then starts the service. To restart the service, select the required value for the Apply configs from ADCM option. If it is set to true , all service

configurations defined in ADCM settings will be applied during the service restart. Otherwise, the service restarts without applying configurations from ADCM.

The Start action starts the service. To start the service, select the required value for the Apply configs from ADCM option.

The Stop action stops the service.

The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, do:

1. Select  values   for installation.

2. Select hosts to install instances of the new component or remove hosts previously associated with the service component.

The Reinstall action reinstalls Monitoring Clients. After starting the action, set the  and click Run.
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This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to Monitoring Clients service, and choose the

desired action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result
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The System metrics Agent must be installed on each host.
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parameters
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The Add/Remove components action allows you to change the number of components installed for the service.

After selecting the action, select hosts to install instances of the new component or remove hosts previously associated with the service component.

Selecting hosts for a service component

The Check action checks the health of the service.

In Monitoring, the Check checks the statuses of all service components.

The Reconfigure and restart action allows you to reconfigure the service if configuration parameters have been changed and to stop and start the service.

After selecting the action, select parameter values   if necessary:

Zookeeper autorestart — set to true  if you want to reconfigure and restart the ZooKeeper service.

Grafana: apply password — set to true  if you want to reset the password for the Grafana component.

Configuring restart parameters

The Reinstall action reinstalls Monitoring.

The Start action starts the service.

The Stop action stops the service.

The Validate configuration action checks for duplicate ports on each host for the service.

To Table of Contents

Add/Remove components

Check

Reconfigure and restart

Reinstall

Start

Stop

Validate configuration

This article describes the main actions available for working with the service in ADCM.

To go to actions in the service, click the cluster name on the Clusters page, open the Services tab, click in the line corresponding to the Monitoring service, and choose the desired

action.

When you select an action, ADCM displays a confirmation form. In this form, on the Confirmation tab, you can select the Verbose check box to view additional information about the

action execution on the Jobs page.

Action confirmation form

To view the results of an action, go to Jobs and click the name of the corresponding action or on its component.

Next, the page with the results of the action becomes available for viewing, where you can analyze errors if they occur.

Action result

Add/Remove components

NOTE

The Prometheus Server and Grafana components can only be installed one instance per cluster.

Check

Reconfigure and restart

Reinstall

Start

Stop

Validate configuration
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Basic authentication
Olga Semme

This article describes how to enable basic authentication for services:

Schema Registry

Kafka REST Proxy

ksqlDB

To enable Basic authentication with ADCM, do the following:

1. On the  tab in the configuration settings tree, enable the BASIC Authentication switch.

Enabling BASIC Authentication on the ADS cluster

The nodes that open show the default values   for the admin  user:

in the node Basic Auth username:password map: password for the user (the default password for the admin  user is admin );

in the node Basic Auth username:role map: the role assigned to the user (the default role for the admin  user is admin ).

BASIC Authentication configuration

User roles

The roles that can be assigned to users are defined on the  page using the authentication.roles parameter in the Basic Auth properties group.

authentication.roles parameter

Multiple roles can be specified separated by commas. To be authorized to work in the service, the authenticated user must belong to at least one of these roles.

2. Save the configuration by clicking Save.

3. 

Restart all services for which authentication has been configured. To do this, apply the action  by clicking on the in the Actions column.

After successfully applying the Basic Auth action, the connection to the services is made after the specified user is authenticated.

To Table of Contents

cluster configuration

service configuration

Restart
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MIT Kerberos
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To install the KDC, run the following command on the selected host:

The result is a message:

1. The configuration file kdc.conf needs to be configured. It displays the name of the realm in which authentication is performed and the path to the configuration files.

Enter the command to open the file:

Edit the opened file as follows:

This file contains the sections described below:

[kdcdefaults]

The section specifies the default values   for the tags to be used if the [realms]  section does not contain a value for that tag.

Tag Tag description

kdc_ports UDP port for connecting to KDC

kdc_tcp_ports TCP port for connecting to KDC

default_realm Area designated by the user for authentication

[realms]

Every subsection in the section is the name of a Kerberos realm. The meaning of the subsection tags determines the KDC settings for that particular realm.

Tag Tag description

acl_file Location of the ACL file that kadmind uses to determine which principals

are granted which permissions in the Kerberos database

admin_keytab Location of the keytab file that the kadmind4 and v5passwdd

administrative services use to authenticate against the database

dict_file Location of a dictionary file containing strings that cannot be used as

passwords. The file must contain one line per line without any extra

spaces. If nothing is specified, or if no policy is assigned to the principal,

no dictionary password checks will be performed

supported_enctypes Specifies the default key/salt encryption type combinations for principals

for this realm. All members created with kadmin will have keys of these

types

2. Next, you need to edit the kadm5.acl file to provide administrative access to the Kerberos domain.

Enter the command to open the file:

Edit the opened file as follows:

The example above is configured so that any /admin  principal in the ADS-KAFKA.LOCAL  realm has all administrative privileges except key extraction.

3. Next, you need to edit the Kerberos domain configuration file krb5.conf.

Enter the command to open the file:

Edit the opened file as follows:

This file contains the sections described below:

[logging]

The section specifies how the logs are kept.

Tag Tag description

default Path to the file where the log is located, unless otherwise specified

kdc Path to the file where the KDC log is located

admin_server Path to the file where the log for the administrative server is located

[libdefaults]

This section describes the parameters used by the Kerberos V5 library.

Tag Tag description

default_realm Identifies the default Kerberos realm for the client. Set its value to your

Kerberos realm. If this value is not set, then when calling programs such

as kinit, you must specify a realm for each Kerberos principal

kdc_timesync Valid values   for this ratio are 1  or 0 . If it is non-zero, client machines

will calculate the difference between their own time and the time returned

by the KDC in ticket timestamps, and use this value to correct inaccurate

system clocks when requested

ticket_lifetime Sets the default time to live for initial ticket requests

[realms]

Every subsection in the section is the name of a Kerberos realm. The meaning of subsection tags determines the settings for that particular area.

Tag Tag description

ADS-KAFKA.LOCAL Area designated by the user for authentication

admin_server Identifies the host on which the administration server is running. Typically,

this is the main Kerberos server. This tag must be set to a value to

communicate with the kadmind server for this realm

kdc Name or address of the host running the KDC for this realm. An optional

port number can be included, separated from the hostname by a colon

4. Create a database of Kerberos principals for realm domain ADS-KAFKA.LOCAL  using the kdb5_util utility.

Enter command:

As a result, a message is displayed about the created database for the ADS-KAFKA.LOCAL  area:

5. Create user admin  using command line interface kadmin.local.

Enter command:

As a result, a message is displayed:

6. Restart Kerberos and KDC services.

Enter the commands one by one:

Check the status of running services by running the commands:

Before starting Manage Kerberos, the user file jaas.conf can be configured to specify user data for connecting other service clients to the current service (paths to keytab files, the

useTicketCache  parameter, and others).

The table below shows a list of services for which a custom jaas.conf file can be configured and the file storage paths for each service.

Path to the jaas.conf file for services

Service Path to jaas.conf

Kafka /etc/kafka/conf/kafka-jaas.conf

Kafka Connect /etc/kafka-connect/jaas_config.conf

Kafka REST Proxy /etc/kafka-rest/jaas_config.conf

Schema-Registry /etc/schema-registry/jaas_config.conf

ksqlDB /etc/ksqldb/jaas_config.conf

Kafka REST Proxy /etc/kafka-rest/jaas_config.conf

NiFi /etc/nifi/conf/nifi-jaas.conf

The custom jaas.conf file is configured using a special JAAS template on the  page of the service. The configuration can be performed both for an individual service and

for  on which the service is installed.

To configure jaas.conf:

1. Turn on the Show advanced switch.

2. Open the template, make changes and save by clicking Apply.

To configure user data when enabling authentication via the Kerberos protocol, only those JAAS template template blocks that describe the configuration for the

Krb5LoginModule module are filled.

Below is an example of a JAAS file template for the Kafka service and a brief description of the blocks to be filled.

JAAS file for Kafka

Client  — describes configuration parameters for connecting other services (for example, Zookeeper) to Kafka brokers.

KafkaClient  — describes configuration parameters for connecting external applications (producers and consumers) to Kafka brokers

KafkaServer  — describes the configuration parameters for communication between Kafka brokers.

3. Save the configuration by clicking Save.

Setting up JAAS template

4. 

Reload the services for which jaas.conf was configured. To do this, apply the  action by clicking in the Actions column.

1. 

Initiate Kerberos enablement for the selected cluster. To do this, apply the Manage Kerberos action by clicking in the Actions column.

Enabling Kerberos on the ADS cluster

2. Enable Existing MIT KDC. To do this, you need to enable the eponymous switch in the window that opens.

Enabling Existing MIT KDC

3. Set the Show advanced switch to active.

4. Set the configuration parameters of the ADS cluster for MIT Kerberos KDC in accordance with the previously entered values   and click Run.

Configuring ADS cluster for MIT Kerberos KDC

5. Wait for the Kerberos setup to complete. Analyze and correct errors if they occur.

Kerberos installation process

To Table of Contents

Configure KDC

Set up configuration files

Configure a custom jaas.conf

Start MIT Kerberos KDC on ADS cluster in ADCM interface

Kerberos — network authentication protocol that provides a mechanism for mutual authentication of a client and server before establishing a connection between them.

SASL — authentication and data security framework used in Internet protocols.

Basic concepts used in Kerberos:

Principal — unique name for a client that is allowed to authenticate with Kerberos.

Ticket — temporary data issued to the client for authentication on the server where the required service is located.

Realm — network used by Kerberos, consisting of KDC servers and multiple clients.

Key distribution center (KDC) — service that issues Kerberos tickets.

Configure KDC

NOTE

KDC can be installed on any host that has access to a host with ADCM installed (FQDN connectivity).

KDC can also be installed on the same host as ADCM.

$ sudo yum install -y krb5-server

Complete!

Set up configuration files

NOTE

Examples of commands for working with configuration files are given using the vim text editor, which must be preinstalled on this host.

It is possible to use other text editors.

$ sudo vim /var/kerberos/krb5kdc/kdc․conf

[kdcdefaults]
 kdc_ports = 88
 kdc_tcp_ports = 88
 default_realm = ADS-KAFKA․LOCAL

[realms]
 ADS-KAFKA․LOCAL = {
 acl_file = /var/kerberos/krb5kdc/kadm5․acl
 dict_file = /usr/share/dict/words
 admin_keytab = /var/kerberos/krb5kdc/kadm5․keytab
 supported_enctypes = aes256-cts:normal aes128-cts:normal des3-hmac-sha1:normal arcfour-hmac:normal camellia256-cts:normal 
camellia128-cts:normal des-hmac-sha1:normal des-cbc-md5:normal des-cbc-crc:normal
 }

NOTE

A complete description of the tag values   for this file can be found at kdc.conf.

$ sudo vim /var/kerberos/krb5kdc/kadm5․acl

*/admin@ADS-KAFKA․LOCAL *

NOTE

For a complete description of the tag values   for sections of this file, see kadm5_acl.

$ sudo vim /etc/krb5․conf

[logging]
 default = FILE:/var/log/krb5libs․log
 kdc = FILE:/var/log/krb5kdc․log
 admin_server = FILE:/var/log/kadmind․log

[libdefaults]
 default_realm = ADS-KAFKA․LOCAL
 kdc_timesync = 1
 ticket_lifetime = 24h

[realms]
 ADS-KAFKA․LOCAL = {
 admin_server = sov-ads-test-0․ru-central1․internal
 kdc = sov-ads-test-0․ru-central1․internal
 }

NOTE

For a complete description of the tag values   for the areas of this file, see krb5_conf.

$ sudo /usr/sbin/kdb5_util create -s -r ADS-KAFKA․LOCAL -P P@ssw0rd

Loading random data
Initializing database '/var/kerberos/krb5kdc/principal' for realm 'ADS-KAFKA․LOCAL',
master key name 'K/M@ADS-KAFKA․LOCAL'

NOTE

A complete description of the functions of the kdb5_util utility and applicable options is available at kdb5_util.

$ sudo kadmin․local -q "add_principal -pw P@ssw0rd admin/admin"

Principal "admin/admin@ADS-KAFKA․LOCAL" created․

NOTE

For a complete description of the kadmin_local command line interface functions and applicable options, see kadmin_local.

$ sudo systemctl restart krb5kdc
$ sudo systemctl restart kadmin

$ sudo systemctl status krb5kdc
$ sudo systemctl status kadmin

Configure a custom jaas.conf

configuration

host groups

{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
Client {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka․service․keytab"
    principal="kafka/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka․service․keytab"
    principal="kafka/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
KafkaServer {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka․service․keytab"
    principal="kafka/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
{%- elif cluster․config․sasl_plain_auth_default_config is not none %}
    {%- set credential = cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data %}
KafkaServer {
  org․apache․kafka․common․security․plain․PlainLoginModule required
  username="kafka"
  password="{{ credential['kafka'] }}"
{% for user, password in credential․items() %}
  user_{{ user }}="{{ password }}"{% if loop․index != loop | length %}
{% endif %}
{% endfor %};
};
{% endif %}

Restart

NOTE

In the case when the JAAS template is not changed before enabling Manage Kerberos, after enabling kerberization on hosts, jaas.conf files are created by default

for each service with the data given in the template.

Start MIT Kerberos KDC on ADS cluster in ADCM interface

NOTE

Enabling Existing MIT KDC can be combined with the  option.Custom kerberization settings

NOTE

Kerberos authentication after running Manage Kerberos in Kafka service is done according to .Use MIT Kerberos in Kafka
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1. Set up an Active Directory server (LDAP server).

2. Create a user account to connect the cluster to LDAP-server using the LDAP protocol.

3. Generate a certificate for the user by enabling LDAP over SSL using a third-party CA.

4. Set a password for the account.

5. Assign a user principal name to the account, for example, admin-kafka@AD.RANGER-TEST , and generate a keytab file with these principal and keys.

1. Make sure you know the necessary data to start Active Directory:

KDC hosts — address of the host where Key Distribution Center is installed, for AD kerberization this address is the same as the address of the LDAP server;

Realm — designation of realm for authentication in Kerberos;

Kadmin server — server for installing the Kerberos V5 administration system, for kerberization on AD this address is the same as the address of the LDAP server;

Kadmin principal — designation of the user principal created to connect the cluster to Active Directory;

Kadmin password — password for the user principal created to connect the cluster to Active Directory;

Admin DN — account in Active Directory for the user used to connect the cluster to Active Directory;

LDAP URL — LDAP server address;

Container DN — distinguished name ou, which will be the default location for cluster objects created during kerberization below the user described in Admin DN;

TLS CA certificate Path — path to the generated CA certificate for the Admin DN user (you can leave it blank, then ADCM will contact the LDAP server);

TLS CA certificate (optional) — the number of the created CA certificate for the user Admin DN (it is allowed not to specify, then ADCM will contact the LDAP server)

2. 

Initiate enabling MS Active Directory for the selected cluster. To do this, apply the Manage Kerberos action by clicking on the in the Actions column.

Enabling Kerberos on the ADS cluster

3. Enable Existing Active Directory. To do this, you need to enable the eponymous switch in the window that opens.

Enable Existing Active Directory

4. Set the configuration parameters of the ADS cluster for MS Active Directory according to the values   set for the user in the LDAP directory and click Run.

Configuring ADS Cluster for MS Active Directory

5. Wait for the Kerberos LDAP enablement to complete. Analyze and correct errors if they occur.

LDAP installation process

To Table of Contents

Prepare to run Active Directory on an ADS cluster

Run Active Directory on ADS cluster in the ADCM interface

Basic concepts used in Kerberos LDAP:

Active Directory — database and set of services that connect users to the necessary network resources.

Lightweight directory access protocol (LDAP) — application layer protocol for accessing the Active Directory directory service, used in cluster kerberization to establish user

principals.

LDAPS — LDAP activation using SSL/TLS protocol to create secure traffic. Creating passwords for ADS users with accounts in Active Directory during cluster kerberization is only

possible using LDAPS.

LDAP server — hierarchical database, a directory service based on Active Directory, used for centralized storage of accounts. The credentials include the principals against which

the user is validated in Kerberos.

Key distribution center (KDC) — access control system component responsible for servicing user requests for access to resources by providing access tickets and session keys. It

uses Active Directory as the account database.

Distinguished name (DN) is an account in Active Directory. The DN must be unique within the tree. The DN describes the content of the attributes in the tree (navigation path) for

accessing a particular entry.

A DN consists of a series of relative distinguished names (RDN) determined by moving up the tree in the direction of its root entry. RDNs are written from left to right.

An example DN for a user used in this article:

cn=admin-kafka,ou=kerberos,ou=adh,dc=ad,dc=ranger-test.

The following RDNs are assigned to this entry:

cn — common name.

ou — organizational unit, a container in an Active Directory domain that can contain users, groups, and computers. An organizational unit can have multiple ou within it.

dc — parts of the domain name (domain component), represent the top of the LDAP tree, which uses DNS to determine its namespace. The notation for an Active Directory

domain with a DNS name AD.RANGER-TEST  is dc=ad,dc =ranger-test . The name AD.RANGER-TEST  is also assigned to the realm that is being authenticated.

Prepare to run Active Directory on an ADS cluster

Run Active Directory on ADS cluster in the ADCM interface

NOTE

Enabling Existing Active Directory can be combined with the  option.Custom kerberization settings

NOTE

LDAP authentication after running Manage Kerberos on the Kafka service is done according to .Use Kerberos with MS Active Directory in Kafka
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Samba acts as an Active Directory domain controller, so setting up Kerberos authentication with Samba is very similar to setting up authentication with .

CentOS 7 specifics

On CentOS 7, the bundle does not generate keytab files automatically, since the standard Samba package for CentOS 7 does not support creating principals on a remote

controller. Because of this specificity, you need to prepare the keytab files manually before enabling Kerberos Samba in ADS. For this you can change the variables in the

 and use it. On other systems, the generation is automatic.

1. 

Initiate the Kerberos Samba enablement for the selected cluster. To do this, apply the Manage Kerberos  by clicking in the Actions column.

2. Turn on the Existing Samba switch in the window that opens.

Enable Existing Samba

3. Set the Show advanced switch to active.

4. Set the  of the ADS cluster and click Run.

Configuring an ADS cluster for Kerberos Samba

5. Verify the action in the opened window.

Verify the action

6. Wait until Kerberos Samba is enabled. Analyze and correct errors if they occur.

Kerberos startup process

Parameter Description

Authentication on WEB

UIs

Enables Kerberos authentication on Web UIs

KDC hosts One or more domain controller hosts

Realm Kerberos realm

Domains Domains associated with hosts

Kadmin server Host where kadmin  is running

Kadmin principal Principal name used to connect via kadmin , for example admin@RU-CENTRAL1.INTERNAL

Kadmin password A principal password used to connect via kadmin

Keytabs directory Directory of the keytab file that contains one or several principals along with their keys

Additional realms Additional Kerberos realms

LDAP URL LDAP URL consists of ldap://  or ldaps:// , hostname or IP address, and port of the LDAP server

Container DN Container distinguished name

Trusted Active Directory

server

Trusted DC server

Trusted Active Directory

realm

Realm for cross-realm trust

To Table of Contents

Overview

Start Kerberos Samba on an ADS cluster in the ADCM interface

Samba Kerberos parameters

Overview

MS Active Directory

script below

Start Kerberos Samba on an ADS cluster in the ADCM interface

cluster action

NOTE

Enabling Existing Samba can be combined with the  option.Custom kerberization settings

Samba Kerberos parameters

Implementation specifics

In the presented script, principals are created in a special way (as in the bundle) for a number of reasons:

For authentication using keytab files to work, you must pass SPN (Service Principal Name) as the UPN (User Principal Name). This is necessary because Samba does not

allow searching for principals by UPN when running kinit .

Since there is a UPN limit of one entry, you have to create an SPN for each service based on the number of hosts.

By default, Samba, when working with principals and keytab files, accesses the local database, and not the remote domain controller. In order for Samba to access the

controller, the -H ldap://$SAMBA_SERVER  argument must be used when launching actions.

This approach has its advantages: there is no need to add a computer to the domain and configure local replicas of Samba databases to create service users and principals.

Also, authentication of principals occurs using separate keytab files for each, and not one keytab file per computer.

Keytab generation script

To enable Kerberos Samba on hosts running CentOS 7, where default weak encryption algorithms are used and the Kerberos environment has not been previously configured,

enabling authentication should be performed in several steps:

1. Before running the script, make sure that the Domain Name Service (DNS) of the local computer (host) from which the script is launched, as well as the ADS cluster

hosts, is configured to connect via SSH to the Samba server.

2. The first time you enable Manage Kerberos, enable the Custom kerberization settings option, which sets the value true  only for the Set up Kerberos utils and

Configure Kerberos on hosts parameters. This will install all utilities and create all Kerberos configuration files.

3. Оn the  tab of the cluster in the Kerberos parameter group, set the Custom krb5.conf parameter to true . Next, open the custom krb5.conf

template (located under Custom krb5.conf) and edit the [libdefaults]  section as in the krb5.conf example below and save the configuration.

4. The second time you enable Manage Kerberos, set the Custom kerberization settings option to true  for all parameters except the Set up principals and keytabs

parameter.

Example of custom krb5.conf

#!/bin/bash
# Script for adding services and keytabs to Cluster hosts
# Edit  HOSTS as it will be suitable for your case․
# EDIT your Samba parameters
# Select services according to the bundle

# Samba credentials
SAMBA_USER='Administrator'
SAMBA_PASSWORD='adminPassword'
SAMBA_SERVER='<samba_server>'
REALM='<samba_realm>'
SAMBA_HOST='<samba_host>'
USER_PASSWORD='userPassword'
OU_NAME='CN=Users,DC=samba,DC=test'

declare -a HOSTS

SSH_OPTS='-o GlobalKnownHostsFile=/dev/null -o UserKnownHostsFile=/dev/null -o StrictHostKeyChecking=no'

HOSTS=(
    "List your hosts here"
)
encoded_password=$(echo -n "\"$USER_PASSWORD\"" | iconv -f UTF-8 -t UTF-16LE | base64)

#ADS services
SERVICES=(HTTP nifi zookeeper kafka ksql-server kafka-rest schema-registry)

mkdir /tmp/keytabs

for HOST in ${HOSTS[@]}; do
    echo "Set hostname"
        ssh $SSH_OPTS $HOST "sudo hostnamectl --static set-hostname $HOST"
    echo "Create keytab dir"
            ssh $SSH_OPTS $HOST "sudo mkdir -p /etc/security/keytabs"
    for SERVICE in ${SERVICES[@]}; do
        echo "Create service user"
        ssh $SSH_OPTS $SAMBA_HOST "sudo useradd $SERVICE"
        echo "Create service principal"
        echo "Create add․ldif"
        ssh $SSH_OPTS $SAMBA_HOST "cat <<EOF > /tmp/add․ldif
DN: CN=${SERVICE}/${HOST},${OU_NAME}
changetype: add
objectClass: top
objectClass: person
objectClass: organizationalPerson
objectClass: user
accountExpires: 0
sAMAccountName: ${SERVICE}-${HOST}
userPrincipalName: ${SERVICE}/${HOST}@${REALM}
servicePrincipalName: ${SERVICE}/${HOST}
distinguishedName: CN=${SERVICE}/${HOST},${OU_NAME}
userAccountControl: 514

DN: CN=${SERVICE}/${HOST},${OU_NAME}
changetype: modify
replace: unicodePwd
unicodePwd:: $encoded_password

DN: CN=${SERVICE}/${HOST},${OU_NAME}
changetype: modify
replace: userAccountControl
userAccountControl: 66048

EOF"

    echo "sudo ldbmodify -H ldap://$SAMBA_SERVER /tmp/add․ldif -U $SAMBA_USER --password=$SAMBA_PASSWORD"
        ssh $SSH_OPTS $SAMBA_HOST "sudo ldbmodify -H ldap://$SAMBA_SERVER /tmp/add․ldif -U $SAMBA_USER --
password=$SAMBA_PASSWORD"

        echo "Delete keytab"
        ssh $SSH_OPTS $SAMBA_HOST "sudo rm -f /tmp/$SERVICE․service․keytab"

        echo "Extract keytab"
        TMP_SCRIPT="/tmp/extract_keytab_${SERVICE}_${HOST}․sh"
        KTUTIL_SCRIPT="/tmp/ktutil_commands_${SERVICE}_${HOST}․txt"
        cat <<EOT > $TMP_SCRIPT
#!/bin/bash
cd /tmp
sudo ktutil < $KTUTIL_SCRIPT
EOT

       cat <<EOT > $KTUTIL_SCRIPT
add_entry -password -p ${SERVICE}/${HOST}@${REALM} -k 1 -e aes256-cts-hmac-sha1-96
${USER_PASSWORD}
add_entry -password -p ${SERVICE}/${HOST}@${REALM} -k 1 -e aes128-cts-hmac-sha1-96
${USER_PASSWORD}
add_entry -password -p ${SERVICE}/${HOST}@${REALM} -k 1 -e arcfour-hmac
${USER_PASSWORD}
wkt ${SERVICE}․service․keytab
quit
EOT
   scp $SSH_OPTS $TMP_SCRIPT $SAMBA_HOST:$TMP_SCRIPT
        scp $SSH_OPTS $KTUTIL_SCRIPT $SAMBA_HOST:$KTUTIL_SCRIPT
        ssh $SSH_OPTS $SAMBA_HOST "chmod +x $TMP_SCRIPT && $TMP_SCRIPT && rm $TMP_SCRIPT && rm $KTUTIL_SCRIPT"
        rm $TMP_SCRIPT
        rm $KTUTIL_SCRIPT

        echo "Try kinit"
        ssh $SSH_OPTS $SAMBA_HOST "sudo klist -k /tmp/$SERVICE․service․keytab"
        echo "Change permission"
        ssh $SSH_OPTS $SAMBA_HOST "sudo chmod 777 /tmp/${SERVICE}․service․keytab"
        echo "Export keytab to local"
        scp $SAMBA_HOST:/tmp/${SERVICE}․service․keytab /tmp/keytabs/${SERVICE}․service․keytab
        echo "Export keytab to host"
        scp /tmp/keytabs/${SERVICE}․service․keytab $HOST:/tmp/${SERVICE}․service․keytab
        ssh $SSH_OPTS $HOST "sudo mv /tmp/${SERVICE}․service․keytab /etc/security/keytabs/${SERVICE}․service․keytab"
        echo "Clean up local temporary keytab"
        rm /tmp/keytabs/$SERVICE․service․keytab
    done

    echo "Change owner and group"

    ssh $SSH_OPTS $HOST sudo chown zookeeper:zookeeper /etc/security/keytabs/zookeeper*
    ssh $SSH_OPTS $HOST sudo chown nifi:nifi /etc/security/keytabs/HTTP*
    ssh $SSH_OPTS $HOST sudo chown nifi:nifi /etc/security/keytabs/nifi*
    ssh $SSH_OPTS $HOST sudo chown kafka:kafka /etc/security/keytabs/kafka*
    ssh $SSH_OPTS $HOST sudo chown ksql:kafka /etc/security/keytabs/ksql-server*
    ssh $SSH_OPTS $HOST sudo chown kafka-rest:kafka /etc/security/keytabs/kafka-rest*
    ssh $SSH_OPTS $HOST sudo chown schema-registry:kafka /etc/security/keytabs/schema-registry*

    echo "Change permissions"

    ssh $SSH_OPTS $HOST "sudo chmod -R 777 /etc/security/keytabs/"

done

Primary configuration

[logging]
  default = FILE:/var/log/krb5libs․log
  kdc = FILE:/var/log/krb5kdc․log
  admin_server = FILE:/var/log/kadmind․log

[libdefaults]
  dns_lookup_realm = false
  ticket_lifetime = 24h
  # renew_lifetime = 7d
  forwardable = true
  rdns = false
  pkinit_anchors = /etc/pki/tls/certs/ca-bundle․crt
  default_realm = SAMBA․TEST
  permitted_enctypes = aes256-cts-hmac-sha1-96 aes128-cts-hmac-sha1-96 arcfour-hmac rc4-hmac arcfour-hmac-md5
  default_tkt_enctypes = aes256-cts-hmac-sha1-96 aes128-cts-hmac-sha1-96 rc4-hmac
  default_tgs_enctypes = aes256-cts-hmac-sha1-96 aes128-cts-hmac-sha1-96 rc4-hmac
  allow_weak_crypto = true

[realms]
  SAMBA․TEST = {
  admin_server = dc1․samba․test
  kdc = dc1․samba․test
  }

Samba Kerberos parameters

NOTE

Samba-based Kerberos authentication after running Manage Kerberos in the Kafka service is done according to .Use Kerberos with MS Active Directory in Kafka
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Custom kerberization settings
Olga Semme
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Below is the table with recommendations for owners, groups, and permissions for keytabs.

Keytab recommendations

Component short name Keytab owner Keytab group Permissi

ons

kafka kafka kafka 600

kafka-rest kafka-rest kafka 600

ksql-server ksql kafka 600

nifi nifi nifi 600

nifi-registry nifi nifi 600

schema-registry schema-registry kafka 600

kafka-connect kafka-connect kafka 600

zookeeper zookeeper zookeeper 600

HTTP nifi nifi 640

To Table of Contents

Custom keytab recommendations

The Custom kerberization settings option allows the user to select kerberization steps, such as creating principals and keytab files.

Each protocol available when selecting the Manage Kerberos cluster action ( , , FreeIPA) can be combined with the Custom kerberization settings option

.

To set the option, follow the steps:

1. 

Initiate Kerberos enablement for the selected cluster. To do this, apply the Manage Kerberos action by clicking on the in the Actions column.

Enabling Kerberos on an ADS cluster

2. Turn on the Custom kerberization settings switch in the window that opens, expand the settings tree, set the necessary parameters, and click Run.

Custom kerberization settings parameters

Custom kerberization settings parameter description

Parameter Description Default value

Set up Kerberos utils Enables installation or removal of Kerberos clients and utils. Affects the

Expand and Install actions

True

Configure Kerberos on hosts Enables cluster configuration, including krb5.conf, ldap.conf True

Set up principals and keytabs Enables creation, recreation, or removal of principals and keytabs.

Passwords for principals are generated randomly before keytab creation.

Affects the Expand and Install actions. ADCM bundle will set up owner and

permissions for keytabs only if this checkbox is selected in the cluster

configuration. In case of absence of admin permissions, a customer should

provide the prepared keytabs with correctly set owner and permissions (see

)

True

Configure services and clients This parameter does not affect ADS operation. Custom settings are made

using 

True

Run service checks Enables service check runs True

MIT Kerberos MS Active Directory

Custom keytab recommendations

JAAS file template

Custom keytab recommendations
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SASL PLAINTEXT
Olga Semme

SASL — authentication and data security framework used in Internet protocols.

PLAIN — simple mechanism for passing passwords in a clear text.

PLAINTEXT — authenticator that is configured to support the PLAIN authentication mechanism.

To enable authentication SASL PLAINTEXT with ADCM, do the following:

1. On the  tab in the configuration settings tree, enable the SASL_PLAINTEXT Authentication switch and expand the SASL_PLAINTEXT Auth username:password

map node.

Enable SASL_PLAINTEXT Authentication on the ADS cluster

2. The nodes that open contain the default encrypted user passwords for each service designed to work with Kafka.

Configuration nodes with users and passwords SASL_PLAINTEXT Authentication

When SASL_PLAINTEXT Authentication is enabled for the first time, passwords for users of each service are automatically generated:

It is recommended to change the default passwords.

3. To change the password, click on <secret> next to the username, enter the new password, confirm the password and click Apply.

Change Password

4. Save the configuration by clicking Save.

5. 

Restart all services for which authentication has been configured. To do this, apply the action  by clicking on the in the Actions column.

To Table of Contents

cluster configuration

kafka: kafka-password
ksql-server: ksql-server-password
kafka-rest: kafka-rest-password
schema-registry: schema-registry-password
kafka-connect: kafka-connect-password

Restart

NOTE

User experience in the Kafka service after enabling SASL PLAINTEXT authentication is described in the article .Use SASL PLAINTEXT in Kafka
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SSL channel security
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Every cluster host must have the keystore.jks key and certificate store (unique for each cluster host), know its path and password.

Every cluster host must have the truststore.jks key and certificate store (common for all cluster hosts), the path to it and its password must be known.

The list of DNs of all cluster hosts (like CN=ads-host-1.example.com, OU=AD, O=AD, L=MSK, ST=MO, C=RU ) generated when creating certificates SSL must be known.

The name of the user who has an entry in the Active Directory that will act as the NiFi administrator and his password must be known.

1. Generate an RSA key pair for each host.

2. Create a keystore.jks keystore on each host.

3. Create an SSL certificate for each host.

4. Collect all certificates in one place.

5. Copy all certificates for each host to the keystore.jks store.

6. Sign the certificates with a key that belongs to one of the trusted root certificates included in the Java certificate store.

7. Create a trustore.jks store containing the required certificates.

8. Import trustore.jks into Java CA store.

9. Create and import an OpenSSL certificate for Nginx.

For test and reference purposes, when generating certificates for each host and importing certificates into the Java keystore, you can use the special script generate.sh.

Using this script, it is possible to create new certificates and overwrite existing ones.

It is launched on a host that has access rights to cluster hosts via FQDN and internal IP.

Below there is the sequence of creating the generate.sh script.

1. Enter the command to create the script file:

2. Replace for the following script lines (only for them!) the following values   with values   that apply to your case:

NUMHOSTS=  — in this line specify the values   (letters or numbers), individual for each host. The values   (1 2 3)  are given as an example for a list of hosts:

sov-ads-test-1.ru-central1.internal;

sov-ads-test-2.ru-central1.internal;

sov-ads-test-3.ru-central1.internal.

HOSTS=  — specify the common part of the FQDN of the host in this line, replacing $i  with the value (letters or numbers) specified in the NUMHOSTS  parameter. The value

sov-ads-test-$i.ru-central1.internal  is given as an example.

bigdata  — password for stores, recommended to change.

3. Fill in generate.sh with the script text given below, taking into account individual parameters.

generate.sh

4. Allow script execution:

5. Run the script:

6. Monitor script execution.

7. Check each host for storages and files:

/etc/ssl/host_cert.key

/tmp/truststore.jks

/tmp/keystore.jks

To enable SSL, do the following:

1. 

Apply the Manage SSL by clicking in the Actions column of the ADS cluster.

2. In the window that opens, activate the Enable SSL switch, expand the configuration tree, and enter the required parameter values.

Enabling SSL on the ADS cluster

Parameters for enabling SSL

Parameter Description

Keystore path Path to the keystore.jks storage on hosts

Keystore password Password for the keystore.jks store, default is bigdata

Truststore path Path to the truststore.jks storage on hosts

Truststore password Password for the truststore.jks store, default is bigdata

Force rewrite services SSL configuration If set to true , the configuration for all services will be overwritten. Use if you entered the wrong

password or trust store path when you first enabled SSL

(DANGEROUS!) Clean nifi user and

authorizers

If set to true , previously created users and previous authorization settings will be deleted

3. Click Run.

4. Verify the action in the opened window.

Verify the action

5. Wait until SSL is enabled. Analyze and correct errors if they occur.

SSl startup process

To disable SSL, do the following:

1. 

Apply the Manage SSL by clicking in the Actions column of the ADS cluster.

2. In the window that opens, deactivate the Enable SSL switch.

Disabling SSL on an ADS cluster

3. Click Run.

4. Verify the action in the opened window.

Verify the action

5. Wait for the disable SSL to complete. Analyze and correct errors if they occur.

To Table of Contents

Prerequisites for enabling SSL

Create an SSL certificate for Certification Authority

Certificate generation sequence

Create an SSL certificate for Certification Authority using a script

Start SSL on an ADS cluster using ADCM

Disable SSL on an ADS cluster using ADCM

Prerequisites for enabling SSL

Create an SSL certificate for Certification Authority

Certificate generation sequence

CAUTION

To correctly enable authentication in the NiFi service when creating certificates, specify and fill in the san  (subjectAltNames) field using the -ext  option (for

example, for self-signed certificates created below, the filled field looks like this: -ext san=dns: $HOST ).

Create an SSL certificate for Certification Authority using a script

$ sudo vim /tmp/ssl/generate․sh

#!/bin/bash

# Script that is used to generate and import self-signed certificates to java keystore
# Edit NUMHOSTS and HOSTS as it will be suitable for your case․

declare -a NUMHOSTS
declare -a HOSTS

SSH_OPTS='-o GlobalKnownHostsFile=/dev/null -o UserKnownHostsFile=/dev/null -o StrictHostKeyChecking=no'
NUMHOSTS=(1 2 3)
HOSTS=$(for i in "${NUMHOSTS[@]}"; do echo "sov-ads-test-$i․ru-central1․internal"; done)

for HOST in $HOSTS; do
  echo "update-ca-trust"

ssh $SSH_OPTS $HOST "sudo update-ca-trust extract"
done

echo Generate keystore․jks on each host
for HOST in $HOSTS; do
  echo "remove old alias"
  ssh $SSH_OPTS $HOST "keytool -delete -alias $HOST -keystore /tmp/keystore․jks -storepass bigdata";

  echo "Generating keypair"
ssh $SSH_OPTS $HOST "keytool -genkey \
                                -noprompt \
                                -keyalg RSA \
                                -ext san=dns:$HOST \
                                -alias $HOST \
                                -dname \"CN=$HOST, OU=AD, O=AD, L=MSK, S=MO, C=RU\" \
                                -keystore /tmp/keystore․jks \
                                -storepass bigdata \
                                -keypass bigdata \
                                -validity 360 \
                                -keysize 2048";

done

echo
echo Export certificates
for HOST in $HOSTS;do

ssh $SSH_OPTS $HOST "keytool -export \
                                -file /tmp/$HOST․crt \
                                -keystore /tmp/keystore․jks \
                                -storepass bigdata \
                                -alias $HOST \
                                -rfc";

done

echo
echo Collect all certificates
for HOST in $HOSTS; do
 scp $SSH_OPTS $HOST:/tmp/$HOST․crt /tmp/

#        scp $SSH_OPTS $HOST:/tmp/*․crt /tmp/
done

echo
echo Transfer certificates on hosts
for HOST in $HOSTS; do

for CERT in $HOSTS; do
    scp $SSH_OPTS /tmp/$CERT․crt $HOST:/tmp/
done

# scp $SSH_OPTS /tmp/*․crt $HOST:/tmp/
done

echo
echo Import certificates on each host
for HOST in $HOSTS; do

ssh $SSH_OPTS $HOST "for CERT in $(echo ${HOSTS[*]}); do

echo "remove old alias before import"
keytool -delete -noprompt -alias \$CERT -keystore /tmp/truststore․jks -storepass bigdata

echo "Import Cert"
keytool -import \
         -noprompt \
         -alias \$CERT \
         -file /tmp/\$CERT․crt \
         -keystore /tmp/truststore․jks \
         -storepass bigdata;
sudo bash -c \"cat /tmp/\$CERT․crt >> /etc/pki/tls/certs/ca-bundle․crt\";
done";

done

echo
echo Import truststore to Java CA store
for HOST in $HOSTS; do

ssh $SSH_OPTS $HOST "sudo keytool -importkeystore \
                                 -noprompt \
                                 -srckeystore /tmp/truststore․jks \
                                 -destkeystore /etc/pki/java/cacerts \
                                 -deststorepass changeit \
                                 -srcstorepass bigdata"

done

echo
echo Create directories for certs
for HOST in $HOSTS; do

ssh $SSH_OPTS $HOST "[ -d /etc/ssl ] || sudo mkdir /etc/ssl;
     [ -d /etc/ssl/certs ] || sudo mkdir /etc/ssl/certs"

done

echo
echo Create and import cert for Nginx
for HOST in $HOSTS; do

ssh $SSH_OPTS $HOST "sudo openssl req -new -newkey rsa:4096 -days 365 -nodes -x509 -subj 
\"/C=RU/ST=Denial/L=MSK/O=AD/CN=$HOST\" -keyout /etc/ssl/host_cert․key  -out /etc/ssl/certs/host_cert․cert"

ssh $SSH_OPTS $HOST "sudo bash -c \"cat /etc/ssl/certs/host_cert․cert >> /etc/pki/tls/certs/ca-bundle․crt\""
done

$ sudo chmod +x /tmp/ssl/generate․sh

$ /tmp/ssl/generate․sh

NOTE

The NiFi service requires additional configurations in accordance with the article .NiFi service authentication

Start SSL on an ADS cluster using ADCM

cluster action

NOTE

Work in services after enabling SSL is carried out in accordance with the articles:

SSL channel security in Kafka

NiFi service authentication

Disable SSL on an ADS cluster using ADCM

cluster action
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Arenadata Platform Security overview
Olga Semme

Arenadata Platform Security (ADPS) is a security framework that is based on Apache Ranger and Apache Knox. You can use ADPS to configure authorization and policy-based access

control for ADS services.

Before ADPS installation, ensure the following requirements are met:

Arenadata Streaming cluster of version  or higher is installed and configured according to the  guide.

All ADPS prerequisites are met:

Hardware requirements

Network requirements

Software requirements

ADPS services should not use ADS cluster hosts. It is recommended to install ADPS on a separate virtual machine or a dedicated server.

If an external DBMS is used to store metadata (PostgreSQL/MySQL), it should be started and available. The Ranger installer creates two new users (default names: rangeradmin
and rangerlogger ) and two new databases (default names: ranger  and ranger_audit ).

One of the following authentication types should be configured:

After installing ADPS and , you can start working with Ranger plugins available for ADS services.

Activation of the Ranger plugin and use of Ranger in ADS services are described in the articles:

for the Kafka service:

for NiFi service:

To Table of Contents

1.6.2 Get started with Arenadata Streaming

SASL PLAINTEXT

MIT Kerberos

MS Active Directory

NOTE

For more information on ADPS installation, see Get started with Arenadata Platform Security.

integration with ADS

Ranger Kafka plugin

Use Ranger in Kafka

Ranger NiFi plugin

Use Ranger in NiFi

e 9d a9

https://docs.arenadata.io/en/ADPS/current/introduction/intro.html
https://docs.arenadata.io/en/ADPS/current/planning/hardware_requirements.html
https://docs.arenadata.io/en/ADPS/current/planning/network_requirements.html
https://docs.arenadata.io/en/ADPS/current/planning/software_requirements.html
https://docs.arenadata.io/en/ADPS/current/get-started/start-here.html


Integration with ADS cluster
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In order to integrate the ADPS cluster with the ADS cluster, perform the following steps:

1. Go to the Import tab of the ADS cluster.

2. Select the Ranger service of the previously created ADPS cluster.

3. Click Import.

Enable Import Ranger ADPS

In order to gain access to the Ranger web interface, perform the following steps:

1. Enter in the browser the designation of the host on which ADPS is installed; as the port number, use the value specified in the ranger.service.http.port parameter (default 6080 )

of the Ranger service.

2. Enter your administrator credentials and click Sign in to log in as a Ranger administrator.

Log in to Ranger

As a result, the Service manager interface window opens.

Service manager Ranger

To Table of Contents

Integrate ADPS cluster with ADS cluster

Access to the Ranger web interface

After verifying the user’s authentication, it is necessary to determine the access rights. User access rights to resources are determined by authorization.

Ranger features:

Create services for the Kafka ADS service and add a user access policy to the services.

Create services based on tags — allows you to control access to resources of multiple components without creating separate services and policies in each component.

Use Ranger Tab Sync to synchronize the Ranger tag store with an external metadata service such as Apache Atlas.

Integrate ADPS cluster with ADS cluster

Access to the Ranger web interface

NOTE

Passwords for accessing the Ranger web interface are set before installing the ADPS cluster services in the Credentials Ranger service configuration section.
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ADS monitoring metrics
Olga Semme

Contents

Two groups of metrics are available for an ADS cluster: system metrics and service metrics.

In , system metrics are shown in the System_metrics section, service metrics in the services section.

System metrics show the general characteristics of cluster hosts, usually related to resource consumption. System metrics are shown in the table below.

System metrics

Metrics group Description

cpu CPU utilization

diskspace Disk capacity

files File statistics

iostat Input/output operation performance

loadavg System load averages

memory Memory usage

netstat Network connection statistics

network Network interface performance

uptime Uptime statistics

Service metrics show the characteristics of the services available to hosts in an ADS cluster.

The metrics for each service are shown in the tables below.

Kafka

Metrics group Metric name Description

ReplicaManager AtMinIsrPartitionCount Number of partitions corresponding to minIsr

( min.insync.replicas )

FailedIsrUpdatesPerSec Number of failed In-Sync Replicas (ISR) updates per

second.

The metric has the following attributes:

сount;

fifteen minute rate;

five minute rate;

mean rate;

one minute rate.

IsrExpandsPerSec In-Sync Replicas (ISR) expand rate.

The metric has the following attributes:

сount;

fifteen minute rate;

five minute rate;

mean rate;

one minute rate.

IsrShrinksPerSec In-Sync Replicas (ISR) shrink rate.

The metric has the following attributes:

сount;

fifteen minute rate;

five minute rate;

mean rate;

one minute rate.

LeaderCount Number of partition leaders

MaxLag Maximum delay

OfflineReplicaCount Number of offline replicas

PartitionCount Number of partitions

ReassigningPartitions Number of reassigned partitions

UnderMinIsrPartitionCount Number of partitions whose number of In-Sync Replicas

(ISR) is less than minIsr

UnderReplicatedPartitions Number of incompletely replicated partitions (ISR <

current replicas)

broker

Group metrics have the following

attributes:

сount;

fifteen minute rate;

five minute rate;

mean rate;

one minute rate.

BytesInPerSec Number of input bytes per second

BytesOutPerSec Number of output bytes per second

BytesRejectedPerSec Rejected data transfer rate (bytes per second)

FailedFetchRequestsPerSec Number of get requests that failed per second

FailedProduceRequestsPerSec Number of requests per second of the message producer

that failed

FetchMessageConversionsPerSec Number of fetch message conversions per second

InvalidMagicNumberRecordsPerSec Number of errors per second when checking a message

due to an invalid number of Magic. Magic Byte Protocol is

used for backward compatibility of the message format

InvalidMessageCrcRecordsPerSec Errors per second when checking a message due to a

bad CRC checksum

InvalidOffsetOrSequenceRecordsPerSec Number of errors while validating a message due to a

non-constant offset or sequence number in the packet

MessagesInPerSec Total number of incoming messages

NoKeyCompactedTopicRecordsPerSec Number of messages validation errors due to no key

specified for a compressed topic per second

ProduceMessageConversionsPerSec Number of message conversions per second for the

broker

ReassignmentBytesInPerSec Number of bytes of incoming redirect traffic per second

ReassignmentBytesOutPerSec Number of bytes of outgoing redirect traffic per second

ReplicationBytesInPerSec Number of bytes of data transfer from other brokers per

second

ReplicationBytesOutPerSec Number of bytes transferred for other brokers per second

TotalFetchRequestsPerSec Number of get requests per second

TotalProduceRequestsPerSec Number of requests to produce messages per second

controller ActiveControllerCount Number of active controllers

ControllerState Controller status

GlobalPartitionCount Total number of partitions

GlobalTopicCount Total number of topics

OfflinePartitionsCount Number of partitions that do not have an active leader

and are therefore not writable or readable

PreferredReplicaImbalanceCount Number of imbalances in the preferred replica

ReplicasIneligibleToDeleteCount Number of non-compliant replicas waiting to be deleted

ReplicasToDeleteCount Number of replicas waiting to be deleted

TopicsIneligibleToDeleteCount Number of non-compliant topics waiting to be deleted

TopicsToDeleteCount Number of topics waiting to be deleted

controllerStats

Group metrics have the following

attributes:

сount;

fifteen minute rate;

five minute rate;

mean rate;

one minute rate;

50/75/95/98/999/99th percentiles of

the sample;

max;

mean;

minimum;

StdDev.

AutoLeaderBalanceRateAndTimeMs Frequency and duration of automatic leader rebalancing

ControlledShutdownRateAndTimeMs Frequency and duration of controlled stops

ControllerChangeRateAndTimeMs Frequency and duration of controller changes

ControllerShutdownRateAndTimeMs Monitors how often and how long the controller stops

IsrChangeRateAndTimeMs Monitors frequency and duration of controller delay for

manual balancing of leaders

LeaderAndIsrResponseReceivedRateAnd

TimeMs

Frequency and duration of receiving a leader response

and synchronized replicas (In-Sync Replicas, ISR)

LeaderElectionRateAndTimeMs Frequency and duration of leader election

ListPartitionReassignmentRateAndTime

Ms

List of partition reassignment speed and time

LogDirChangeRateAndTimeMs Frequency and duration (CPU latency) of LogDir changes

ManualLeaderBalanceRateAndTimeMs Frequency and duration (CPU latency) of manual

leaderboard balancing

PartitionReassignmentRateAndTimeMs Frequency and duration (CPU latency) of partition

remapping

TopicChangeRateAndTimeMs Frequency and duration (CPU latency) of creating new

topics

TopicDeletionRateAndTimeMs Frequency and duration (CPU latency) of deleting topics

TopicUncleanLeaderElectionEnableRateA

ndTimeMs

Frequency and duration (CPU latency) of selecting an

unclean leader (the leader appointed after the previous

unreplicated leader was disabled)

UncleanLeaderElectionEnableRateAndTi

meMs

Frequency and duration (CPU latency) of unclean leader

election

UncleanLeaderElectionsPerSec Number of unclean leader elections per second

UpdateFeaturesRateAndTimeMs Frequency and duration (CPU latency) of feature updates

memory HeapMemoryUsage_committed Usage of dynamic (heap) memory — committed (in MB)

HeapMemoryUsage_init Usage of dynamic (heap) memory — initialization (in MB)

HeapMemoryUsage_max Usage of dynamic (heap) memory — maximum (in MB)

HeapMemoryUsage_used Used dynamic (heap) memory (in MB)

NonHeapMemoryUsage_committed Use of non-heap memory — committed (in MB)

NonHeapMemoryUsage_init Non-heap memory usage — initialization (in MB)

NonHeapMemoryUsage_max Use of non-heap memory — maximum (in MB)

NonHeapMemoryUsage_used Used non-dynamic (heap) memory (in MB)

ObjectPendingFinalizationCount Number of objects for which finalization is pending

network NetworkProcessorAvgIdlePercent The average percentage of time that network processor

threads are idle. Values   range from 0  (all resources in

use) to 1  (all resources available)

RequestQueueSize Request queue size

ResponseQueueSize Response queue size

session

Group metrics have the following

attributes:

сount;

fifteen minute rate;

five minute rate;

mean rate;

one minute rate.

ZooKeeperAuthFailuresPerSec Number of unsuccessful (due to authorization errors)

attempts to connect to the cluster per second

ZooKeeperDisconnectsPerSec Number of ZooKeeper client disconnects from the cluster

per second. This metric tells if the broker goes down, but

does not tell if ZooKeeper is running

ZooKeeperExpiresPerSec Number of expired ZooKeeper sessions per second.

Shows system performance most accurately

ZooKeeperReadOnlyConnectsPerSec Number of connections from a client to a server that is

"Read Only" (neither "follower" nor "leader") per second.

Client can only read ZooKeeper state

ZooKeeperSaslAuthenticationsPerSec Number of client authentication successes per second

ZooKeeperSyncConnectsPerSec Number of successful ZooKeeper client connections to

the cluster per second

MiNiFi

Metrics group Metric name Description

MinifiAgentCollector/Instance activeThreads Number of active threads

bytesRead Number of bytes read

bytesSent Number of bytes sent

queuedContentSize Queue content size

queuedCount Number of bytes in the queue

MinifiAgentCollector/SystemDiagnostics availableProcessors Available processors

diskUtilization Disk usage (in %)

heapUtilization Heap usage (in %)

loadAverage Average load (in %)

usedHeap Memory heap used (in MB)

usedSpaceGeneral Disk space usage (in MB)

NiFi

Metrics group Metric name Description

heap committed Usage of heap memory — committed (in MB)

init Usage of heap memory — initialization (in MB)

max Usage of heap memory — maximum (in MB)

usage Usage of heap memory (in MB)

used Used heap memory (in MB)

non-heap committed Use of non-heap memory — committed (in MB)

init Non-heap memory usage — initialization (in MB)

max Use of non-heap memory — maximum (in MB)

usage Use of non-heap memory (in MB)

used Used non-heap memory (in MB)

pools → Code Cache committed Code-Cache memory area — committed (in MB)

init Code-Cache memory area — initialization (in MB)

max Code-Cache memory area — maximum (in MB)

usage Usage of the Code-Cache memory area (in MB)

used Used Code-Cache memory area (in MB)

pools → Compressed-Class-Space committed Compressed-Class-Space — committed (in MB)

init Memory area Compressed-Class-Space — initialization (in MB)

max Compressed-Class-Space — maximum (in MB)

usage Use area of   memory Compressed-Class-Space (in MB)

used Used memory area Compressed-Class-Space (in MB)

pools → G1-Eden-Space committed Memory area G1-Eden-Space — committed (in MB)

init Memory area G1-Eden-Space — initialization (in MB)

max Memory area G1-Eden-Space — maximum (in MB)

usage Use area of   memory G1-Eden-Space (in MB)

used Used memory area G1-Eden-Space (in MB)

used-after-gc Used after GC start area of   memory G1-Eden-Space (in MB)

pools → G1-Old-Gen committed Memory area G1-Old-Gen — assignment (committed) (in MB)

init Memory area G1-Old-Gen — initialization (in MB)

max G1-Old-Gen memory area — maximum (in MB)

usage Usage of the G1-Old-Gen memory area (in MB)

used Used area of   memory G1-Old-Gen (in MB)

used-after-gc Used after GC start area of   memory G1-Old-Gen (in MB)

pools → G1-Survivor-Space committed Memory area G1-Survivor-Space — committed (in MB)

init Memory area G1-Survivor-Space — initialization (in MB)

max G1-Survivor-Space memory area — maximum (in MB)

usage Usage of the memory area G1-Survivor-Space (in MB)

used Used memory area G1-Survivor-Space (in MB)

used-after-gc Used after GC start (used-after-gc) area of   memory G1-Survivor-Space (in

MB)

pools → Metaspace committed Memory area Metaspace — committed (in MB)

init Memory area Metaspace — initialization (in MB)

max Memory area Metaspace — maximum (in MB)

usage Usage of the Metaspace memory area (in MB)

used Used Metaspace memory area (in MB)

total committed Assigned to use total memory (in MB)

init Initialization of total memory (in MB)

max Maximum total memory (in MB)

usage Usage of total memory (in MB)

used Used total memory (in MB)

 —  ActiveThreads Number of active threads

 —  BytesQueued Number of bytes in the queue

 —  BytesReadLast5Minutes Number of bytes read in the last 5 minutes

 —  BytesReceivedLast5Min

utes

Number of bytes received in the last 5 minutes

 —  BytesSentLast5Minutes Number of bytes sent in the last 5 minutes

 —  BytesWrittenLast5Minut

es

Number of bytes written in the last 5 minutes

 —  FlowFilesQueued Number of FlowFiles in the queue

 —  FlowFilesReceivedLast5

Minutes

Number of FlowFiles received in the last 5 minutes

 —  FlowFilesSentLast5Minu

tes

Number of FlowFiles sent in the last 5 minutes

 —  TotalTaskDurationNanoS

econds

Total task duration (in nanoseconds)

You can use the web interfaces Graphite and Grafana to view monitoring metrics.

Graphite stores numeric time series data and displays graphs of the data on demand. To view the metrics, enter the address of the host with the monitoring cluster into the browser

address bar. Example: http://10.92.16.223. If you didn’t specify a different port during , Graphite uses the default port (80). If you specified

Web-interface TCP port when configuring Graphite, specify the port number separated by a colon. Example: http://10.92.16.223:8080.

In the left part of the window that opens, expand the Metrics → Arenadata → ADS node. The list displays two groups of metrics: System_metrics and services.

Monitoring metrics in Graphite

Grafana allows you to query data and visualize metrics stored in Graphite. To open the Grafana web interface, enter the host address of the monitoring cluster into the browser bar. If

you don’t specify a port during , Grafana uses port 3000. Example: http://10.92.16.223:3000. If you specified Port when configuring

Grafana, specify the port number separated by a colon. Example: http://10.92.16.223:8081.

In the form that opens, click on the Home menu item. Select one of the monitoring dashboards to view the metrics.

Grafana web interface

A chart form will open.

Metrics charts available in Grafana

To Table of Contents

Metric types

View monitoring metrics

Graphite

Grafana

This article describes the metrics for monitoring an ADS cluster. For information on installing monitoring, refer to the articles:

Online installation

Offline installation

Metric types

Graphite

View monitoring metrics

Graphite

сonfiguring services of the monitoring cluster

Grafana

сonfiguring services of the monitoring cluster
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https://graphiteapp.org/#overview
https://grafana.com/docs/grafana/latest/introduction
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Contents

Parameter Description Default value

Host index matching Specifies node.id  for hosts. Filled in automatically

after 

 — 

Kafka quorum solution Indicates which quorum Kafka uses to store metadata

and elect a leader. Must be set to KRaft  before

Zookeeper

KRaft migration mode Indicates whether the KRaft  mode is enabled

in Kafka

false

Kafka Ranger plugin enabled Indicates whether the  is enabled

(auto-populated)

false

kafka-env.sh

Kafka service environment variable settings

Parameter Description Default value

LOG_DIR Directory for logs /var/log/kafka

PID_DIR Directory to store the Kafka process ID /var/run/kafka

JMX_PORT Port on which Kafka sends JMX metrics 9999

KAFKA_OPTS Environment variables for Kafka -DZstdTempFolder=/usr/lib/kafka/tmp -

Dorg.xerial.snappy.tempdir=/usr/lib/kafk

a/tmp

server.properties

Parameter Description Default value

auto.create.topics.enable Enables automatic topic creation false

auto.leader.rebalance.enable Enables automatic leader balancing in the background at

regular intervals

true

queued.max.requests Number of requests in the queue before blocking network

flows

500

num.network.threads Number of threads used by the server to receive requests

from the network and send responses to the network

3

num.io.threads Sets the number of threads spawned for IO operations 8

unclean.leader.election.enable Specifies whether to include out-of-ISR replicas and set

the last resort as the leader, even if doing so may result in

data loss

false

offsets.topic.replication.factor Replication factor for the offsets topic (set higher to

ensure availability). Internal topic creation does not occur

until the cluster size meets this replication factor

requirement

1

transaction.state.log.min.isr Overrides the min.insync.replicas  configuration

for a transaction topic

1

transaction.state.log.replication.factor Replication factor for the transaction topic (set higher to

ensure availability). Internal topic creation fails until the

cluster size meets this replication factor requirement

1

zookeeper.connection.timeout.ms Max time that the client waits to establish a connection

to ZooKeeper. If not set, the value in

zookeeper.session.timeout.ms  is used (in ms)

30000

zookeeper.session.timeout.ms ZooKeeper session timeout (in ms) 30000

zookeeper.sync.time.ms How far a ZooKeeper follower can be behind a ZooKeeper

leader (in ms)

2000

security.inter.broker.protocol Security protocol used to communicate between brokers PLAINTEXT

ssl.keystore.location Location of the keystore file. This is optional for client and

can be used for two-way authentication for client

 — 

ssl.keystore.password Store password for the keystore file. This is optional for

client and only needed if ssl.keystore.location  is

configured

 — 

ssl.key.password Password of the private key in the keystore file. This is

optional for client

 — 

ssl.keystore.type File format of the keystore file. This is optional for client  — 

ssl.truststore.location Location of the truststore file  — 

ssl.truststore.password Store password for the truststore file. This is optional for

client and only needed if

ssl.truststore.location  is configured

 — 

ssl.truststore.type File format of the truststore file  — 

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file server.properties

 — 

log.dirs Directory to store the logs /kafka-logs

listeners Comma-separated list of URIs to listen for and the names

of the listeners. Only changing the port is supported.

Changing the protocol or adding a listener may cause

errors

PLAINTEXT://:9092

default.replication.factor Default replication factor for automatically created topics 1

num.partitions Default number of log partitions per topic 1

delete.topic.enable Enables topics deletion. Topics deletion has no effect if

this config is turned off

true

log.retention.hours Number of hours to keep a log file before deleting it 168

log.roll.hours Maximum time before a new log segment is rolled out 168

log.cleanup.policy Log cleanup policy delete

log.cleanup.interval.mins Interval that determines how often the log cleaner checks

for logs to be deleted. The log file must be deleted if it has

not been modified within the time specified by the

log.retention.hours  parameter (168 hours by

default)

10

log.cleaner.min.compaction.lag.ms Minimum time a message remains uncompacted in the

log. Only applicable for logs that are being compacted (in

ms)

0

log.cleaner.delete.retention.ms Amount of time to retain tombstone markers for log

compacted topics (in ms)

86400000

log.cleaner.enable Enables running the log cleaning process on the server true

ranger-kafka-audit.xml

Apache Ranger options

Parameter Description Default value

xasecure.audit.destination.solr.batch.filespool.dir Directory for Solr audit spool /srv/ranger/kafka_plugin/audit_solr_spoo

l

xasecure.audit.destination.solr.urls Specifies Solr URL. Not setting when

using ZooKeeper to connect to Solr

 — 

xasecure.audit.destination.solr.zookeepers Enables saving audit data to Solr for the

Ranger plugins

 — 

Add key, value Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file ranger-kafka-

audit.xml

 — 

ranger-kafka-security.xml

Apache Ranger options

Parameter Description Default value

ranger.plugin.kafka.policy.rest.url URL to Ranger Admin  — 

ranger.plugin.kafka.service.name Name of the Ranger Service containing

policies for this Kafka instance

 — 

ranger.plugin.kafka.policy.cache.dir Directory where Ranger policies are

cached after successful retrieval from

the source

/srv/ranger/kafka/policycache

ranger.plugin.kafka.policy.pollIntervalMs How often to poll for changes in policies

(in ms)

30000

ranger.plugin.kafka.policy.rest.client.connection.timeoutM

s

Kafka plugin RangerRestClient

connection timeout (in ms)

120000

ranger.plugin.kafka.policy.rest.client.read.timeoutMs Kafka plugin RangerRestClient read

timeout (in ms)

30000

ranger.plugin.kafka.policy.rest.ssl.config.file Location of the file containing SSL data

for connecting to Ranger Admin

/etc/kafka/conf/ranger-policymgr-ssl.xml

Add key, value Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file ranger-kafka-

security.xml

 — 

ranger-policymgr-ssl.xml

Apache Ranger options

Parameter Description Default value

xasecure.policymgr.clientssl.keystore Location of the keystore file  — 

xasecure.policymgr.clientssl.keystore.password Keystore password  — 

xasecure.policymgr.clientssl.truststore Location of the truststore file  — 

xasecure.policymgr.clientssl.truststore.password Truststore password  — 

xasecure.policymgr.clientssl.keystore.credential.file Location of the keystore credential file /etc/kafka/conf/keystore.jceks

xasecure.policymgr.clientssl.truststore.credential.file Location of the truststore credential file /etc/kafka/conf/truststore.jceks

Add key, value Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file ranger-policymgr-

ssl.xml

 — 

JAAS template

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

core-site config template

    The template is intended to specify data for connecting to Hadoop nodes.

    Default value:

HDFS Tiered Storage

Parameter Description Default value

storage.hdfs.root Full path to the HDFS directory intended for storing Kafka

segments

/kafka

storage.hdfs.upload.buffer.size Size of the buffer in bytes used for data transfer 8192

S3 Tiered Storage

Parameter Description Default value

storage.s3.endpoint.url S3 storage endpoint  — 

storage.s3.bucket.name S3 bucket name — object storage unit allocated for user

data

 — 

storage.aws.access.key.id S3 storage access ID  — 

storage.aws.secret.access.key S3 storage access key  — 

storage.s3.region Code for S3 storage region. Cannot be empty. If the S3

server does not provide such a parameter, set it to any

value, for example, none

 — 

Tiered Storage General

Parameter Description Default value

chunk.size Size of the data fragment that will be simultaneously

retrieved/loaded from/to the tiered data store

4194304

fetch.chunk.cache.path Path to a directory for storing cache fragments of

received data from multi-level storage

/var/cache/kafka

fetch.chunk.cache.prefetch.max.size Maximum size of data fragment retrieved 8388608

fetch.chunk.cache.size Maximum size of the entire receive cache 1073741824

fetch.chunk.cache.retention.ms Cache lifetime 600000

Rolling restart/upgrade options

Parameter Description Default value

Interval_sec Interval in seconds between checks 10

Retries Max number of checks 12

Custom listeners

Click +1 to specify a custom listener for Kafka on the service configuration page. The new listener will be added to the listeners  parameter in

/usr/lib/kafka/config/server.properties in the {name}://:{port}  format, and the new listener protocol will be added to the listener.security.protocol.map  parameter

in the 

{name}:{protocol}  format.

Parameter Description

name Name of the new listener, must be in uppercase

protocol Protocol of the listener, one of the protocols must be specified:

PLAINTEXT , SSL , SASL_SSL , SASL_PLAINTEXT

port Port of the listener

Kafka Broker component configuration parameters:

log4j properties configuration

Parameter Description Default value

log4j.rootLogger Logging level INFO

log4j.logger.org.apache.zookeeper ZooKeeper client logging level INFO

log4j.logger.kafka General broker logging level (output to

server.log and stdout). See also

log4j.logger.org.apache.kafka

INFO

log4j.logger.org.apache.kafka General broker logging level (output to

server.log and stdout). See also

log4j.logger.kafka

INFO

log4j.logger.kafka.request.logger Change to 

DEBUG  or TRACE  to enable

request logging

WARN

log4j.logger.kafka.controller Controller Kafka logging level TRACE

log4j.logger.kafka.log.LogCleaner Kafka log cleaning level INFO

log4j.logger.state.change.logger Status changes logging level INFO

log4j.logger.kafka.authorizer.logger Access denials are logged at INFO
level, change to DEBUG  to also log

allowed accesses

INFO

log4j advanced properties configuration

Parameter Description Default value

log4j.logger.kafka.network.Processor Configures the processor network

threads logging level

TRACE

log4j.logger.kafka.server.KafkaApis Configures the KafkaApis logging level

(processing requests to the Kafka broker)

TRACE

log4j.logger.kafka.network.RequestChannel Configures the logging level for requests

in a queue

TRACE

log4j_properties_template

    The custom log4j_properties file template is intended for specifying custom logging parameters.

    Default value:

tools log4j properties configuration

Parameter Description Default value

log4j.rootLogger Logging level WARN

tools_log4j_properties_template

    The custom tools_log4j_properties file template is intended for specifying custom logging parameters.

    Default value:

JMX Monitoring

JMX Monitoring must be enabled for Kafka monitoring to work.

Parameter Description Default value

jmx_port Port to which JMX metrics are sent 9999

JMX Exporter Port Port for connecting to Prometheus JMX Exporter 11201

JMX Authentication

Enables authentication for JMX in the service (used when access to the JMX port needs to be protected).

Parameter Description Default value

Username Username for authentication in JMX monitoring

Password User password for authentication in JMX  — 

Kafka Controller component configuration parameters:

controller.properties

Parameter Description Default value

listeners Port for connecting to Kafka Controller CONTROLLER://:9093

Metadata log.dirs Path to where cluster metadata is stored /kafka-meta

kafka-controller-env.sh

Parameter Description Default value

LOG_DIR Directory for storing logs /var/log/kafka-controller

PID_DIR Directory for storing Kafka Controller IDs /var/run/kafka-controller

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file kafka-controller-

env.sh

 — 

Kafka Cruise Control component configuration parameters:

cruisecontrol.properties

Parameter Description Default value

default.goals List of inter-broker goals that will be used

by default if no goal  list is provided.

This list of goals will also be used for

proposal pre-computation. The value

must be a subset of the goals  and a

superset of the hard.goals  and

self.healing.goals

com.linkedin.kafka.cruisecontrol.analyzer.goals.RackAwa

reGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.ReplicaC

apacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.DiskCapa

cityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkI

nboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkO

utboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.CpuCapa

cityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.ReplicaDi

stributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.Potential

NwOutGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.DiskUsag

eDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkI

nboundUsageDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkO

utboundUsageDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.CpuUsag

eDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.TopicRepl

icaDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.LeaderRe

plicaDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.LeaderBy

tesInDistributionGoal

goals Set of case-insensitive inter-broker goals

supported by Cruise Control. Inter-broker

goals facilitate in distributing the load

across brokers

com.linkedin.kafka.cruisecontrol.analyzer.goals.BrokerSet

AwareGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.RackAwa

reGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.RackAwa

reDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.ReplicaC

apacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.DiskCapa

cityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkI

nboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkO

utboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.CpuCapa

cityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.ReplicaDi

stributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.Potential

NwOutGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.DiskUsag

eDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkI

nboundUsageDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkO

utboundUsageDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.CpuUsag

eDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.TopicRepl

icaDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.LeaderRe

plicaDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.LeaderBy

tesInDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.kafkaassigner.K

afkaAssignerDiskUsageDistributionGoal,

com.linkedin.kafka.cruisecontrol.analyzer.kafkaassigner.K

afkaAssignerEvenRackAwareGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.Preferred

LeaderElectionGoal

intra.broker.goals List of case-insensitive intra-broker goals

in the order of priority. The high-priority

goals will be executed first. The intra-

broker goals are only relevant if intra-

broker operation is supported (i.e. in

Cruise Control versions above 2),

otherwise this list should be empty

com.linkedin.kafka.cruisecontrol.analyzer.goals.IntraBrok

erDiskCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.IntraBrok

erDiskUsageDistributionGoal

hard.goals List of case-insensitive, inter-broker hard

goals. Hard goals will be enforced to

execute if Cruise Control runs in non-

kafka-assigner mode and the

skip_hard_goal_check  parameter

is not set in request

com.linkedin.kafka.cruisecontrol.analyzer.goals.RackAwa

reGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.ReplicaC

apacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.DiskCapa

cityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkI

nboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkO

utboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.CpuCapa

cityGoal

anomaly.detection.goals Goals that anomaly detector should

detect if they are violated

com.linkedin.kafka.cruisecontrol.analyzer.goals.RackAwa

reGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.ReplicaC

apacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.DiskCapa

cityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkI

nboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.NetworkO

utboundCapacityGoal,

com.linkedin.kafka.cruisecontrol.analyzer.goals.CpuCapa

cityGoal

self.healing.enabled Whether to enable self healing for all

anomaly detectors, unless the particular

anomaly detector is explicitly disabled

false

sample.store.topic.replication.factor Replication factor of Kafka Sample Store

topics

1

webserver.http.cors.enabled Enables CORS when set to true false

webserver.http.cors.origin Value for the Access-Control-
Allow-Origin  header

http://localhost:8080/

webserver.http.cors.allowmethods Value for the 

Access-Control-
Request-Method  header

OPTIONS,GET,POST

webserver.http.cors.exposeheaders Value for the Access-Control-
Expose-Headers  header

User-Task-ID

webserver.http.port Cruise Control Webserver bind port 9181

webserver.http.address Cruise Control Webserver bind IP

address

0.0.0.0

metric.sampler.class Class name of the Metric Sampler com.linkedin.kafka.cruisecontrol.monitor.sampling.Cruise

ControlMetricsReporterSampler

sampling.allow.cpu.capacity.estimation Flag to indicate whether sampling

process allows CPU capacity estimation

of brokers used for CPU utilization

estimation

true

metric.reporter.topic Exact topic name from which the

sampler should be consuming the

interested metrics from

__CruiseControlMetrics

sample.store.class Sample store class name. User may

configure a sample store that persists

the metric samples that have already

been aggregated into Kafka Cruise

Control. Later on the persisted samples

can be reloaded from the sample store to

Kafka Cruise Control

com.linkedin.kafka.cruisecontrol.monitor.sampling.Kafka

SampleStore

partition.metric.sample.store.topic Topic in which Cruise Control will store

its processed metric samples as a

backup. When Cruise Control is rebooted,

it will load the metrics from this topic to

populate the load monitor

__KafkaCruiseControlPartitionMetricSamples

broker.metric.sample.store.topic Topic in which Cruise Control will store

its broker metric samples as a backup.

When Cruise Control is rebooted, it will

load the broker metric samples from this

topic to train its cluster model

__KafkaCruiseControlModelTrainingSamples

num.sample.loading.threads The number of threads to load from the

sample store topics

8

metric.sampler.partition.assignor.class Class used to assign the partitions to the

metric samplers

com.linkedin.kafka.cruisecontrol.monitor.sampling.Defaul

tMetricSamplerPartitionAssignor

metric.sampling.interval.ms Interval of metric sampling 120000

partition.metrics.window.ms Size of the window in milliseconds to

aggregate the Kafka partition metrics.

The window must be wider than the

metric.sampling.interval.ms
value

300000

num.partition.metrics.windows Maximum number of partition window

the load monitor would keep. Each

window covers a time window defined by

partition.metrics.window.ms

5

min.samples.per.partition.metrics.windo

w

Minimum number of metric samples a

valid partition window should have. If a

partition does not have enough samples

in a partition window, the topic of the

partition will be removed from the

window due to in sufficient data

1

broker.metrics.window.ms Size of the window in milliseconds to

aggregate the Kafka broker metrics. The

window must be greater than the

metric.sampling.interval.ms
value

300000

num.broker.metrics.windows Maximum number of broker window the

load monitor would keep. Each window

covers a time window defined by

broker.metrics.window.ms

20

min.samples.per.broker.metrics.window Minimum number of metrics that a valid

broker window should have. If a broker

does not have enough samples in a

broker window, this broker will be

removed from the window due to in

sufficient data

1

capacity.config.file Path to the configuration JSON file that

provides the capacity of the brokers

config/capacity.json

min.valid.partition.ratio Minimum percentage of the total

partitions required to be monitored in

order to generate a valid load model.

Since topics and partitions in the Kafka

cluster change dynamically, the load

monitor will exclude some of the topics

that do not have sufficient metric

samples

0.95

cpu.balance.threshold Maximum allowed extent of unbalance

for CPU utilization. For example, 1.1
means the highest CPU usage of a

broker should not be above 1.10x of

average CPU utilization of all the brokers

1.1

disk.balance.threshold Maximum allowed extent of unbalance

for disk utilization. For example, 1.1
means the highest disk usage of a broker

should not be above 1.10x of average

disk utilization of all the brokers

1.1

network.inbound.balance.threshold Maximum allowed extent of unbalance

for network inbound usage. For example,

1.1  means the highest network

inbound usage of a broker should not be

above 1.10x of average network inbound

usage of all the brokers

1.1

network.outbound.balance.threshold Maximum allowed extent of unbalance

for network outbound usage. For

example, 

1.1  means the highest

network inbound usage of a broker

should not be above 1.10x of average

network inbound usage of all the brokers

1.1

replica.count.balance.threshold Maximum allowed extent of unbalance

for replica distribution. For example,

1.1  means the highest replica count of

a broker should not be above 1.10x of

average replica count of all brokers

1.1

cpu.capacity.threshold Maximum percentage of the total

broker.cpu.capacity  that is

allowed to be used on a broker. The

analyzer will enforce a hard goal that the

CPU utilization of a broker cannot be

higher than the

( broker.cpu.capacity * cpu.capa
city.threshold ) value

0.7

disk.capacity.threshold Maximum percentage of the total

broker.disk.capacity  that is

allowed to be used on a broker. The

analyzer will enforce a hard goal that the

disk usage of a broker cannot be higher

than the

( broker.disk.capacity * disk.ca
pacity.threshold ) value

0.8

network.inbound.capacity.threshold Maximum percentage of the total

broker.network.inbound.capaci
ty  that is allowed to be used on a

broker. The analyzer will enforce a hard

goal that the disk usage of a broker

cannot be higher than the

( broker.network.inbound.capaci
ty * network.inbound.capacity.t
hreshold ) value

0.8

network.outbound.capacity.threshold Maximum percentage of the total

broker.network.outbound.capac
ity  that is allowed to be used on a

broker. The analyzer will enforce a hard

goal that the disk usage of a broker

cannot be higher than the

( broker.network.outbound.capac
ity * network.outbound.capacity
.threshold ) value

0.8

cpu.low.utilization.threshold Threshold to define the utilization of CPU

is low enough that rebalance is not

worthwhile. The cluster will only be in a

low utilization state when all the brokers

are below the low utilization threshold.

Such a cluster is overprovisioned in

terms of its CPU utilization. The

threshold is in percentage

0

disk.low.utilization.threshold Threshold to define the utilization of disk

is low enough that rebalance is not

worthwhile. The cluster will only be in a

low utilization state when all the brokers

are below the low utilization threshold.

Such a cluster is overprovisioned in

terms of its disk utilization. The threshold

is in percentage

0

network.inbound.low.utilization.threshold Threshold to define the utilization of

network inbound rate is low enough that

rebalance is not worthwhile. The cluster

will only be in a low utilization state when

all the brokers are below the low

utilization threshold. Such a cluster is

overprovisioned in terms of its network

inbound rate. The threshold is in

percentage

0

network.outbound.low.utilization.threshol

d

Threshold to define the utilization of

network outbound rate is low enough

that rebalance is not worthwhile. The

cluster will only be in a low utilization

state when all the brokers are below the

low utilization threshold. Such a cluster is

overprovisioned in terms of its network

outbound rate. The threshold is in

percentage

0

metric.anomaly.percentile.upper.threshol

d

Upper percentile threshold for the metric

anomaly detector to identify an increase

in the metric values of a broker as a

metric anomaly. The current metric value

is compared against the historical value

corresponding to given percentile in the

metric history after the application of the

upper margin

90

metric.anomaly.percentile.lower.threshol

d

Lower percentile threshold for the metric

anomaly detector to identify a decrease

in the metric values of a broker as a

metric anomaly. The current metric value

is compared against the historical value

corresponding to given percentile in the

metric history after the application of the

lower margin

10

proposal.expiration.ms Kafka Cruise Control will cache one of

the best proposals among all the

optimization proposal candidates it

recently computed. This configuration

defines when will the cached proposal

will be invalidated and needs a

recomputation. If

proposal.expiration.ms  is set to

0 , Cruise Control will continuously

compute the proposal candidates

60000

max.replicas.per.broker Maximum number of replicas allowed to

reside on a broker. The analyzer will

enforce a hard goal that the number of

replicas on a broker cannot be higher

than this config

10000

num.proposal.precompute.threads Number of threads used to precompute

the optimization proposal candidates.

The more threads are used, the more

memory and CPU resource will be used

1

num.concurrent.partition.movements.per

.broker

Maximum number of partitions the

executor will move to or out of a broker

at the same time. For example, setting

the value to 

10  means that the executor

will at most allow 10 partitions to move

out of a broker and 10 to partitions move

into a broker at any given point. This is to

avoid overwhelming the cluster by

partition movements

10

max.num.cluster.partition.movements Maximum number of allowed partition

movements in the cluster. This global

limit cannot be exceeded regardless of

the per-broker replica movement

concurrency. For example, setting the

value to 10  means that the executor will

at most allow 10 partitions to move

out/in of all brokers across the cluster at

any given point regardless of the broker

level concurrency

1250

num.concurrent.intra.broker.partition.mo

vements

Maximum number of partitions the

executor will move across disks within a

broker at the same time. For example,

setting the value to 10  means that the

executor will at most allow 10 partitions

to move across disks within a broker at

any given point. This is to avoid

overwhelming the cluster by intra-broker

partition movements

2

num.concurrent.leader.movements Maximum number of leader movements

the executor will take as one batch. This

is mainly because the znode has a 1 MB

size upper limit. And it will also reduce

the controller load

1000

execution.progress.check.interval.ms The interval in milliseconds during which

the executor will check the progress of

execution

10000

anomaly.notifier.class Notifier class to trigger an alert when an

anomaly is violated

com.linkedin.kafka.cruisecontrol.detector.notifier.SelfHeal

ingNotifier

metric.anomaly.finder.class List of metric anomaly finder classes to

find the current state to identify metric

anomalies

com.linkedin.kafka.cruisecontrol.detector.KafkaMetricAn

omalyFinder

metric.anomaly.analyzer.metrics Metric IDs that the metric anomaly

detector should detect if they are violated

BROKER_PRODUCE_LOCAL_TIME_MS_50TH,

BROKER_PRODUCE_LOCAL_TIME_MS_999TH,

BROKER_CONSUMER_FETCH_LOCAL_TIME_MS_50TH,

BROKER_CONSUMER_FETCH_LOCAL_TIME_MS_999TH,

BROKER_FOLLOWER_FETCH_LOCAL_TIME_MS_50TH,

BROKER_FOLLOWER_FETCH_LOCAL_TIME_MS_999TH,

BROKER_LOG_FLUSH_TIME_MS_50TH,

BROKER_LOG_FLUSH_TIME_MS_999TH

self.healing.exclude.recently.demoted.bro

kers

Set to 

true  if brokers recently demoted

in priority need to be excluded from

optimizations during self healing

true

self.healing.exclude.recently.removed.bro

kers

Set to true  if recently removed brokers

need to be excluded from optimizations

during self healing

true

failed.brokers.zk.path Path in ZooKeeper for storing the failed

broker list. This is to persist the broker

failure time in case Cruise Control failed

and restarted when some brokers are

down

/CruiseControlBrokerList

topic.config.provider.class Provider class that reports the active

configuration of topics

com.linkedin.kafka.cruisecontrol.config.KafkaAdminTopic

ConfigProvider

cluster.configs.file Path to the cluster configuration file config/clusterConfigs.json

completed.kafka.monitor.user.task.retent

ion.time.ms

Maximum time in milliseconds to store

the response and access details of a

completed Kafka monitoring user task. If

this setting is missing, the

completed.user.task.retention
.time.ms  parameter value will be used

instead

86400000

completed.cruise.control.monitor.user.ta

sk.retention.time.ms

Maximum time in milliseconds to store

the response and access details of a

completed Cruise Control monitoring

user task. If this setting is missing, the

completed.user.task.retention
.time.ms  parameter value will be used

instead

86400000

completed.kafka.admin.user.task.retentio

n.time.ms

Maximum time in milliseconds to store

the response and access details of a

completed Kafka administration user

task. If this setting is missing, the

completed.user.task.retention
.time.ms  parameter value will be used

instead

604800000

completed.cruise.control.admin.user.task

.retention.time.ms

Maximum time in milliseconds to store

the response and access details of a

completed Cruise Control administration

user task. If this setting is missing, the

completed.user.task.retention
.time.ms  parameter value will be used

instead

604800000

completed.user.task.retention.time.ms Maximum time in milliseconds to store

the response and access details of a

completed user task

86400000

demotion.history.retention.time.ms Maximum time in milliseconds to retain

the demotion history of brokers

1209600000

removal.history.retention.time.ms Maximum time in milliseconds to retain

the removal history of brokers

1209600000

max.cached.completed.kafka.monitor.us

er.tasks

Maximum number of completed Kafka

monitoring user tasks for which the

response and access details will be

cached. If this setting is missing, the

max.cached.completed.user.tas
ks  parameter value will be used instead

20

max.cached.completed.cruise.control.m

onitor.user.tasks

Maximum number of completed Cruise

Control monitoring user tasks for which

the response and access details will be

cached. If this setting is missing, the

max.cached.completed.user.tas
ks  parameter value will be used

20

max.cached.completed.kafka.admin.user

.tasks

Maximum number of completed Kafka

administration user tasks for which the

response and access details will be

cached. If this setting is missing, the

max.cached.completed.user.tas
ks  parameter value will be used

30

max.cached.completed.cruise.control.ad

min.user.tasks

Maximum number of completed Cruise

Control administration user tasks for

which the response and access details

will be cached. If this setting is missing,

the

max.cached.completed.user.tas
ks  parameter value will be used

30

max.cached.completed.user.tasks Maximum number of completed user

tasks for which the response and access

details will be cached

25

max.active.user.tasks Maximum number of user tasks for

concurrently running in async endpoints

across all users

5

webserver.api.urlprefix REST API default URL prefix /kafkacruisecontrol/*

webserver.ui.diskpath Location where the Cruise Control

frontend is deployed

./cruise-control-ui/dist/

webserver.ui.urlprefix URL path where UI is served from /*

webserver.request.maxBlockTimeMs Time after which request is converted to

async

10000

webserver.session.maxExpiryTimeMs Default session expiry period 60000

webserver.session.path Default session path (for cookies) /

webserver.accesslog.enabled Set to true  if you need to enable the

access log

true

two.step.verification.enabled Set to true  if two-step verification is

needed for handling POST requests

false

two.step.purgatory.retention.time.ms Maximum time in milliseconds to retain

the requests in two-step (verification)

purgatory

1209600000

two.step.purgatory.max.requests Maximum number of requests in two-

step (verification) purgatory

25

vertx.enabled Enables the use of verticls false

spnego.principal Kerberos authentication principal for

Spnego

HTTP/{{ groups['kafka.CRUISECONTROL'][0] | d(omit)

}}@{{ cluster.config.kerberos_client.realm }}

spnego.keytab.file Keytab file for Spnego {{ cluster.config.kerberos_client.keytab_dir

}}/HTTP.service.keytab

additional Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file

cruisecontrol.properties

 — 

capacity.json config template

    User template for configuring the JSON file that provides information about broker capacities.

    Default value:

log4j properties configuration

Parameter Description Default value

property.filename Path to the Cruise Control logs /var/log/cruise-control

rootLogger.level Root logger logging level INFO

logger.cruisecontrol.level Cruise Control logging level INFO

logger.detector.level Anomaly detector logging level INFO

logger.operationLogger.level Execution logging level INFO

logger.CruiseControlPublicAccessLogger.level Public access Cruise Control logging

level

INFO

log4j_properties_template

    The template for the log4j_properties user file in Cruise Control is intended to specify custom logging parameters.

    Default value:

Basic Auth properties

Parameter Description Default value

ADSControl_user ADS Control service user name admin

Kerberos Authentication "principal:role" map

Kerberos API configuration menu for Cruise Control.

Parameter Description Default value

HTTP Principal for HTTP connection ADMIN

adscc Principal of the ADS Control service user ADMIN

Add property Allows you to add a short principal name (without

specifying host@REALM ), which will be used in case

Kerberos is enabled without generating principals and

keytabs

 — 

Main

Parameter Description Default value

tasks.max Maximum number of tasks that should be created for this

connector

10

offset-syncs.topic.replication.factor Replication factor for internal offset-syncs.topic 1

checkpoint.topic.replication.factor Replication factor used for internal

checkpoint.topic
1

sync.topic.acls.enabled Enable monitoring of the source cluster for ACL changes false

kafka-connect-env.sh

Parameter Description Default value

LOG_DIR Directory for logs /var/log/kafka

KAFKA_OPTS Environment variables for Kafka  — 

KAFKA_HEAP_OPTS Heap size allocated to the KAFKA server process -Xms256M -Xmx2G

KAFKA_LOG4J_OPTS Environment variable for LOG4J logging configuration -

Dlog4j.configuration=file:/etc/kafka/conf

/connect-distributed-log4j.properties

Add property Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file kafka-connect-env.sh

 — 

connect-distributed.properties

Parameter Description Default value

group.id Unique string that identifies a Kafka Connect group, to

which this connector belongs

mm-connect

rest.port Port for Kafka Connect REST API to work 8083

plugin.path Path to Kafka Connect plugin Preconfigured values:

/var/lib/kafka-
connect/libs  — general path to

the plugin;

/usr/lib/kafka-
connect/plugins  — path to the

Iceberg plugin.

config.storage.replication.factor Replication factor for 

config.storage.topic 1

offset.storage.replication.factor Replication factor for offset.storage.topic 1

status.storage.replication.factor Replication factor for status.storage.topic 1

offset.flush.interval.ms Interval at which to try committing offsets for tasks 1000

key.converter Converter class for key Connect data org.apache.kafka.connect.converters.Byt

eArrayConverter

value.converter Converter class for value Connect data org.apache.kafka.connect.converters.Byt

eArrayConverter

connector.client.config.override.policy Class name or alias of implementation of

ConnectorClientConfigOverridePolicy

None

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file connect-distributed.properties

 — 

connect-distributed-log4j.properties

Parameter Description Default value

rootLogger Logging level INFO

MaxBackupIndex Maximum number of saved files 10

MaxFileSize Maximum file size 100MB

Setting the structure of the logging configuration file for Kafka Connect

Logger Default package names Default event level

loggers org.reflections ERROR

org.I0Itec.zkclient ERROR

org.apache.zookeeper ERROR

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file connect-

distributed-log4j.properties

connect_distributed_log4j_properties_template

    The connect_distributed_log4j_properties template is intended for specifying custom logging parameters.

    Default value:

SSL

Parameter Description Default value

ssl.keystore.location Location of the keystore file. This is optional for client and

can be used for two-way authentication for client

 — 

ssl.keystore.password Store password for the keystore file. This is optional for

client and only needed if ssl.keystore.location  is

configured

 — 

ssl.key.password Password of the private key in the keystore file. This is

optional for client

 — 

ssl.keystore.type File format of the keystore file. This is optional for client  — 

ssl.truststore.location Location of the truststore file  — 

ssl.truststore.password Store password for the truststore file. This is optional for

client and only needed if

ssl.truststore.location  is configured

 — 

ssl.truststore.type File format of the truststore file  — 

JAAS template

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

Kafka Connect Worker component configuration parameters:

JMX Monitoring

Parameter Description Default value

jmx_port Port to which JMX metrics are sent 9996

JMX Exporter Port Port for connecting to Prometheus JMX Exporter 11205

JMX Authentication

Enables authentication for JMX in the service (used when access to the JMX port needs to be protected).

Parameter Description Default value

Username Username for authentication in JMX monitoring

Password User password for authentication in JMX  — 

Main

Parameter Description Default value

rest_listener_port REST Proxy listener port. Specified as

listeners  in kafka-rest.properties file

8082

kafka-env.sh

Parameter Description Default value

LOG_DIR Directory to store the logs /var/log/kafka-rest

JMX_PORT Port on which Kafka REST Proxy sends

JMX metrics

9998

KAFKAREST_OPTS Kafka REST Proxy environment variable

name

-

Djava.security.auth.login.config=/etc/kaf

ka-rest/jaas_config.conf

KAFKAREST_JMX_OPTS JVM options in terms of JMX options

(authorization, connection, SSL)

-Dcom.sun.management.jmxremote

-

Dcom.sun.management.jmxremote.auth

enticate=false

-

Dcom.sun.management.jmxremote.ssl=f

alse

KAFKAREST_HEAP_OPTS Heap size allocated to the Kafka REST

Proxy process

-Xmx1024M

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file kafka-rest-env.sh

 — 

Basic Auth properties

Parameter Description Default value

authentication.method Authentication method BASIC

authentication.roles Defines a comma-separated list of

user roles. To log in to the Kafka

REST Proxy server, the

authenticated user must belong to

at least one of these roles. For

more information, see 

admin

authentication.realm Corresponds to a section in the

jaas_config.file that defines how the

server authenticates users and

must be passed as a parameter to

the JVM during server startup

KafkaRest

kafka-rest.properties

Parameter Description Default value

id Unique ID for this REST server instance kafka-rest-server

consumer.threads Minimum number of threads to run consumer

request on. You must set this value higher

than the maximum number of consumers in a

single consumer group

50

consumer.request.timeout.ms Maximum total time to wait for messages for

a request in the maximum request size has

not yet been reached (in ms)

100

consumer.request.max.bytes Maximum number of bytes in message keys

and values returned by a single request

67108864

fetch.min.bytes Minimum number of bytes in message keys

and values returned by a single request

-1

ssl.endpoint.identification.algorithm Endpoint identification algorithm to validate

the server hostname using the server

certificate

 — 

ssl.keystore.location Used for HTTPS. Location of the keystore file

to use for SSL

 — 

ssl.keystore.type File format of the keystore  — 

ssl.keystore.password Used for HTTPS. The store password for the

keystore file

 — 

ssl.key.password Used for HTTPS. The password of the private

key in the keystore file

 — 

ssl.truststore.location Used for HTTPS. Location of the truststore.

Required only to authenticate HTTPS clients

 — 

ssl.truststore.type File format of the truststore  — 

ssl.truststore.password Used for HTTPS. The store password for the

truststore file

 — 

client.ssl.keystore.location Location of the SSL keystore file  — 

client.ssl.keystore.password Password to access the keystore  — 

client.ssl.key.password Password of the key contained in the keystore  — 

client.ssl.keystore.type File format of the keystore  — 

client.ssl.truststore.location Location of the SSL truststore file  — 

client.ssl.truststore.password Password to access the truststore  — 

client.ssl.truststore.type File format of the truststore  — 

client.ssl.endpoint.identification.algorithm Endpoint identification algorithm to validate

the server

 — 

Add key, value Parameters and their values   entered in this

field override the parameters specified in the

ADCM user interface. This field also allows you

to set values   for all user parameters that are

not displayed in the interface, but are allowed

in the configuration file kafka-rest.properties

 — 

JAAS template

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

Principal Propagation

Parameter Description Default value

JAAS Entry Section of the user jaas.conf file that specifies the list of

users to authenticate to Kafka. For details, see 

KafkaClient

Kafka REST Proxy component configuration parameter:

log4j properties configuration

Parameter Description Default value

log4j.rootLogger Logging level INFO

log4j_properties_template

    The user file template log4j_properties is intended for specifying custom logging parameters.

    Default value:

JMX Monitoring

Parameter Description Default value

jmx_port Port to which JMX metrics are sent 9998

JMX Exporter Port Port for connecting to Prometheus JMX Exporter 11204

JMX Authentication

Enables authentication for JMX in the service (used when access to the JMX port needs to be protected).

Parameter Description Default value

Username Username for authentication in JMX monitoring

Password User password for authentication in JMX  — 

Main

Parameter Description Default value

Listener port ksqlDB server listener port. Specified as listeners  in

ksql-server.properties file

8088

ksql-env.sh

Parameter Description Default value

JMX_PORT Port on which ksqlDB-

server sends JMX

metrics

10099

LOG_DIR Directory for storing logs /var/log/ksql

KSQL_HEAP_OPTS Heap size allocated to

the ksqlDB-server

process

-Xmx3g

KSQL_JVM_PERFORMANCE_OPTS JVM options in terms of

PERFORMANCE options

-server

-XX:+UseConcMarkSweepGC

-XX:+CMSClassUnloadingEnabled

-XX:+CMSScavengeBeforeRemark

-XX:+ExplicitGCInvokesConcurrent

-XX:NewRatio=1 -Djava.awt.headless=true

CLASSPATH Setting for the Java

Virtual Machine or Java

compiler that specifies

the location of custom

classes and packages

/usr/lib/ksql/libs/*

KSQL_CLASSPATH Path to Java deployment

of ksqlDB Server and

related Java classes

${CLASSPATH}

KSQL_OPTS Environment variable

that specifies the

configuration settings

for the ksqlDB server.

Properties set with

KSQL_OPTS  take

precedence over those

specified in the ksqlDB

configuration file

-Djava.security.auth.login.config=/etc/ksqldb/jaas_config.conf

Basic Auth properties

Parameter Description Default value

authentication.method Authentication method BASIC

authentication.roles Defines a comma-separated list of

user roles. To log in to the ksqlDB

server, the authenticated user must

belong to at least one of these

roles. For more information, see

admin

authentication.realm Corresponds to a section in the

jaas_config.file that defines how the

server authenticates users and

must be passed as a parameter to

the JVM during server startup

KsqlServer-Props

Path to password.properties Path to password.properties /etc/ksqldb/password.properties

server.properties

Parameter Description Default value

application.id Application ID ksql-server

ksql.internal.topic.replicas Replication factor for the ksqlDB Servers internal topics 1

ksql.streams.state.dir Storage directory for stateful operation /usr/lib/ksql/state

ksql.streams.replication.factor Underlying internal topics of Kafka Streams 1

ksql.streams.topic.min.insync.replicas Minimum number of brokers that must have data written

to synchronized replicas

2

ksql.streams.num.standby.replicas Number of replicas for stateful operations 1

ksql.streams.producer.acks Number of brokers that need to acknowledge receipt of a

message before it is considered a successful write

all

ksql.streams.producer.delivery.timeout.ms Batch expiry (in ms) 2147483647

ksql.streams.producer.max.block.ms Maximum allowable time for the producer to block (in

ms)

9223372036854775000

ssl.endpoint.identification.algorithm Endpoint identification algorithm for server validation  — 

ssl.keystore.location Used for HTTPS. Location of the keystore file to use for

SSL

 — 

ssl.keystore.type File format of the keystore file  — 

ssl.keystore.password Used for HTTPS. The store password for the keystore file  — 

ssl.key.password Used for HTTPS. The password of the private key in the

keystore file

 — 

ssl.truststore.location Location of the truststore file  — 

ssl.truststore.type File format of the truststore file  — 

ssl.truststore.password Used for HTTPS. The store password for the truststore

file

 — 

ksql.schema.registry.ssl.keystore.location Location of the SSL keystore file

ksql.schema.registry.ssl.keystore.password Password to access the keystore  — 

ksql.schema.registry.ssl.key.password Password of the key contained in the keystore  — 

ksql.schema.registry.ssl.keystore.type File format of the keystore  — 

ksql.schema.registry.ssl.truststore.location Location of the SSL truststore file  — 

ksql.schema.registry.ssl.truststore.password Password to access the truststore  — 

ksql.schema.registry.ssl.truststore.type File format of the truststore  — 

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file server.properties

 — 

connect.properties

Parameter Description Default value

group.id Group ID is a unique identifier for the set of workers ksql-connect-cluster

key.converter Converters specify the format of data in Kafka and how

to translate it into Connect data

org.apache.kafka.connec

t.storage.StringConverter

key.converter.schema.registry.url KSQL key data location http://localhost:8081

value.converter Converter class for value Connect data io.confluent.connect.avr

o.AvroConverter

value.converter.schema.registry.url Location of ksqlDB data values http://localhost:8081

config.storage.topic Name of the internal topic for storing configurations ksql-connect-configs

offset.storage.topic Topic to store statistics connect offsets ksql-connect-offsets

status.storage.topic Topic to store statistics connect status ksql-connect-statuses

config.storage.replication.factor Replication factor for config.storage.topic 1

offset.storage.replication.factor Replication factor for offset.storage.topic 1

status.storage.replication.factor Replication factor for status.storage.topic 1

internal.key.converter Converter class for internal values with connect records org.apache.kafka.connec

t.json.JsonConverter

internal.value.converter Converter class for internal values with connect records org.apache.kafka.connec

t.json.JsonConverter

internal.key.converter.schemas.enable Schema configuration for internal statistics connect data false

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file connect.properties

 — 

datagen.properties

Parameter Description Default value

interceptor.classes If you are not using any interceptors currently, you will

need to add a new item to the Java Properties object that

you use to create a new Producer

io.confluent.monitoring.c

lients.interceptor.Monitor

ingProducerInterceptor

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file datagen.properties

 — 

JAAS template

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

ksqlDB Server component configuration parameters:

log4j properties configuration

Parameter Description Default value

log4j.rootLogger Logging level INFO

log4j.logger.org.reflections Setting the Reflections warning level ERROR

log4j.logger.org.apache.kafka.streams Setting the logging level of Kafka Streams INFO

log4j.logger.kafka Change to adjust the general broker logging level (output

to server.log and stdout). See also

log4j.logger.org.apache.kafka

WARN

log4j.logger.org.apache.zookeeper Change to adjust ZooKeeper client logging WARN

log4j.logger.org.apache.kafka Change to adjust the general broker logging level (output

to server.log and stdout). See also

log4j.logger.kafka

WARN

log4j.logger.org.I0Itec.zkclient Change to adjust ZooKeeper client logging level WARN

log4j.logger.io.confluent.ksql.rest.server.resources.KsqlResource

Parameter Description Default value

log4j.logger.io.confluent.ksql.rest.server.resources.KsqlRe

source

Stop ksqlDB from logging out each request it receives WARN

log4j.logger.io.confluent.ksql.util.KsqlConfig

Parameter Description Default value

log4j.logger.io.confluent.ksql.util.KsqlConfig Enable to avoid the logs being spammed with KsqlConfig

values

WARN

log4j_properties_template

    Template for customizing the log4j logging library.

    Default value:

log4j_rolling_properties_template

    Template for customizing the log4j_rolling_properties logging file.

    Default value:

log4j_file_properties_template

    Template for customizing the log4j_file_properties logging file.

    Default value:

log4j_silent_properties_template

    Template for customizing the log4j_silent_properties logging file.

    Default value:

Main

Parameter Description Default value

MiNiFi C2 Server port HTTP port for connecting to MiNiFi C2 Server 10080

nifi.minifi.notifier.ingestors.pull.http.query Query string to pull configuration minifi

minifi-env.sh

Parameter Description Default value

MINIFI_HOME Directory for installing MiNiFi /usr/lib/minifi

MINIFI_PID_DIR Directory to store the MiNiFi process ID /var/run/minifi

MINIFI_LOG_DIR Directory to store the logs /var/log/minifi

MiNiFi Agent bootstrap.conf

Parameter Description Default value

MiNiFi Agent Heap size Agent heap size 256m

nifi.minifi.notifier.ingestors.pull.http.period.ms Update check period (in ms) 300000

nifi.minifi.status.reporter.log.query Query the status of a MiNiFi instance:

health — instance report status, active threads,

presence or absence of bulletins, and any validation

errors;

bulletins — list of all current bulletins (if any);

stats — the current state of the instance, including

read/write bytes and sent/transmitted FlowFiles.

instance:

health;

bulletins.

nifi.minifi.status.reporter.log.level Logging level at which the status is logged INFO

nifi.minifi.status.reporter.log.period Delay between each request (in ms) 60000

nifi.minifi.security.keystore Full path and name of the keystore  — 

nifi.minifi.security.keystoreType Keystore type  — 

nifi.minifi.security.keystorePasswd Keystore password  — 

nifi.minifi.security.keyPasswd Key password  — 

nifi.minifi.security.truststore Full path and name of the truststore  — 

nifi.minifi.security.truststoreType Truststore type  — 

nifi.minifi.security.truststorePasswd Truststore password  — 

nifi.minifi.security.ssl.protocol Security protocol  — 

nifi.minifi.notifier.ingestors.pull.http.keystore.location Full path and name of the keystore  — 

nifi.minifi.notifier.ingestors.pull.http.keystore.type Keystore type  — 

nifi.minifi.notifier.ingestors.pull.http.keystore.password Keystore password  — 

nifi.minifi.notifier.ingestors.pull.http.truststore.location Full path and name of the truststore  — 

nifi.minifi.notifier.ingestors.pull.http.truststore.type Truststore type  — 

nifi.minifi.notifier.ingestors.pull.http.truststore.password Truststore password  — 

MiNiFi Agent logback.xml

Setting logging levels and log rotate for MiNiFi

Parameter Description Default value

app_file_max_history Maximum number of files for applications 10

boot_file_max_history Maximum number of files for Boot 5

status_file_max_history Maximum number of files for statuses 5

root_level Event Level INFO

Setting the structure of the logging configuration file for MiNiFi

Logger Default package names Default event level

app_loggers org.apache.nifi INFO

org.apache.nifi.processors WARN

org.apache.nifi.processors.standard.LogAttribute INFO

org.apache.nifi.controller.repository.StandardProcessSes

sion

WARN

bootstrap_loggers org.apache.nifi.bootstrap INFO

org.apache.nifi.bootstrap.Command INFO

org.apache.nifi.StdOut INFO

org.apache.nifi.StdErr ERROR

status_loggers org.apache.nifi.minifi.bootstrap.status.reporters.StatusLo

gger

INFO

MiNiFi Agent logback.xml template

    Template for customizing the MiNiFi Agent logback.xml file.

    Default value:

MiNiFi Agent state-management.xml template

    Template for customizing the MiNiFi Agent state-management.xml file.

    Default value:

MiNiFi C2 Server c2.properties

Parameter Description Default value

minifi.c2.server.secure Defines whether MiNiFi C2 is secure  — 

minifi.c2.server.keystore Full path and name of the keystore  — 

minifi.c2.server.keystoreType Keystore type  — 

minifi.c2.server.keystorePasswd Keystore password  — 

minifi.c2.server.keyPasswd Key password  — 

minifi.c2.server.truststore Full path and name of the truststore  — 

minifi.c2.server.truststoreType Truststore type  — 

minifi.c2.server.truststorePasswd Truststore password  — 

Add key, value Parameters and their values   entered in this field override the parameters

specified in the ADCM user interface. This field also allows you to set

values   for all user parameters that are not displayed in the interface, but

are allowed in the configuration file MiNiFi C2 Server c2.properties

 — 

MiNiFi C2 Server logback.xml

Parameter Description Default value

log_file_max_history Maximum number of files for applications 10

root_level Event Level INFO

Setting the structure of the logging configuration file for MiNiFi C2 Server

Logger Default package names Default event level

log_file_loggers org.apache.nifi.minifi.c2 DEBUG

MiNiFi C2 Server authorizations.yaml

    Template for customizing the MiNiFi C2 Server authorizations.yaml file.

    Default value:

MiNiFi C2 Server logback.xml template

    Template for customizing the MiNiFi C2 Server logback.xml file.

    Default value:

Parameter Description Default value

Set service checks Specifies whether to check availability after cluster installation true

Prometheus settings

Group Parameter Description Default value

 —  scrape_interval Specifies how frequently to scrape targets 1m

 —  scrape_timeout Specifies how long to wait until a scrape request times

out

10s

 —  Password for grafana

connection

Password of a Grafana user ( admprom_grafana ) to

connect to Prometheus

 — 

 —  Prometheus users to

login/logout to

Prometheus

User credentials for logging into the Prometheus web

interface

 — 

Service parameters config.file Path to Prometheus server configuration file /etc/admprom/prometh

eus/prometheus.yml

web.config.file Specifies which web configuration file to load. The file is

written in YAML format

/etc/admprom/prometh

eus/prometheus-

auth.yml

storage.tsdb.path Prometheus server database path /var/lib/admprom/prom

etheus

web.listen-address Address to access the Prometheus web interface 0.0.0.0:11200

web.console.libraries Path to console management libraries /usr/share/admprom/pr

ometheus/console_librar

ies

web.console.templates Path to Prometheus server console templates /usr/share/admprom/pr

ometheus/consoles

storage.tsdb.retention.ti

me

Specifies how long to retain samples in the storage.

Supported units: y , w , d , h , m , s , ms
15d

Add property Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface.

This field also allows you to set values   for all user

parameters that are not displayed in the interface, but are

allowed in the configuration file prometheus.yml

 — 

Grafana settings

Parameter Description Default value

Grafana administrator’s

password

Password of a Grafana administrator user  — 

Grafana listen port Port to access the Grafana web interface 11210

Node exporter settings

Parameter Description Default value

Listen port Port to access ADS host system metrics in Prometheus format 11203

Metrics endpoint Endpoint to which the Node exporter exports system metrics in

Prometheus format

/metrics

SSL configuration

Parameter Description Default value

[Prometheus] → Enable

SSL

Option to enable SSL for Prometheus false

[Prometheus] →
Certificate file

Path to the server SSL certificate file in the PEM format /etc/admprom/prometheus/server.crt

[Prometheus] → Private

key file

Path to the file with the private key of the server SSL certificate /etc/admprom/prometheus/server.key

[Prometheus] →
Certificate authority file

Path to the CA file (used to verify targets) /etc/admprom/prometheus/ca.crt

[Grafana] → Enable SSL Option to enable SSL for Grafana false

[Grafana] → Certificate

file

Path to the server SSL certificate file in the PEM format /etc/admprom/grafana/server.crt

[Grafana] → Private key

file

Path to the file with the private key of the server SSL certificate /etc/admprom/grafana/server.key

[Grafana] → Certificate

authority file

Path to the CA file (used to verify Prometheus certificate) /etc/admprom/grafana/ca.crt

[Node-exporter] →
Enable SSL

Option to enable SSL for Node-exporter false

[Node-exporter] →
Certificate file

Path to the server SSL certificate file in the PEM format /etc/ssl/server.crt

[Node-exporter] →
Private key file

Path to the file with the private key of the server SSL certificate /etc/ssl/server.key

Set SSL rights for

certs/key

Option to enable changing the permissions and owner of SSL certificate

and key files

false

Scrape config for NiFi (nifi_scraper.yml)

Parameters for configuring the Prometheus service to collect NiFi metrics. Metrics are available through the built-in REST API endpoint —  http://<nifi host>:<nifi
port>/nifi-api/flow/metrics/prometheus .

Parameter Description Default value

job_name The default task name assigned for collecting metrics nifi-monitoring

scrape_interval Time interval between metric collections 5s

scrape_timeout Per-scrape timeout when scraping this job. Cannot be longer than

scrape_interval
2s

Scrape config for NiFi2 (nifi2_scraper.yml)

Parameters for configuring the Prometheus service to collect NiFi metrics. Metrics are available through the built-in REST API endpoint —  http://<nifi host>:<nifi
port>/nifi-api/flow/metrics/prometheus .

Parameter Description Default value

job_name The default task name assigned for collecting metrics nifi2-monitoring

scrape_interval Time interval between metric collections 5s

scrape_timeout Per-scrape timeout when scraping this job. Cannot be longer than

scrape_interval
2s

Scrape config for Kafka.BROKER (kafka_broker_scraper.yml)

Parameters for configuring the Prometheus service to collect Kafka metrics.

Parameter Description Default value

job_name The default task name assigned for collecting metrics kafka-jmx-exporter

scrape_interval Time interval between metric collections 5s

scrape_timeout Per-scrape timeout when scraping this job. Cannot be longer than

scrape_interval
2s

Scrape config for Kafka-Connect (kafka_connect_scraper.yml)

Parameters for configuring the Prometheus service to collect Kafka Connect metrics.

Parameter Description Default value

job_name The default task name assigned for collecting metrics kafka-connect-jmx-exporter

scrape_interval Time interval between metric collections 5s

scrape_timeout Per-scrape timeout when scraping this job. Cannot be longer than

scrape_interval
2s

Scrape config for Kafka REST Proxy (kafka_rest_scraper.yml)

Parameters for configuring the Prometheus service to collect Kafka REST Proxy metrics.

Parameter Description Default value

job_name The default task name assigned for collecting metrics kafka-rest-jmx-exporter

scrape_interval Time interval between metric collections 5s

scrape_timeout Per-scrape timeout when scraping this job. Cannot be longer than

scrape_interval
2s

Parameter Description Default value

Protocol A transport protocol for sending metrics to the monitoring cluster. Possible

values are TCP  and UDP . A UDP  protocol is supported by monitoring

clusters of the 2.8 version or later

TCP

Parameter Description Default value

Nifi config encryption password Password from which to derive the key for

encrypting the sensitive properties. Must

be at least 12 characters long

0123456789ABC

NiFi Ranger plugin enabled Indicates whether  is

enabled (auto-populated)

false

Nifi-Registry Flow Provider Name of the active Flow Persistence

Provider. Possible values:

FileSystemFlowPersistencePr
ovider

GitFlowPersistenceProvider

DatabaseFlowPersistenceProv
ider

FileSystemFlowPersistenceProvider

Nifi-Registry Bundle Provider Name of the active Bundle Persistence

Provider. Possible values:

FileSystemBundlePersistence
Provider

S3BundlePersistenceProvider

FileSystemBundlePersistenceProvider

Set service checks Defines whether to check availability after

cluster installation

true

Main

Parameter Description Default value

Nifi UI port NiFi Server HTTP port. Specified as property

nifi.web.http.port  in the nifi.properties

configuration file

9090

Nifi server Heap size Heap size for NiFi Server. Specified in bootstrap.conf

configuration file

1024m

Nifi Registry UI port NiFi Registry HTTP port. Specified as the

nifi.registry.web.http.port  property in the

nifi.properties configuration file

18080

Nifi Registry Heap size Heap size for NiFi Registry. Specified in the bootstrap.conf

configuration file

512m

nifi.queue.backpressure.count Default value for the number of FlowFile files (underlying

NiFi processing object) that can be queued before

backpressure is applied, i.e. the source stops sending

data. The value must be an integer

10000

nifi.queue.backpressure.size Default value for the maximum amount of data that must

be queued before backpressure is applied. The value

must be the size of the data, including the unit of

measure

1 GB

java.arg.snappy Argument for the snappy library (the tempdir filesystem

must be mounted with the noexes  flag)

-

Dorg.xerial.snappy.temp

dir=/var/tmp

Directories

NiFi service repositories location options.

Parameter Description Default value

nifi.flowfile.repository.directory FlowFile repository

location

/usr/lib/nifi-server/flowfile_repository

nifi.content.repository.directory Content repository

location

/usr/lib/nifi-server/content_repository

nifi.provenance.repository.directory Provenance repository

location

/usr/lib/nifi-server/provenance_repository

nifi.database.directory H2 database directory

location

/usr/lib/nifi-server/database_repository

nifi.registry.db.directory Location of the Registry

database directory

/usr/lib/nifi-registry/database

nifi.nar.library.directory.lib Parameter should be

used in case of adding

custom nars

 — 

ranger-nifi-audit.xml

Parameter Description Default value

xasecure.audit.destination.solr.batch.filespool.dir Directory for Solr audit spool /srv/ranger/nifi_plugin/audit_solr_spool

xasecure.audit.destination.solr.urls Specifies Solr URL. Not

setting when using

ZooKeeper to connect to Solr

 — 

xasecure.audit.destination.solr.zookeepers ZooKeeper connection string

for the Solr destination

 — 

xasecure.audit.destination.solr.force.use.inmemory.jaa

s.config

ZooKeeper connections to

Solr using configuration in a

JAAS file

 — 

xasecure.audit.jaas.Client.loginModuleControlFlag Specifies whether the

success of the module is

required, requisite, sufficient,

or optional

 — 

xasecure.audit.jaas.Client.loginModuleName Class name of the

authentication technology

used

 — 

xasecure.audit.jaas.Client.option.keyTab Set this to the file name of the

keytab to get principal’s

secret key

 — 

xasecure.audit.jaas.Client.option.serviceName Service name  — 

xasecure.audit.jaas.Client.option.storeKey Enable if you want the keytab

or the principal’s key to be

stored in the Subject’s private

credentials

 — 

xasecure.audit.jaas.Client.option.useKeyTab Enable if you want the module

to get the principal’s key from

the the keytab

 — 

Add key, value Parameters and their values   

entered in this field override

the parameters specified in

the ADCM user interface. This

field also allows you to set

values   for all user parameters

that are not displayed in the

interface, but are allowed in

the configuration file ranger-

nifi-audit.xml

 — 

ranger-nifi-security.xml

Parameter Description Default value

ranger.plugin.nifi.policy.rest.url URL to Ranger Admin  — 

ranger.plugin.nifi.service.name Name of the Ranger service

containing policies for this

NiFi instance

 — 

ranger.plugin.nifi.policy.source.impl Class to retrieve policies from

the source

org.apache.ranger.admin.client.RangerAdminRESTClie

nt

ranger.plugin.nifi.policy.cache.dir Directory where Ranger

policies are cached after

successful retrieval from the

source

/srv/ranger/nifi/policycache

ranger.plugin.nifi.policy.pollIntervalMs How often to poll for changes

in policies

30000

ranger.plugin.nifi.policy.rest.client.connection.timeoutM

s

NiFi plugin RangerRestClient

connection timeout in

milliseconds

120000

ranger.plugin.nifi.policy.rest.client.read.timeoutMs NiFi plugin RangerRestClient

read timeout in milliseconds

30000

ranger.plugin.nifi.policy.rest.ssl.config.file Path to the file containing SSL

details to contact Ranger

Admin

/etc/nifi/conf/ranger-nifi-policymgr-ssl.xml

Add key, value Parameters and their values   

entered in this field override

the parameters specified in

the ADCM user interface. This

field also allows you to set

values   for all user parameters

that are not displayed in the

interface, but are allowed in

the configuration file ranger-

nifi-security.xml

 — 

ranger-nifi-policymgr-ssl.xml

Parameter Description Default value

xasecure.policymgr.clientssl.keystore Location of the keystore file  — 

xasecure.policymgr.clientssl.keystore.password Keystore password  — 

xasecure.policymgr.clientssl.truststore Location of the truststore file  — 

xasecure.policymgr.clientssl.truststore.password Truststore password  — 

xasecure.policymgr.clientssl.keystore.credential.file Location of the keystore

password credential file

/etc/nifi/conf/keystore.jceks

xasecure.policymgr.clientssl.truststore.credential.file Location of the truststore

password credential file

/etc/nifi/conf/truststore.jceks

Add key, value Parameters and their values   

entered in this field override

the parameters specified in

the ADCM user interface. This

field also allows you to set

values   for all user parameters

that are not displayed in the

interface, but are allowed in

the configuration file ranger-

nifi-policymgr-ssl.xml

 — 

ranger-nifi-registry-audit.xml

Parameter Description Default value

xasecure.audit.destination.solr.batch.filespool.dir Directory for Solr audit spool /srv/ranger/nifi_registry_plugin/audit_solr_spool

xasecure.audit.destination.solr.urls Specifies Solr URL  — 

xasecure.audit.destination.solr.zookeepers Zookeeper connection string

for the Solr destination

 — 

xasecure.audit.destination.solr.force.use.inmemory.jaa

s.config

ZooKeeper connections to

Solr using configuration in a

JAAS file

 — 

xasecure.audit.jaas.Client.loginModuleControlFlag Specifies whether the

success of the module is

required, requisite, sufficient,

or optional

 — 

xasecure.audit.jaas.Client.loginModuleName Class name of the

authentication technology

used

 — 

xasecure.audit.jaas.Client.option.keyTab Set this to the file name of the

keytab to get principal’s

secret key

 — 

xasecure.audit.jaas.Client.option.serviceName Service name  — 

xasecure.audit.jaas.Client.option.storeKey Set this to true  to if you

want the keytab or the

principal’s key to be stored in

the Subject’s private

credentials

 — 

xasecure.audit.jaas.Client.option.useKeyTab Set this to true  if you want

the module to get the

principal’s key from the the

keytab

 — 

Add key, value Parameters and their values   

entered in this field override

the parameters specified in

the ADCM user interface. This

field also allows you to set

values   for all user parameters

that are not displayed in the

interface, but are allowed in

the configuration file ranger-

nifi-registry-audit.xml

 — 

ranger-nifi-registry-security.xml

Parameter Description Default value

ranger.plugin.nifi-registry.policy.rest.url Path to the NiFi Registry

variable for the Ranger

service

 — 

ranger.plugin.nifi-registry.service.name Name of the Ranger service

containing policies for this

NiFi Registry instance

 — 

ranger.plugin.nifi-registry.policy.source.impl Class to retrieve policies from

the source

org.apache.ranger.admin.client.RangerAdminRESTClie

nt

ranger.plugin.nifi-registry.policy.cache.dir Directory where Ranger

policies are cached after

successful retrieval from the

source

/srv/ranger/nifi-registry/policycache

ranger.plugin.nifi-registry.policy.pollIntervalMs How often to poll for changes

in policies (in ms)

30000

ranger.plugin.nifi-

registry.policy.rest.client.connection.timeoutMs

NiFi Registry plugin

RangerRestClient connection

timeout (in ms)

120000

ranger.plugin.nifi-

registry.policy.rest.client.read.timeoutMs

NiFi Registrу plugin

RangerRestClient read

timeout (in ms)

30000

ranger.plugin.nifi-registry.policy.rest.ssl.config.file Path to the file containing SSL

details to contact Ranger

Admin

/etc/nifi-registry/conf/ranger-policymgr-ssl.xml

Add key, value Parameters and their values   

entered in this field override

the parameters specified in

the ADCM user interface. This

field also allows you to set

values   for all user parameters

that are not displayed in the

interface, but are allowed in

the configuration file ranger-

nifi-registry-security.xml

 — 

ranger-nifi-registry-policymgr-ssl.xml

Parameter Description Default value

xasecure.policymgr.clientssl.keystore Location of the keystore file  — 

xasecure.policymgr.clientssl.keystore.password Keystore password  — 

xasecure.policymgr.clientssl.truststore Location of the truststore file  — 

xasecure.policymgr.clientssl.truststore.password Truststore password  — 

xasecure.policymgr.clientssl.keystore.credential.file Location of keystore

password credential file

/etc/nifi-registry/conf/keystore.jceks

xasecure.policymgr.clientssl.truststore.credential.file Location of the truststore

password credential file

/etc/nifi-registry/conf/truststore.jceks

Add key, value Parameters and their values   

entered in this field override

the parameters specified in

the ADCM user interface. This

field also allows you to set

values   for all user parameters

that are not displayed in the

interface, but are allowed in

the configuration file ranger-

nifi-registry-policymgr-ssl.xml

 — 

authorizers.xml

Parameter Description Default value

DN NiFi’s nodes list List of user and system identifications to seed the User File. These are

required fields to enable SSL for the first time. Must include not only the

DName of the NiFi Server component, but also the DName of the NiFi

Registry, as well as the DName for the MiNiFi service components. For

example, for an SSL-enabled cluster consisting of only NiFi Server, when

adding a MiNiFi service or Schema Registry extension, you need to

supplement this list with new DNames . Example for nodes — 

CN=nifi_node_hostname, OU=Arenadata, O=Arenadata,
L=Moscow, ST=Moscow, C=RU

 — 

NiFi Initial Admin Identity The Initial Admin Identity which will be recorded in authorizers.xml and

propagated to users.xml and authorizations.xml

 — 

NiFi Initial Admin

Username

The actual Initial Admin username which will be used to login to NiFi API

during bundle checks

 — 

NiFi Initial Admin

password

Initial Admin password — password of the user designated by NiFi Initial

Admin

 — 

Ranger Admin Identitity DN of the certificate that Ranger will use to communicate with NiFi.

Requires a generated SSL keystore and truststore on the Ranger host.

Affected only for NiFi Ranger Plugin

 — 

LDAP Login Identitity Provider

Parameter Description Default value

Authentication Strategy How the connection to the LDAP server is authenticated ANONYMOUS

Manager DN DN of a user that has an entry in the Active Directory with right to search

users and groups. Will be used to bind to an LDAP server to search for

users

 — 

Manager Password Password of the manager that is used to bind to the LDAP server to

search for users

 — 

TLS - Keystore Path to the keystore that is used when connecting to LDAP via LDAPS or

START_TLS

 — 

TLS - Keystore Password Password for the keystore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Keystore Type Type of the keystore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Truststore Path to the truststore that is used when connecting to LDAP using LDAPS

or START_TLS

 — 

TLS - Truststore

Password

Password for the truststore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Truststore Type Type of the truststore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Client Auth Client authentication policy when connecting to LDAP using LDAPS or

START_TLS. Possible values are REQUIRED , WANT , NONE
NONE

TLS - Protocol Protocol to use when connecting to LDAP using LDAPS or START_TLS.

(i.e. TLS, TLSv1.1, TLSv1.2, etc.)

 — 

TLS - Shutdown

Gracefully

Specifies whether the TLS should be shut down gracefully before the

target context is closed

False

Referral Strategy Strategy for handling referrals FOLLOW

Connect Timeout Duration of connect timeout 10 sec

Read Timeout Duration of read timeout 10 sec

LDAP URL Space-separated list of URLs of the LDAP servers (e.g.

ldap://<hostname>:<port> )

 — 

User Search Base Base DN for searching for users (e.g. ou=users,o=nifi ). Required to

search users

 — 

User Search Filter Filter for searching for users against the User Search Base (e.g.

sAMAccountName={0} ). The user specified name is inserted into

{0}

 — 

Identity Strategy Strategy to identify users. Possible values are USE_DN  and

USE_USERNAME
USE_DN

Authentication Expiration Duration of how long the user authentication is valid for. If the user never

logs out, they will be required to log back in following this duration

12 hours

LDAP UserGroupProvider

Parameter Description Default value

Authentication Strategy How the connection to the LDAP server is authenticated ANONYMOUS

Manager DN DN of a user that has an entry in the Active Directory with right to search

users and groups. Will be used to bind to an LDAP server to search for

users

 — 

Manager Password Password of the manager that is used to bind to the LDAP server to

search for users

 — 

TLS - Keystore Path to the keystore that is used when connecting to LDAP using LDAPS

or START_TLS

 — 

TLS - Keystore Password Password for the keystore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Keystore Type Type of the keystore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Truststore Path to the truststore that is used when connecting to LDAP using LDAPS

or START_TLS

 — 

TLS - Truststore

Password

Password for the truststore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Truststore Type Type of the truststore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Client Auth Client authentication policy when connecting to LDAP using LDAPS or

START_TLS. Possible values are REQUIRED , WANT , NONE
NONE

TLS - Protocol Protocol to use when connecting to LDAP using LDAPS or START_TLS.

(i.e. TLS, TLSv1.1, TLSv1.2, etc.)

 — 

TLS - Shutdown

Gracefully

Specifies whether the TLS should be shut down gracefully before the

target context is closed

 — 

Referral Strategy Strategy for handling referrals FOLLOW

Connect Timeout Duration of connect timeout 10 sec

Read Timeout Duration of read timeout 10 sec

LDAP URL Space-separated list of URLs of the LDAP servers (e.g.

ldap://<hostname>:<port> )

 — 

Page Size Sets the page size when retrieving users and groups. If not specified, no

paging is performed

 — 

Sync Interval Duration of time between syncing users and groups. Minimum allowable

value is 10 secs
30 mins

User Search Base Base DN for searching for users (e.g. ou=users,o=nifi ). Required to

search users

 — 

User Object Class Object class for identifying users (e.g. person ). Required if searching

users

 — 

User Search Scope Search scope for searching users ONE_LEVEL

User Search Filter Filter for searching for users against the User Search Base (e.g.

(memberof=cn=team1,ou=groups,o=nifi) )

 — 

User Identity Attribute Attribute to use to extract user identity (e.g. cn ). Optional. If not set, the

entire DN is used

 — 

User Group Name

Attribute

Attribute to use to define group membership (e.g. memberof ). Optional.

If not set, group membership will not be calculated through the users.

 — 

User Group Name

Attribute - Referenced

Group Attribute

If blank, the value of the attribute defined in User Group Name Attribute is

expected to be the full DN of the group. If not blank, this property will

define the attribute of the group LDAP entry that the value of the attribute

defined in User Group Name Attribute is referencing (e.g. name )

 — 

Group Search Base Base DN for searching for groups (e.g. ou=groups,o=nifi ). Required

to search groups

 — 

Group Object Class Object class for identifying groups (e.g. groupOfNames ). Required if

searching groups

 — 

Group Search Scope Search scope for user group ONE_LEVEL

Group Search Filter Filter for searching for groups against the Group Search Base. Optional  — 

Group Name Attribute Attribute to use to extract group name (e.g. cn ). Optional. If not set, the

entire DN is used

 — 

Group Member Attribute Attribute to use to define group membership (e.g. member ). Optional  — 

Group Member Attribute

- Referenced User

Attribute

If blank, the value of the attribute defined in Group Member Attribute is

expected to be the full DN of the user. If not blank, this property will define

the attribute of the user LDAP entry that the value of the attribute defined

in Group Member Attribute is referencing (e.g. uid ).

 — 

nifi.security.group.mappi

ng.value.anygroup

Replacement value for mapping NiFi Server user group name DNs to

pattern

$1

nifi.security.group.mappi

ng.pattern.anygroup

Pattern for mapping NiFi Server user group name DNs (?i)cn=([,]+),.*

nifi.security.group.mappi

ng.transform.anygroup

Transformation applied to NiFi Server user group name DNs LOWER

nifi.security.identity.map

ping.value.dn

The replacement value for matching NiFi user DN identifiers $1

nifi.security.identity.map

ping.pattern.dn

Pattern for mapping NiFi user DN identifiers ^(.*)$

nifi.security.identity.map

ping.transform.dn

Transformation applied to DN identifiers of NiFi users NONE

nifi.registry.security.grou

p.mapping.value.anygrou

p

Replacement value for mapping NiFi Registry user group name DNs to

pattern

$1

nifi.registry.security.grou

p.mapping.pattern.anygr

oup

Pattern for mapping NiFi Registry user group name DNs (?i)cn=([,]+),.*

nifi.registry.security.grou

p.mapping.transform.an

ygroup

Transformation applied to NiFi Registry user group name DNs LOWER

nifi.registry.security.ident

ity.mapping.value.dn

Replacement value for mapping NiFi Registry user DN identifiers $1

nifi.registry.security.ident

ity.mapping.pattern.dn

Pattern for mapping DN identifiers of NiFi Registry users ^(.*)$

nifi.registry.security.ident

ity.mapping.transform.d

n

Transformation applied to the DN identifiers of NiFi Registry users LOWER

Analytics Framework

Analytics platform configurations

Parameter Description Default value

nifi.analytics.predict.interval Time interval in which analytic predictions should be

made (e.g. queue saturation)

3 mins

nifi.analytics.query.interval Time interval to query for past observations (for example,

the last 3 minutes of snapshots). The value must be at

least 3 times greater than the specified value

nifi.components.status.snapshot.frequenc
y

5 mins

nifi.analytics.connection.model.impleme

ntation

Implementation class for the state analysis model used

for connection predictions

Ordinary Least Squares

nifi.analytics.connection.model.score.na

me

Name of the scoring type to use to score the model rSquared

nifi.analytics.connection.model.score.thr

eshold

Threshold for the scoring value (the score model must be

above the specified threshold)

.90

nifi-env.sh

Parameters defining the place to install the NiFi service

Parameter Description Default value

NIFI_HOME Directory for NiFi installation /usr/lib/nifi-server

NIFI_PID_DIR Directory to store the NiFi process ID /var/run/nifi

NIFI_LOG_DIR Directory to store the logs /var/log/nifi

NIFI_ALLOW_EXPLICIT_KEYTAB Defines whether to prevent of the old free-form

keytab properties that were left around for

backwards compatibility

true

NiFi bootstrap.conf

Allows users to set NiFi startup parameters in the bootstrap.conf file using the Add key, value field.

NiFi bootstrap-hashicorp-vault.conf

Parameters for configuring the StandardHashiCorpVaultClientService controller service in accordance with the Sensitive Properties Provider HashiCorpVault.

Parameter Description Default value

vault.uri HTTP or HTTPS URI for HashiCorp Vault,

required to enable the Sensitive Properties

Provider

 — 

vault.authentication.properties.file Path to the optional authentication properties

file for the Spring Vault environment. To use it,

you need to specify the vault token  value

in NiFi vault-auth.properties

/etc/nifi/conf/vault-auth.properties

vault.connection.timeout Connection timeout 5 secs

vault.read.timeout Read timeout 15 secs

Add key, value Parameters and their values   entered in this

field override the parameters specified in the

ADCM user interface. This field also allows you

to set values   for all user parameters that are

not displayed in the interface, but are allowed

in the configuration file bootstrap-hashicorp-

vault.conf

 — 

NiFi vault-auth.properties

Authentication parameters of the Spring Vault configuration environment.

Parameter Description Default value

vault.token Vault authentication token  — 

Enable SSL for bootstrap-hashicorp-vault.conf

SSL enablement parameters for the StandardHashiCorpVaultClientService controller service.

Parameter Description Default value

vault.ssl.enabledCipherSuites Enabled SSL/TLS cipher suites, separated by

commas

 — 

vault.ssl.enabledProtocols Enabled SSL/TLS protocols, separated by

commas

TLSv1.3

vault.ssl.key-store Path to the keystore file  — 

vault.ssl.key-store-password Keystore password  — 

vault.ssl.key-store-type Keystore type PKCS12

vault.ssl.trust-store Path to the truststore file  — 

vault.ssl.trust-store-password Truststore password  — 

vault.ssl.trust-store-type Truststore type PKCS12

Add key, value Parameters and their values   entered in this

field override the parameters specified in the

ADCM user interface. This field also allows you

to set values   for all user parameters that are

not displayed in the interface, but are allowed

in the configuration file bootstrap-hashicorp-

vault.conf

 — 

nifi.properties

Parameter Description Default value

nifi.flow.configuration.file Location of the XML-based flow configuration file /etc/nifi/conf/flow.xml.gz

nifi.flow.configuration.json.file Directory where the flow.json.gz file is stored, containing

the entire flow for a given NiFi instance. Used to restore

or migrate a flow

/etc/nifi/conf/flow.json.gz

nifi.flow.configuration.archive.enabled Enables NiFi to create a fallback schema for automatic

stream updates

true

nifi.cluster.node.connection.timeout When connecting to another node in the cluster, specifies

how long this node should wait before considering the

connection a failure

5 sec

nifi.cluster.node.read.timeout When communicating with another node in the cluster,

specifies how long this node should wait to receive

information from the remote node before considering the

communication with the node a failure

5 sec

nifi.zookeeper.connect.timeout How long to wait when connecting to ZooKeeper before

considering the connection a failure

3 secs

nifi.zookeeper.session.timeout How long to wait after losing a connection to ZooKeeper

before the session is expired

3 secs

nifi.variable.registry.properties Comma-separated list of file location paths for one or

more custom property files

/etc/nifi/conf/extra-args.properties

nifi.remote.input.http.enabled Specifies whether HTTP Site-to-Site should be enabled on

this host

true

nifi.remote.input.http.transaction.ttl Specifies how long a transaction can stay alive on the

server

30 sec

nifi.remote.contents.cache.expiration Specifies how long NiFi should cache information about a

remote NiFi instance when communicating via Site-to-

Site

30 secs

nifi.flow.configuration.archive.max.time Lifespan of archived flow.xml files 30 days

nifi.flow.configuration.archive.max.storag

e

Total data size allowed for the archived flow.xml files 500 MB

nifi.flow.configuration.archive.max.count Number of archive files allowed  — 

nifi.flowcontroller.autoResumeState Indicates whether upon restart  the components on

the NiFi graph should return to their last state

true

nifi.flowcontroller.graceful.shutdown.peri

od

Indicates the shutdown period 10 sec

nifi.flowservice.writedelay.interval When many changes are made to the flow.xml, this

property specifies how long to wait before writing out the

changes, so as to batch the changes into a single write

500 ms

nifi.administrative.yield.duration If a component allows an unexpected exception to

escape, it is considered a bug. As a result, the framework

will pause (or administratively yield) the component for

this amount of time

30 sec

nifi.bored.yield.duration When a component has no work to do (i.e. is bored), this

is the amount of time it will wait before checking to see if

it has new data to work on

10 millis

nifi.ui.banner.text Banner text that may be configured to display at the top

of the User Interface

 — 

nifi.ui.autorefresh.interval Interval at which the User Interface auto-refreshes 30 sec

nifi.state.management.provider.local ID of the Local State Provider to use local-provider

nifi.state.management.provider.cluster ID of the Cluster State Provider to use zk-provider

nifi.state.management.embedded.zooke

eper.start

Specifies whether or not this instance of NiFi should start

an embedded ZooKeeper Server

false

nifi.h2.url.append Specifies additional arguments to add to the connection

string for the H2 database

;LOCK_TIMEOUT=25000;WRITE_DELAY=

0;AUTO_SERVER=FALSE

nifi.flowfile.repository.implementation FlowFile Repository implementation. To store flowfiles in

memory instead of on disk (accepting data loss in the

event of power/machine failure or a restart of NiFi), set

this property to

org.apache.nifi.controller.repository.Vol
atileFlowFileRepository

org.apache.nifi.controller.repository.Write

AheadFlowFileRepository

nifi.flowfile.repository.wal.implementatio

n

If the repository implementation is configured to use the

WriteAheadFlowFileRepository, this property can be used

to specify which implementation of the write-whead log

should be used

org.apache.nifi.wali.SequentialAccessWri

teAheadLog

nifi.flowfile.repository.partitions Number of partitions 256

nifi.flowfile.repository.checkpoint.interval FlowFile Repository checkpoint interval 2 mins

nifi.flowfile.repository.always.sync If set to true , any change to the repository will be

synchronized to the disk, meaning that NiFi will ask the

operating system not to cache the information. This is

very expensive and can significantly reduce NiFi

performance. However, if it is false , there could be the

potential for data loss if either there

false

nifi.swap.manager.implementation Swap Manager implementation org.apache.nifi.controller.FileSystemSwa

pManager

nifi.queue.swap.threshold Queue threshold at which NiFi starts to swap FlowFile

information to disk

20000

nifi.swap.in.period Swap in period 5 sec

nifi.swap.in.threads Number of threads to use for swapping in 1

nifi.swap.out.period Swap out period 5 sec

nifi.swap.out.threads Number of threads to use for swapping out 4

nifi.content.repository.implementation Content Repository implementation. The default value is

org.apache.nifi.controller.repository.Fil
eSystemRepository  and should only be changed with

caution. To store flowfile content in memory instead of on

disk (at the risk of data loss in the event of

power/machine failure), set this property to

org.apache.nifi.controller.repository

org.apache.nifi.controller.repository.FileS

ystemRepository

nifi.content.claim.max.appendable.size Maximum size for a content claim 1 MB

nifi.content.claim.max.flow.files Maximum number of FlowFiles to assign to one content

claim

100

nifi.content.repository.archive.max.retenti

on.period

If archiving is enabled, then this property specifies the

maximum amount of time to keep the archived data

12 hours

nifi.content.repository.archive.max.usage

.percentage

If archiving is enabled then this property must have a

value that indicates the content repository disk usage

percentage at which archived data begins to be removed.

If the archive is empty and content repository disk usage

is above this percentage, then archiving is temporarily

disabled. Archiving will resume when disk usage is below

this percentage

50%

nifi.content.repository.archive.enabled To enable content archiving, set this to true . Content

archiving enables the provenance UI to view or replay

content that is no longer in a dataflow queue

true

nifi.content.repository.always.sync If set to true , any change to the repository will be

synchronized to the disk, meaning that NiFi will ask the

operating system not to cache the information. This is

very expensive and can significantly reduce NiFi

performance. However, if it is false , there could be the

potential for data loss if either there is a sudden power

loss or the operating system crashes

false

nifi.content.viewer.url URL for a web-based content viewer if one is available ../nifi-content-viewer/

nifi.provenance.repository.implementatio

n

Provenance Repository implementation. Possible values

are:

org.apache.nifi.provenance.WriteAheadProvenanceRe

pository

org.apache.nifi.provenance.VolatileProvenanceReposi

tory

org.apache.nifi.provenance.PersistentProvenanceRep

ository

org.apache.nifi.provenance.EncryptedWriteAheadProv

enanceRepository

org.apache.nifi.provenance.WriteAheadPr

ovenanceRepository

nifi.provenance.repository.debug.frequen

cy

Controls the number of events processed between

DEBUG  statements documenting the performance

metrics of the repository

1_000_000

nifi.provenance.repository.encryption.key.

provider.implementation

Fully-qualified class name of the key provider  — 

nifi.provenance.repository.encryption.key.

provider.location

Path to the key definition resource  — 

nifi.provenance.repository.encryption.key.

id

Active key ID to use for encryption (e.g. Key1 )  — 

nifi.provenance.repository.encryption.key Key to use for StaticKeyProvider  — 

nifi.provenance.repository.max.storage.ti

me

Maximum amount of time to keep data provenance

information

24 hours

nifi.provenance.repository.max.storage.si

ze

Maximum amount of data provenance information to

store at a time

1 GB

nifi.provenance.repository.rollover.time Amount of time to wait before rolling over the latest data

provenance information so that it is available in the User

Interface

30 secs

nifi.provenance.repository.rollover.size Amount of information to roll over at a time 100 MB

nifi.provenance.repository.query.threads Number of threads to use for Provenance Repository

queries

2

nifi.provenance.repository.index.threads Number of threads to use for indexing Provenance events

so that they are searchable

2

nifi.provenance.repository.compress.on.r

ollover

Indicates whether to compress the provenance

information when rolling it over

true

nifi.provenance.repository.always.sync If set to true , any change to the repository will be

synchronized to the disk, meaning that NiFi will ask the

operating system not to cache the information

false

nifi.provenance.repository.indexed.fields Comma-separated list of the fields that should be indexed

and made searchable

EventType, FlowFileUUID, Filename,

ProcessorID, Relationship

nifi.provenance.repository.indexed.attribu

tes

Comma-separated list of FlowFile Attributes that should

be indexed and made searchable

 — 

nifi.provenance.repository.index.shard.siz

e

Large values for the shard size will result in more Java

heap usage when searching the Provenance Repository

but should provide better performance

500 MB

nifi.provenance.repository.max.attribute.l

ength

Indicates the maximum length that a FlowFile attribute

can be when retrieving a Provenance Event from the

repository. If the length of any attribute exceeds this

value, it will be truncated when the event is retrieved

65536

nifi.provenance.repository.concurrent.me

rge.threads

Specifies the maximum number of threads that are

allowed to be used for each of the storage directories

2

nifi.provenance.repository.buffer.size Provenance Repository buffer size 100000

nifi.components.status.repository.imple

mentation

Component Status Repository implementation org.apache.nifi.controller.status.history.V

olatileComponentStatusRepository

nifi.components.status.repository.buffer.

size

Specifies the buffer size for the Component Status

Repository

1440

nifi.components.status.snapshot.frequen

cy

Indicates how often to present a snapshot of the

components status history

1 min

nifi.web.war.directory Location of the web war directory ./lib

nifi.web.jetty.working.directory Location of the Jetty working directory ./work/jetty

nifi.web.jetty.threads Number of Jetty threads 200

nifi.web.max.header.size Maximum size allowed for request and response headers 16 KB

nifi.web.proxy.context.path Comma-separated list of allowed HTTP X-

ProxyContextPath or X-Forwarded-Context header values

to consider. By default, this value is blank meaning all

requests containing a proxy context path are rejected

 — 

nifi.web.proxy.host Comma-separated list of allowed HTTP Host header

values to consider when NiFi is running securely and will

be receiving requests to a different host[:port] than it is

bound to. For example, when running in a Docker

container or behind a proxy (e.g. localhost:18443 ,

proxyhost:443 ). By default, this value is blank

meaning NiFi should only allow requests sent to the

host[:port] that NiFi is bound to

 — 

nifi.sensitive.props.key Password (source string) from which to extract the

encryption key for the algorithm specified in the

nifi.sensitive.props.algorithm  parameter

mysensetivekey

nifi.sensitive.props.key.protected Protected password (source string) used to obtain the

encryption key for the algorithm specified in the

nifi.sensitive.props.algorithm  parameter

 — 

nifi.sensitive.props.algorithm Algorithm used to encrypt sensitive properties NIFI_PBKDF2_AES_GCM_256

nifi.sensitive.props.provider Sensitive property provider BC

nifi.sensitive.props.additional.keys Comma-separated list of properties to encrypt in addition

to the default sensitive properties

 — 

nifi.security.user.authorizer Specifies which of the configured Authorizers in the

authorizers.xml file to use. By default, it is set to file-

provider

managed-authorizer

nifi.security.ocsp.responder.url URL for the Online Certificate Status Protocol (OCSP)

responder if one is being used

 — 

nifi.security.ocsp.responder.certificate Location of the OCSP responder certificate if one is being

used. It is blank by default

 — 

nifi.security.user.oidc.discovery.url Discovery URL for the desired OpenId Connect Provider  — 

nifi.security.user.oidc.connect.timeout Connect timeout when communicating with the OpenId

Connect Provider

5 secs

nifi.security.user.oidc.read.timeout Read timeout when communicating with the OpenId

Connect Provider

5 secs

nifi.security.user.oidc.client.id Client id for NiFi after registration with the OpenId

Connect Provider

 — 

nifi.security.user.oidc.client.secret Client secret for NiFi after registration with the OpenId

Connect Provider

 — 

nifi.security.user.oidc.preferred.jwsalgorit

hm

Preferred algorithm for validating identity tokens. If this

value is blank, it will default to RS256  which is required

to be supported by the OpenId Connect Provider

according to the specification. If this value is HS256 ,

HS384 , or HS512 , NiFi will attempt to validate HMAC

protected tokens using the specified client secret. If this

value is none, NiFi will attempt to validate

unsecured/plain tokens. Other values for this algorithm

will attempt to parse as an RSA or EC algorithm to be

used in conjunction with the JSON Web Key (JWK)

provided through the jwks_uri in the metadata found at

the discovery URL

 — 

nifi.security.user.knox.url URL for the Apache Knox login page  — 

nifi.security.user.knox.publicKey Path to the Apache Knox public key that will be used to

verify the signatures of the authentication tokens in the

HTTP Cookie

 — 

nifi.security.user.knox.cookieName Name of the HTTP Cookie that Apache Knox will generate

after successful login

hadoop-jwt

nifi.security.user.knox.audiences Optional. A comma-separated list of allowed audiences. If

set, the audience in the token must be present in this

listing. The audience that is populated in the token can be

configured in Knox

 — 

nifi.cluster.protocol.heartbeat.interval Interval at which nodes should emit heartbeats to the

Cluster Coordinator

5 sec

nifi.cluster.node.protocol.port Node’s protocol port 11433

nifi.cluster.node.protocol.threads Number of threads that should be used to communicate

with other nodes in the cluster

10

nifi.cluster.node.protocol.max.threads Maximum number of threads that should be used to

communicate with other nodes in the cluster

50

nifi.cluster.node.event.history.size When the state of a node in the cluster is changed, an

event is generated and can be viewed on the Cluster

page. This value indicates how many events to keep in

memory for each node

25

nifi.cluster.node.max.concurrent.requests Maximum number of outstanding web requests that can

be replicated to nodes in the cluster. If this number of

requests is exceeded, the embedded Jetty server will

return a 409: Conflict  response

100

nifi.cluster.firewall.file Location of the node firewall file. This is a file that may be

used to list all the nodes that are allowed to connect to

the cluster. It provides an additional layer of security. This

value is blank by default, meaning that no firewall file is to

be used

 — 

nifi.cluster.flow.election.max.wait.time Specifies the amount of time to wait before electing a

Flow as the "correct" Flow. If the number of Nodes that

have voted is equal to the number specified by the

nifi.cluster.flow.election.max.candidate
s  property, the cluster will not wait this long

5 mins

nifi.cluster.load.balance.host Specifies the hostname to listen on for incoming

connections for load balancing data across the cluster. If

not specified, will default to the value used by the

nifi.cluster.node.address  property

 — 

nifi.cluster.load.balance.port Specifies the port to listen on for incoming connections

for load balancing data across the cluster

6342

nifi.cluster.load.balance.connections.per.

node

Maximum number of connections to create between this

node and each other node in the cluster. For example, if

there are 5 nodes in the cluster and this value is set to 4,

there will be up to 20 socket connections established for

load-balancing purposes (5 x 4 = 20)

4

nifi.cluster.load.balance.max.thread.coun

t

Maximum number of threads to use for transferring data

from this node to other nodes in the cluster. While a given

thread can only write to a single socket at a time, a single

thread is capable of servicing multiple connections

simultaneously because a given connection may not be

available for reading/writing at any given time

8

nifi.cluster.load.balance.comms.timeout When communicating with another node, if this amount

of time elapses without making any progress when

reading from or writing to a socket, then a

TimeoutException will be thrown. This will then result in

the data either being retried or sent to another node in the

cluster, depending on the configured Load Balancing

Strategy

30 sec

nifi.remote.input.socket.port Remote input socket port for Site-to-Site communication 10443

nifi.remote.input.secure This indicates whether communication between this

instance of NiFi and remote NiFi instances should be

secure

false

nifi.security.keystore Full path and name of the keystore /tmp/keystore.jks

nifi.security.keystoreType Keystore type JKS

nifi.security.keystorePasswd Keystore password  — 

nifi.security.keyPasswd Key password  — 

nifi.security.truststore Full path and name of the truststore  — 

nifi.security.truststoreType Truststore type JKS

nifi.security.truststorePasswd Truststore password  — 

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file nifi.properties

 — 

extra-args.properties

File for specifying additional arguments (extra-args) using the Add property field.

Nifi Server logback.xml

Setting logging levels and log rotate for NiFi Server

Parameter Description Default value

app_file_max_history Maximum number of files for applications 10

user_file_max_history Maximum user files 10

boot_file_max_history Maximum number of files for Boot 5

root_level Event level INFO

Setting the structure of the logging configuration file for NiFi Server

Logger Default package names Default event level

app_loggers org.wali WARN

org.apache.nifi INFO

org.eclipse.jetty INFO

org.apache.nifi.cluster INFO

org.apache.nifi.processors WARN

org.apache.nifi.server.JettyServer INFO

org.apache.nifi.processors.standard.LogMessage INFO

org.apache.nifi.processors.standard.LogAttribute INFO

org.apache.nifi.controller.repository.StandardProcessSes

sion

WARN

user_events_loggers org.apache.nifi.web.security INFO

org.apache.nifi.web.api.config INFO

org.apache.nifi.authorization INFO

org.apache.nifi.cluster.authorization INFO

org.apache.nifi.web.filter.RequestLogger INFO

bootstrap_loggers org.apache.nifi.bootstrap INFO

org.apache.nifi.bootstrap.Command INFO

org.apache.nifi.StdOut INFO

org.apache.nifi.StdErr INFO

custom_logger  —   — 

NiFi logback.xml

    Template for customizing the NiFi logback.xml file.

    Default value:

NiFi state-management.xml

    Template for customizing the NiFi state-management.xml file.

    Default value:

NiFi bootstrap-notification-services.xml

    Template for customizing the NiFi bootstrap-notification-services.xml file.

    Default value:

NiFi Registry bootstrap.conf

Allows users to set NiFi Registry startup parameters in the bootstrap.conf file using the Add key, value field.

nifi-registry.properties

Parameter Description Default value

nifi.registry.web.war.directory Location of the web war directory ./lib

nifi.registry.web.jetty.working.directo

ry

Location of the Jetty working directory ./work/jetty

nifi.registry.web.jetty.threads Number of the Jetty threads 200

nifi.registry.security.needClientAuth Specifies that connecting clients must authenticate with a client certificate false

nifi.registry.db.directory Location of the Registry database directory  — 

nifi.registry.db.url.append Specifies additional arguments to add to the connection string for the Registry

database

 — 

nifi.registry.db.url Full JBDC connection string jdbc:h2:/usr/lib/nifi-

registry/database/nifi

-registry-

primary;AUTOCOMMI

T=OFF;DB_CLOSE_ON

_EXIT=FALSE;LOCK_

MODE=3;LOCK_TIME

OUT=25000;WRITE_D

ELAY=0;AUTO_SERVE

R=FALSE

nifi.registry.db.driver.class Class name of the JBDC driver org.h2.Driver

nifi.registry.db.driver.directory Optional directory containing one or more JARs to add to the classpath  — 

nifi.registry.db.username Username for the database nifireg

nifi.registry.db.password Password for the database  — 

nifi.registry.db.maxConnections Maximum number of connections for the connection pool 5

nifi.registry.db.sql.debug Whether or not to enable debug logging for SQL statements false

nifi.registry.sensitive.props.additional

.keys

Comma-separated list of properties for encryption in addition to the default

sensitive properties

nifi.registry.db.passw

ord

nifi.registry.security.keystore Full path and the name of the keystore  — 

nifi.registry.security.keystoreType Keystore type  — 

nifi.registry.security.keystorePasswd Keystore password  — 

nifi.registry.security.keyPasswd Key password  — 

nifi.registry.security.truststore Full path and name of the truststore  — 

nifi.registry.security.truststoreType Truststore type  — 

nifi.registry.security.truststorePassw

d

Truststore password  — 

JMX Monitoring

Parameter Description Default value

jmx_port Port to which JMX metrics are sent 9995

JMX Exporter Port Port for connecting to Prometheus JMX Exporter 11206

JMX Authentication

Enables authentication for JMX in the service (used when access to the JMX port needs to be protected).

Parameter Description Default value

Username Username for authentication in JMX monitoring

Password User password for authentication in JMX  — 

FileSystem Flow Provider Configuration

Parameter Description Default value

Filesystem Flow Storage Directory Filesystem flow storage directory /usr/lib/nifi-

registry/flow_storage

Git Flow Provider Configuration

Parameter Description Default value

Git Flow Storage Directory File system path for a directory where flow contents files are persisted to. The

directory must exist when NiFi Registry starts. It also must be initialized as a Git

directory

/usr/lib/nifi-

registry/git_flow_stor

age

Remote To Push When a new flow snapshot is created, this persistence provider updates files in

the specified Git directory, then creates a commit to the local repository. If

Remote To Push is defined, provider pushes to the specified remote repository

(e.g. origin). To define more detailed remote spec such as branch names, use

Refspec

 — 

Remote Access User Username is used to make push requests to the remote repository when Remote

To Push is enabled, and the remote repository is accessed by HTTP protocol. If

SSH is used, user authentications are done with SSH keys

 — 

Remote Access Password Password for the Remote Access User  — 

Remote Clone Repository Remote repository URI to use to clone into Flow Storage Directory, if local

repository is not present in Flow Storage Directory. If left empty, the Git directory

needs to be configured as per initialaze Git directory. If URI is provided, then

Remote Access User and Remote Access Password also should be present.

Currently, default branch of remote wil be cloned

 — 

FileSystem Bundle Provider Configuration

Parameter Description Default value

Extension Bundle Storage Directory Extension bundle storage directory /usr/lib/nifi-

registry/extension_bu

ndles

S3 Bundle Provider Configuration

Parameter Description Default value

S3 Credentials Provider Indicates how AWS credentials are provided STATIC

S3 Region AWS region where the target S3 bucket exists  — 

S3 Bucket Name Name of an existing S3 bucket to store extension bundles  — 

S3 Key Prefix Optional prefix to prepend to S3 keys  — 

S3 Access Key Access key for the STATIC credential provider  — 

S3 Secret Access Key Secret access key for the STATIC credential provider  — 

S3 Endpoint URL Optional override for the AWS S3 endpoint (e.g. for compatible storage)  — 

nifi-registry-env.sh

Parameters that determine the location for installing the NiFi Registry component

Parameter Description Default value

NIFI_REGISTRY_HOME Directory for installing /usr/lib/nifi-registry

NIFI_REGISTRY_PID_DIR Directory to store the NiFi Registry /var/run/nifi-registry

NIFI_REGISTRY_LOG_DIR Directory to store the logs /var/log/nifi-registry

Nifi-Registry logback.xml

Setting logging levels and log rotate for NiFi Registry

Parameter Description Default value

app_file_max_history Maximum number of files for applications 10

events_file_max_history Maximum number of files for events 5

boot_file_max_history Maximum number of files for Boot 5

root_level Event level INFO

Setting the structure of the logging configuration file for NiFi Server

Logger Default package names Default event level

app_loggers org.apache.nifi.registry INFO

org.hibernate.SQL WARN

org.hibernate.type INFO

events_loggers org.apache.nifi.registry.provider.hook.LoggingEventHookP

rovider

INFO

bootstrap_loggers org.apache.nifi.registry.bootstrap INFO

org.apache.nifi.registry.bootstrap.Command INFO

org.apache.nifi.registry.StdOut INFO

org.apache.nifi.registry.StdErr ERROR

NiFi Registry logback.xml

    Template for customizing the NiFi Registry logback.xml file.

    Default value:

NiFi Registry providers.xml

    Template for customizing the NiFi Registry providers.xml file.

    Default value:

NiFi Registry registry-aliases.xml

    Template for customizing the NiFi Registry registry-aliases.xml file.

    Default value:

JAAS template file

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

Parameter Description Default value

Nifi-Registry Flow Provider Name of the active Flow Persistence

Provider. Possible values:

FileSystemFlowPersistencePr
ovider

GitFlowPersistenceProvider

DatabaseFlowPersistenceProv
ider

FileSystemFlowPersistenceProvider

Nifi-Registry Bundle Provider Name of the active Bundle Persistence

Provider. Possible values:

FileSystemBundlePersistence
Provider

S3BundlePersistenceProvider

FileSystemBundlePersistenceProvider

Set service checks Defines whether to check availability after

cluster installation

true

Main

Parameter Description Default value

Nifi UI port NiFi Server HTTP port. Specified as property

nifi.web.http.port  in the nifi.properties

configuration file

9090

Nifi server Heap size Heap size for NiFi Server. Specified in bootstrap.conf

configuration file

1024m

Nifi Registry UI port NiFi Registry HTTP port. Specified as the

nifi.registry.web.http.port  property in the

nifi.properties configuration file

18080

Nifi Registry Heap size Heap size for NiFi Registry. Specified in the bootstrap.conf

configuration file

512m

nifi.queue.backpressure.count Default value for the number of FlowFile files (underlying

NiFi processing object) that can be queued before

backpressure is applied, i.e. the source stops sending

data. The value must be an integer

10000

nifi.queue.backpressure.size Default value for the maximum amount of data that must

be queued before backpressure is applied. The value

must be the size of the data, including the unit of

measure

1 GB

java.arg.snappy Argument for the snappy library (the tempdir filesystem

must be mounted with the noexes  flag)

-

Dorg.xerial.snappy.temp

dir=/var/tmp

Directories

NiFi2 service repositories location options.

Parameter Description Default value

nifi.flowfile.repository.directory FlowFile repository

location

/usr/lib/nifi-server/flowfile_repository

nifi.content.repository.directory Content repository

location

/usr/lib/nifi-server/content_repository

nifi.provenance.repository.directory Provenance repository

location

/usr/lib/nifi-server/provenance_repository

nifi.database.directory H2 database directory

location

/usr/lib/nifi-server/database_repository

nifi.registry.db.directory Location of the Registry

database directory

/usr/lib/nifi-registry/database

nifi.nar.library.directory.lib Parameter should be

used in case of adding

custom nars

 — 

authorizers.xml

Parameter Description Default value

DN NiFi’s nodes list List of user and system identifications to seed the User File. These are

required fields to enable SSL for the first time. Must include not only the

DName of the NiFi Server component, but also the DName of the NiFi

Registry, as well as the DName for the MiNiFi service components. For

example, for an SSL-enabled cluster consisting of only NiFi Server, when

adding a MiNiFi service or Schema Registry extension, you need to

supplement this list with new DNames. Example for nodes — 

CN=nifi_node_hostname, OU=Arenadata, O=Arenadata,
L=Moscow, ST=Moscow, C=RU

 — 

NiFi Initial Admin Identity The Initial Admin Identity which will be recorded in authorizers.xml and

propagated to users.xml and authorizations.xml

 — 

NiFi Initial Admin

Username

The actual Initial Admin username which will be used to login to NiFi API

during bundle checks

 — 

NiFi Initial Admin

password

Initial Admin password — password of the user designated by NiFi Initial

Admin

 — 

LDAP Login Identitity Provider

Parameter Description Default value

Authentication Strategy How the connection to the LDAP server is authenticated ANONYMOUS

Manager DN DN of a user that has an entry in the Active Directory with right to search

users and groups. Will be used to bind to an LDAP server to search for

users

 — 

Manager Password Password of the manager that is used to bind to the LDAP server to

search for users

 — 

TLS - Keystore Path to the keystore that is used when connecting to LDAP via LDAPS or

START_TLS

 — 

TLS - Keystore Password Password for the keystore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Keystore Type Type of the keystore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Truststore Path to the truststore that is used when connecting to LDAP using LDAPS

or START_TLS

 — 

TLS - Truststore

Password

Password for the truststore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Truststore Type Type of the truststore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Client Auth Client authentication policy when connecting to LDAP using LDAPS or

START_TLS. Possible values are REQUIRED , WANT , NONE
NONE

TLS - Protocol Protocol to use when connecting to LDAP using LDAPS or START_TLS.

(i.e. TLS, TLSv1.1, TLSv1.2, etc.)

 — 

TLS - Shutdown

Gracefully

Specifies whether the TLS should be shut down gracefully before the

target context is closed

False

Referral Strategy Strategy for handling referrals FOLLOW

Connect Timeout Duration of connect timeout 10 sec

Read Timeout Duration of read timeout 10 sec

LDAP URL Space-separated list of URLs of the LDAP servers (e.g.

ldap://<hostname>:<port> )

 — 

User Search Base Base DN for searching for users (e.g. ou=users,o=nifi ). Required to

search users

 — 

User Search Filter Filter for searching for users against the User Search Base (e.g.

sAMAccountName={0} ). The user specified name is inserted into

{0}

 — 

Identity Strategy Strategy to identify users. Possible values are USE_DN  and

USE_USERNAME
USE_DN

Authentication Expiration Duration of how long the user authentication is valid for. If the user never

logs out, they will be required to log back in following this duration

12 hours

LDAP UserGroupProvider

Parameter Description Default value

Authentication Strategy How the connection to the LDAP server is authenticated ANONYMOUS

Manager DN DN of a user that has an entry in the Active Directory with right to search

users and groups. Will be used to bind to an LDAP server to search for

users

 — 

Manager Password Password of the manager that is used to bind to the LDAP server to

search for users

 — 

TLS - Keystore Path to the keystore that is used when connecting to LDAP using LDAPS

or START_TLS

 — 

TLS - Keystore Password Password for the keystore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Keystore Type Type of the keystore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Truststore Path to the truststore that is used when connecting to LDAP using LDAPS

or START_TLS

 — 

TLS - Truststore

Password

Password for the truststore that is used when connecting to LDAP using

LDAPS or START_TLS

 — 

TLS - Truststore Type Type of the truststore that is used when connecting to LDAP using LDAPS

or START_TLS (i.e. JKS or PKCS12)

 — 

TLS - Client Auth Client authentication policy when connecting to LDAP using LDAPS or

START_TLS. Possible values are REQUIRED , WANT , NONE
NONE

TLS - Protocol Protocol to use when connecting to LDAP using LDAPS or START_TLS.

(i.e. TLS, TLSv1.1, TLSv1.2, etc.)

 — 

TLS - Shutdown

Gracefully

Specifies whether the TLS should be shut down gracefully before the

target context is closed

 — 

Referral Strategy Strategy for handling referrals FOLLOW

Connect Timeout Duration of connect timeout 10 sec

Read Timeout Duration of read timeout 10 sec

LDAP URL Space-separated list of URLs of the LDAP servers (e.g.

ldap://<hostname>:<port> )

 — 

Page Size Sets the page size when retrieving users and groups. If not specified, no

paging is performed

 — 

Sync Interval Duration of time between syncing users and groups. Minimum allowable

value is 10 secs
30 mins

User Search Base Base DN for searching for users (e.g. ou=users,o=nifi ). Required to

search users

 — 

User Object Class Object class for identifying users (e.g. person ). Required if searching

users

 — 

User Search Scope Search scope for searching users ONE_LEVEL

User Search Filter Filter for searching for users against the User Search Base (e.g.

(memberof=cn=team1,ou=groups,o=nifi) )

 — 

User Identity Attribute Attribute to use to extract user identity (e.g. cn ). Optional. If not set, the

entire DN is used

 — 

User Group Name

Attribute

Attribute to use to define group membership (e.g. memberof ). Optional.

If not set, group membership will not be calculated through the users

 — 

User Group Name

Attribute - Referenced

Group Attribute

If blank, the value of the attribute defined in User Group Name Attribute is

expected to be the full DN of the group. If not blank, this property will

define the attribute of the group LDAP entry that the value of the attribute

defined in User Group Name Attribute is referencing (e.g. name )

 — 

Group Search Base Base DN for searching for groups (e.g. ou=groups,o=nifi ). Required

to search groups

 — 

Group Object Class Object class for identifying groups (e.g. groupOfNames ). Required if

searching groups

 — 

Group Search Scope Search scope for user group ONE_LEVEL

Group Search Filter Filter for searching for groups against the Group Search Base. Optional  — 

Group Name Attribute Attribute to use to extract group name (e.g. cn ). Optional. If not set, the

entire DN is used

 — 

Group Member Attribute Attribute to use to define group membership (e.g. member ). Optional  — 

Group Member Attribute

- Referenced User

Attribute

If blank, the value of the attribute defined in Group Member Attribute is

expected to be the full DN of the user. If not blank, this property will define

the attribute of the user LDAP entry that the value of the attribute defined

in Group Member Attribute is referencing (e.g. uid ).

 — 

nifi.security.group.mappi

ng.value.anygroup

Replacement value for mapping NiFi Server user group name DNs to

pattern

$1

nifi.security.group.mappi

ng.pattern.anygroup

Pattern for mapping NiFi Server user group name DNs (?i)cn=([,]+),.*

nifi.security.group.mappi

ng.transform.anygroup

Transformation applied to NiFi Server user group name DNs LOWER

nifi.security.identity.map

ping.value.dn

The replacement value for matching NiFi user DN identifiers $1

nifi.security.identity.map

ping.pattern.dn

Pattern for mapping NiFi user DN identifiers ^(.*)$

nifi.security.identity.map

ping.transform.dn

Transformation applied to DN identifiers of NiFi users NONE

nifi.registry.security.grou

p.mapping.value.anygrou

p

Replacement value for mapping NiFi Registry user group name DNs to

pattern

$1

nifi.registry.security.grou

p.mapping.pattern.anygr

oup

Pattern for mapping NiFi Registry user group name DNs (?i)cn=([,]+),.*

nifi.registry.security.grou

p.mapping.transform.an

ygroup

Transformation applied to NiFi Registry user group name DNs LOWER

nifi.registry.security.ident

ity.mapping.value.dn

Replacement value for mapping NiFi Registry user DN identifiers $1

nifi.registry.security.ident

ity.mapping.pattern.dn

Pattern for mapping DN identifiers of NiFi Registry users ^(.*)$

nifi.registry.security.ident

ity.mapping.transform.d

n

Transformation applied to the DN identifiers of NiFi Registry users LOWER

Analytics Framework

Analytics platform configurations

Parameter Description Default value

nifi.analytics.predict.interval Time interval in which analytic predictions should be

made (e.g. queue saturation)

3 mins

nifi.analytics.query.interval Time interval to query for past observations (for example,

the last 3 minutes of snapshots). The value must be at

least 3 times greater than the specified value

nifi.components.status.snapshot.frequenc
y

5 mins

nifi.analytics.connection.model.impleme

ntation

Implementation class for the state analysis model used

for connection predictions

Ordinary Least Squares

nifi.analytics.connection.model.score.na

me

Name of the scoring type to use to score the model rSquared

nifi.analytics.connection.model.score.thr

eshold

Threshold for the scoring value (the score model must be

above the specified threshold)

.90

nifi-env.sh

Parameters defining the place to install the NiFi service

Parameter Description Default value

JAVA_HOME Path to Java /usr/lib/jvm/java-arenadata-openjdk-21

NIFI_HOME Directory for NiFi installation /usr/lib/nifi-server

NIFI_PID_DIR Directory to store the NiFi process ID /var/run/nifi

NIFI_LOG_DIR Directory to store the logs /var/log/nifi

NIFI_ALLOW_EXPLICIT_KEYTAB Defines whether to prevent of the old free-form

keytab properties that were left around for

backwards compatibility

true

NiFi bootstrap.conf

Allows users to set NiFi startup parameters in the bootstrap.conf file using the Add key, value field.

NiFi bootstrap-hashicorp-vault.conf

Parameters for configuring the StandardHashiCorpVaultClientService controller service in accordance with the Sensitive Properties Provider HashiCorpVault.

Parameter Description Default value

vault.uri HTTP or HTTPS URI for HashiCorp Vault,

required to enable the Sensitive Properties

Provider

 — 

vault.authentication.properties.file Path to the optional authentication properties

file for the Spring Vault environment. To use it,

you need to specify the vault token  value

in NiFi vault-auth.properties

/etc/nifi/conf/vault-auth.properties

vault.connection.timeout Connection timeout 5 secs

vault.read.timeout Read timeout 15 secs

Add key, value Parameters and their values   entered in this

field override the parameters specified in the

ADCM user interface. This field also allows you

to set values   for all user parameters that are

not displayed in the interface, but are allowed

in the configuration file bootstrap-hashicorp-

vault.conf

 — 

NiFi vault-auth.properties

Authentication parameters of the Spring Vault configuration environment.

Parameter Description Default value

vault.token Vault authentication token  — 

Enable SSL for bootstrap-hashicorp-vault.conf

SSL enablement parameters for the StandardHashiCorpVaultClientService controller service.

Parameter Description Default value

vault.ssl.enabledCipherSuites Enabled SSL/TLS cipher suites, separated by

commas

 — 

vault.ssl.enabledProtocols Enabled SSL/TLS protocols, separated by

commas

TLSv1.3

vault.ssl.key-store Path to the keystore file  — 

vault.ssl.key-store-password Keystore password  — 

vault.ssl.key-store-type Keystore type PKCS12

vault.ssl.trust-store Path to the truststore file  — 

vault.ssl.trust-store-password Truststore password  — 

vault.ssl.trust-store-type Truststore type PKCS12

Add key, value Parameters and their values   entered in this

field override the parameters specified in the

ADCM user interface. This field also allows you

to set values   for all user parameters that are

not displayed in the interface, but are allowed

in the configuration file bootstrap-hashicorp-

vault.conf

 — 

nifi.properties

Parameter Description Default value

nifi.flow.configuration.file Location of the XML-based flow configuration file /etc/nifi/conf/flow.xml.gz

nifi.flow.configuration.archive.enabled Enables NiFi to create a fallback schema for automatic

stream updates

true

nifi.cluster.node.connection.timeout When connecting to another node in the cluster, specifies

how long this node should wait before considering the

connection a failure

5 sec

nifi.cluster.node.read.timeout When communicating with another node in the cluster,

specifies how long this node should wait to receive

information from the remote node before considering the

communication with the node a failure

5 sec

nifi.zookeeper.connect.timeout How long to wait when connecting to ZooKeeper before

considering the connection a failure

3 secs

nifi.zookeeper.session.timeout How long to wait after losing a connection to ZooKeeper

before the session is expired

3 secs

nifi.variable.registry.properties Comma-separated list of file location paths for one or

more custom property files

/etc/nifi2/conf/extra-args.properties

nifi.remote.input.http.enabled Specifies whether HTTP Site-to-Site should be enabled on

this host

true

nifi.remote.input.http.transaction.ttl Specifies how long a transaction can stay alive on the

server

30 sec

nifi.remote.contents.cache.expiration Specifies how long NiFi should cache information about a

remote NiFi instance when communicating via Site-to-

Site

30 secs

nifi.flow.configuration.archive.max.time Lifespan of archived flow.xml files 30 days

nifi.flow.configuration.archive.max.storag

e

Total data size allowed for the archived flow.xml files 500 MB

nifi.flow.configuration.archive.max.count Number of archive files allowed  — 

nifi.flowcontroller.autoResumeState Indicates whether upon restart  the components on

the NiFi graph should return to their last state

true

nifi.flowcontroller.graceful.shutdown.peri

od

Indicates the shutdown period 10 sec

nifi.flowservice.writedelay.interval When many changes are made to the flow.xml, this

property specifies how long to wait before writing out the

changes, so as to batch the changes into a single write

500 ms

nifi.administrative.yield.duration If a component allows an unexpected exception to

escape, it is considered a bug. As a result, the framework

will pause (or administratively yield) the component for

this amount of time

30 sec

nifi.bored.yield.duration When a component has no work to do (i.e. is bored), this

is the amount of time it will wait before checking to see if

it has new data to work on

10 millis

nifi.ui.banner.text Banner text that may be configured to display at the top

of the User Interface

 — 

nifi.ui.autorefresh.interval Interval at which the User Interface auto-refreshes 30 sec

nifi.state.management.provider.local ID of the Local State Provider to use local-provider

nifi.state.management.provider.cluster ID of the Cluster State Provider to use zk-provider

nifi.state.management.embedded.zooke

eper.start

Specifies whether or not this instance of NiFi should start

an embedded ZooKeeper Server

false

nifi.h2.url.append Specifies additional arguments to add to the connection

string for the H2 database

;LOCK_TIMEOUT=25000;WRITE_DELAY=

0;AUTO_SERVER=FALSE

nifi.flowfile.repository.implementation FlowFile Repository implementation. To store flowfiles in

memory instead of on disk (accepting data loss in the

event of power/machine failure or a restart of NiFi), set

this property to

org.apache.nifi.controller.repository.Vol
atileFlowFileRepository

org.apache.nifi.controller.repository.Write

AheadFlowFileRepository

nifi.flowfile.repository.wal.implementatio

n

If the repository implementation is configured to use the

WriteAheadFlowFileRepository, this property can be used

to specify which implementation of the write-ahead log

should be used

org.apache.nifi.wali.SequentialAccessWri

teAheadLog

nifi.flowfile.repository.partitions Number of partitions 256

nifi.flowfile.repository.checkpoint.interval Interval between checkpoints for saving snapshots in the

FlowFile repository

2 mins

nifi.flowfile.repository.always.sync If set to true , any change to the repository will be

synchronized to the disk, meaning that NiFi will ask the

operating system not to cache the information. This is

very expensive and can significantly reduce NiFi

performance. However, if it is false , there could be the

potential for data loss if either there

false

nifi.swap.manager.implementation Swap Manager implementation org.apache.nifi.controller.FileSystemSwa

pManager

nifi.queue.swap.threshold Queue threshold at which NiFi starts to swap FlowFile

information to disk

20000

nifi.swap.in.period Swap in period 5 sec

nifi.swap.in.threads Number of threads to use for swapping in 1

nifi.swap.out.period Swap out period 5 sec

nifi.swap.out.threads Number of threads to use for swapping out 4

nifi.content.repository.implementation Content Repository implementation. The default value is

org.apache.nifi.controller.repository.Fil
eSystemRepository  and should only be changed with

caution. To store flowfile content in memory instead of on

disk (at the risk of data loss in the event of

power/machine failure), set this property to

org.apache.nifi.controller.repository

org.apache.nifi.controller.repository.FileS

ystemRepository

nifi.content.claim.max.appendable.size Maximum size for a content claim 1 MB

nifi.content.claim.max.flow.files Maximum number of FlowFiles to assign to one content

claim

100

nifi.content.repository.archive.max.retenti

on.period

If archiving is enabled, then this property specifies the

maximum amount of time to keep the archived data

12 hours

nifi.content.repository.archive.max.usage

.percentage

If archiving is enabled then this property must have a

value that indicates the content repository disk usage

percentage at which archived data begins to be removed.

If the archive is empty and content repository disk usage

is above this percentage, then archiving is temporarily

disabled. Archiving will resume when disk usage is below

this percentage

50%

nifi.content.repository.archive.enabled To enable content archiving, set this to true . Content

archiving enables the provenance UI to view or replay

content that is no longer in a dataflow queue

true

nifi.content.repository.always.sync If set to true , any change to the repository will be

synchronized to the disk, meaning that NiFi will ask the

operating system not to cache the information. This is

very expensive and can significantly reduce NiFi

performance. However, if it is false , there could be the

potential for data loss if either there is a sudden power

loss or the operating system crashes

false

nifi.content.viewer.url URL for a web-based content viewer if one is available ../nifi-content-viewer/

nifi.provenance.repository.implementatio

n

Provenance Repository implementation. Possible values

are:

org.apache.nifi.provenance.WriteAheadProvenanceRe

pository

org.apache.nifi.provenance.VolatileProvenanceReposi

tory

org.apache.nifi.provenance.PersistentProvenanceRep

ository

org.apache.nifi.provenance.EncryptedWriteAheadProv

enanceRepository

org.apache.nifi.provenance.WriteAheadPr

ovenanceRepository

nifi.provenance.repository.debug.frequen

cy

Controls the number of events processed between

DEBUG  statements documenting the performance

metrics of the repository

1000000

nifi.provenance.repository.encryption.key.

provider.implementation

Fully-qualified class name of the key provider  — 

nifi.provenance.repository.encryption.key.

provider.location

Path to the key definition resource  — 

nifi.provenance.repository.encryption.key.

id

Active key ID to use for encryption (e.g. Key1 )  — 

nifi.provenance.repository.encryption.key Key to use for StaticKeyProvider  — 

nifi.provenance.repository.max.storage.ti

me

Maximum amount of time to keep data provenance

information

24 hours

nifi.provenance.repository.max.storage.si

ze

Maximum amount of data provenance information to

store at a time

1 GB

nifi.provenance.repository.rollover.time Amount of time to wait before rolling over the latest data

provenance information so that it is available in the User

Interface

30 secs

nifi.provenance.repository.rollover.size Amount of information to roll over at a time 100 MB

nifi.provenance.repository.query.threads Number of threads to use for Provenance Repository

queries

2

nifi.provenance.repository.index.threads Number of threads to use for indexing Provenance events

so that they are searchable

2

nifi.provenance.repository.compress.on.r

ollover

Indicates whether to compress the provenance

information when rolling it over

true

nifi.provenance.repository.always.sync If set to true , any change to the repository will be

synchronized to the disk, meaning that NiFi will ask the

operating system not to cache the information

false

nifi.provenance.repository.indexed.fields Comma-separated list of the fields that should be indexed

and made searchable

EventType, FlowFileUUID, Filename,

ProcessorID, Relationship

nifi.provenance.repository.indexed.attribu

tes

Comma-separated list of FlowFile Attributes that should

be indexed and made searchable

 — 

nifi.provenance.repository.index.shard.siz

e

Large values for the shard size will result in more Java

heap usage when searching the Provenance Repository

but should provide better performance

500 MB

nifi.provenance.repository.max.attribute.l

ength

Indicates the maximum length that a FlowFile attribute

can be when retrieving a Provenance Event from the

repository. If the length of any attribute exceeds this

value, it will be truncated when the event is retrieved

65536

nifi.provenance.repository.concurrent.me

rge.threads

Specifies the maximum number of threads that are

allowed to be used for each of the storage directories

2

nifi.provenance.repository.buffer.size Provenance Repository buffer size 100000

nifi.components.status.repository.imple

mentation

Component Status Repository implementation org.apache.nifi.controller.status.history.V

olatileComponentStatusRepository

nifi.components.status.repository.buffer.

size

Specifies the buffer size for the Component Status

Repository

1440

nifi.components.status.snapshot.frequen

cy

Indicates how often to present a snapshot of the

components status history

1 min

nifi.web.war.directory Location of the web war directory ./lib

nifi.web.jetty.working.directory Location of the directory with working Jetty ./work/jetty

nifi.web.jetty.threads Number of Jetty threads 200

nifi.web.max.header.size Maximum size allowed for request and response headers 16 KB

nifi.web.proxy.context.path Comma-separated list of allowed HTTP X-

ProxyContextPath or X-Forwarded-Context header values

to consider. By default, this value is blank meaning all

requests containing a proxy context path are rejected

 — 

nifi.web.proxy.host Comma-separated list of allowed HTTP Host header

values to consider when NiFi is running securely and will

be receiving requests to a different host[:port] than it is

bound to. For example, when running in a Docker

container or behind a proxy (e.g. localhost:18443 ,

proxyhost:443 ). By default, this value is blank

meaning NiFi should only allow requests sent to the

host[:port] that NiFi is bound to

 — 

nifi.sensitive.props.key Password (source string) from which to extract the

encryption key for the algorithm specified in the

nifi.sensitive.props.algorithm  parameter

 — 

nifi.sensitive.props.key.protected Protected password (source string) used to obtain the

encryption key for the algorithm specified in the

nifi.sensitive.props.algorithm  parameter

 — 

nifi.sensitive.props.algorithm Algorithm used to encrypt sensitive properties NIFI_PBKDF2_AES_GCM_256

nifi.sensitive.props.provider Sensitive property provider BC

nifi.sensitive.props.additional.keys Comma-separated list of properties to encrypt in addition

to the default sensitive properties

 — 

nifi.security.user.authorizer Specifies which of the configured Authorizers in the

authorizers.xml file to use. By default, it is set to file-

provider

managed-authorizer

nifi.security.ocsp.responder.url URL for the Online Certificate Status Protocol (OCSP)

responder if one is being used

 — 

nifi.security.ocsp.responder.certificate Location of the OCSP responder certificate if one is being

used. It is blank by default

 — 

nifi.security.user.oidc.discovery.url Discovery URL for the desired OpenId Connect Provider  — 

nifi.security.user.oidc.connect.timeout Connect timeout when communicating with the OpenId

Connect Provider

5 secs

nifi.security.user.oidc.read.timeout Read timeout when communicating with the OpenId

Connect Provider

5 secs

nifi.security.user.oidc.client.id Client id for NiFi after registration with the OpenId

Connect Provider

 — 

nifi.security.user.oidc.client.secret Client secret for NiFi after registration with the OpenId

Connect Provider

 — 

nifi.security.user.oidc.preferred.jwsalgorit

hm

Preferred algorithm for validating identity tokens. If this

value is blank, it will default to RS256  which is required

to be supported by the OpenId Connect Provider

according to the specification. If this value is HS256 ,

HS384 , or HS512 , NiFi will attempt to validate HMAC

protected tokens using the specified client secret. If this

value is none, NiFi will attempt to validate

unsecured/plain tokens. Other values for this algorithm

will attempt to parse as an RSA or EC algorithm to be

used in conjunction with the JSON Web Key (JWK)

provided through the jwks_uri in the metadata found at

the discovery URL

 — 

nifi.security.user.knox.url URL for the Apache Knox login page  — 

nifi.security.user.knox.publicKey Path to the Apache Knox public key that will be used to

verify the signatures of the authentication tokens in the

HTTP Cookie

 — 

nifi.security.user.knox.cookieName Name of the HTTP Cookie that Apache Knox will generate

after successful login

hadoop-jwt

nifi.security.user.knox.audiences Optional. A comma-separated list of allowed audiences. If

set, the audience in the token must be present in this

listing. The audience that is populated in the token can be

configured in Knox

 — 

nifi.cluster.protocol.heartbeat.interval Interval at which nodes should emit heartbeats to the

Cluster Coordinator

5 sec

nifi.cluster.node.protocol.port Node’s protocol port 11433

nifi.cluster.node.protocol.threads Number of threads that should be used to communicate

with other nodes in the cluster

10

nifi.cluster.node.protocol.max.threads Maximum number of threads that should be used to

communicate with other nodes in the cluster

50

nifi.cluster.node.event.history.size When the state of a node in the cluster is changed, an

event is generated and can be viewed on the Cluster

page. This value indicates how many events to keep in

memory for each node

25

nifi.cluster.node.max.concurrent.requests Maximum number of outstanding web requests that can

be replicated to nodes in the cluster. If this number of

requests is exceeded, the embedded Jetty server will

return a 409: Conflict  response

100

nifi.cluster.firewall.file Location of the node firewall file. This is a file that may be

used to list all the nodes that are allowed to connect to

the cluster. It provides an additional layer of security. This

value is blank by default, meaning that no firewall file is to

be used

 — 

nifi.cluster.flow.election.max.wait.time Specifies the amount of time to wait before electing a

Flow as the "correct" Flow. If the number of Nodes that

have voted is equal to the number specified by the

nifi.cluster.flow.election.max.candidate
s  property, the cluster will not wait this long

5 mins

nifi.cluster.load.balance.host Specifies the hostname to listen on for incoming

connections for load balancing data across the cluster. If

not specified, will default to the value used by the

nifi.cluster.node.address  property

 — 

nifi.cluster.load.balance.port Specifies the port to listen on for incoming connections

for load balancing data across the cluster

6342

nifi.cluster.load.balance.connections.per.

node

Maximum number of connections to create between this

node and each other node in the cluster. For example, if

there are 5 nodes in the cluster and this value is set to 4,

there will be up to 20 socket connections established for

load-balancing purposes (5 x 4 = 20)

4

nifi.cluster.load.balance.max.thread.coun

t

Maximum number of threads to use for transferring data

from this node to other nodes in the cluster. While a given

thread can only write to a single socket at a time, a single

thread is capable of servicing multiple connections

simultaneously because a given connection may not be

available for reading/writing at any given time

8

nifi.cluster.load.balance.comms.timeout When communicating with another node, if this amount

of time elapses without making any progress when

reading from or writing to a socket, then a

TimeoutException will be thrown. This will then result in

the data either being retried or sent to another node in the

cluster, depending on the configured Load Balancing

Strategy

30 sec

nifi.remote.input.socket.port Remote input socket port for Site-to-Site communication 10443

nifi.remote.input.secure This indicates whether communication between this

instance of NiFi and remote NiFi instances should be

secure

false

nifi.security.keystore Full path and name of the keystore  — 

nifi.security.keystoreType Keystore type  — 

nifi.security.keystorePasswd Keystore password  — 

nifi.security.keyPasswd Key password  — 

nifi.security.truststore Full path and name of the truststore  — 

nifi.security.truststoreType Truststore type JKS

nifi.security.truststorePasswd Truststore password  — 

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file nifi.properties

 — 

extra-args.properties

File for specifying additional arguments (extra-args) using the Add property field.

Nifi Server logback.xml

Setting logging levels and log rotate for NiFi Server

Parameter Description Default value

app_file_max_history Maximum number of files for applications 10

user_file_max_history Maximum user files 10

boot_file_max_history Maximum number of files for Boot 5

root_level Event level INFO

Setting the structure of the logging configuration file for NiFi Server

Logger Default package names Default event level

app_loggers org.wali WARN

org.apache.nifi INFO

org.eclipse.jetty INFO

org.apache.nifi.cluster INFO

org.apache.nifi.processors WARN

org.apache.nifi.server.JettyServer INFO

org.apache.nifi.processors.standard.LogMessage INFO

org.apache.nifi.processors.standard.LogAttribute INFO

org.apache.nifi.controller.repository.StandardProcessSes

sion

WARN

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file logback.xml

user_events_loggers org.apache.nifi.web.security INFO

org.apache.nifi.web.api.config INFO

org.apache.nifi.authorization INFO

org.apache.nifi.cluster.authorization INFO

org.apache.nifi.web.filter.RequestLogger INFO

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file logback.xml

bootstrap_loggers org.apache.nifi.bootstrap INFO

org.apache.nifi.bootstrap.Command INFO

org.apache.nifi.StdOut INFO

org.apache.nifi.StdErr INFO

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file logback.xml

custom_logger Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file logback.xml

NiFi logback.xml

    Template for customizing the NiFi logback.xml file.

    Default value:

NiFi state-management.xml

    Template for customizing the NiFi state-management.xml file.

    Default value:

NiFi bootstrap-notification-services.xml

    Template for customizing the NiFi bootstrap-notification-services.xml file.

    Default value:

NiFi Registry bootstrap.conf

Allows users to set NiFi Registry startup parameters in the bootstrap.conf file using the Add key, value field.

nifi-registry.properties

Parameter Description Default value

nifi.registry.web.war.directory Location of the web war directory ./lib

nifi.registry.web.jetty.working.directo

ry

Location of the Jetty working directory ./work/jetty

nifi.registry.web.jetty.threads Number of the Jetty threads 200

nifi.registry.security.needClientAuth Specifies that connecting clients must authenticate with a client certificate false

nifi.registry.db.directory Location of the Registry database directory  — 

nifi.registry.db.url.append Specifies additional arguments to add to the connection string for the Registry

database

 — 

nifi.registry.db.url Full JBDC connection string jdbc:h2:/usr/lib/nifi-

registry/database/nifi

-registry-

primary;AUTOCOMMI

T=OFF;DB_CLOSE_ON

_EXIT=FALSE;LOCK_

MODE=3;LOCK_TIME

OUT=25000;WRITE_D

ELAY=0;AUTO_SERVE

R=FALSE

nifi.registry.db.driver.class Class name of the JBDC driver org.h2.Driver

nifi.registry.db.driver.directory Optional directory containing one or more JARs to add to the classpath  — 

nifi.registry.db.username Username for the database nifireg

nifi.registry.db.password Password for the database  — 

nifi.registry.db.maxConnections Maximum number of connections for the connection pool 5

nifi.registry.db.sql.debug Whether or not to enable debug logging for SQL statements false

nifi.registry.sensitive.props.additional

.keys

Comma-separated list of properties for encryption in addition to the default

sensitive properties

nifi.registry.db.passw

ord

nifi.registry.security.keystore Full path and the name of the keystore  — 

nifi.registry.security.keystoreType Keystore type  — 

nifi.registry.security.keystorePasswd Keystore password  — 

nifi.registry.security.keyPasswd Key password  — 

nifi.registry.security.truststore Full path and name of the truststore  — 

nifi.registry.security.truststoreType Truststore type  — 

nifi.registry.security.truststorePassw

d

Truststore password  — 

Add key, value Parameters and their values   entered in this field override the parameters

specified in the ADCM user interface. This field also allows you to set values   for

all user parameters that are not displayed in the interface, but are allowed in the

configuration file nifi-registry.properties

 — 

JMX Monitoring

Parameter Description Default value

jmx_port Port to which JMX metrics are sent 9995

JMX Exporter Port Port for connecting to Prometheus JMX Exporter 11206

JMX Authentication

Enables authentication for JMX in the service (used when access to the JMX port needs to be protected).

Parameter Description Default value

Username Username for authentication in JMX monitoring

Password User password for authentication in JMX  — 

FileSystem Flow Provider Configuration

Parameter Description Default value

Filesystem Flow Storage Directory Filesystem flow storage directory /usr/lib/nifi-

registry/flow_storage

Git Flow Provider Configuration

Parameter Description Default value

Git Flow Storage Directory File system path for a directory where flow contents files are persisted to. The

directory must exist when NiFi Registry starts. It also must be initialized as a Git

directory

/usr/lib/nifi-

registry/git_flow_stor

age

Remote To Push When a new flow snapshot is created, this persistence provider updates files in

the specified Git directory, then creates a commit to the local repository. If

Remote To Push is defined, provider pushes to the specified remote repository

(e.g. origin). To define more detailed remote spec such as branch names, use

Refspec

 — 

Remote Access User Username is used to make push requests to the remote repository when Remote

To Push is enabled, and the remote repository is accessed by HTTP protocol. If

SSH is used, user authentications are done with SSH keys

 — 

Remote Access Password Password for the Remote Access User  — 

Remote Clone Repository Remote repository URI to use to clone into Flow Storage Directory, if local

repository is not present in Flow Storage Directory. If left empty, the Git directory

needs to be configured as per initialaze Git directory. If URI is provided, then

Remote Access User and Remote Access Password also should be present.

Currently, default branch of remote wil be cloned

 — 

FileSystem Bundle Provider Configuration

Parameter Description Default value

Extension Bundle Storage Directory Extension bundle storage directory /usr/lib/nifi-

registry/extension_bu

ndles

S3 Bundle Provider Configuration

Parameter Description Default value

S3 Credentials Provider Indicates how AWS credentials are provided STATIC

S3 Region AWS region where the target S3 bucket exists  — 

S3 Bucket Name Name of an existing S3 bucket to store extension bundles  — 

S3 Key Prefix Optional prefix to prepend to S3 keys  — 

S3 Access Key Access key for the STATIC credential provider  — 

S3 Secret Access Key Secret access key for the STATIC credential provider  — 

S3 Endpoint URL Optional override for the AWS S3 endpoint (e.g. for compatible storage)  — 

nifi-registry-env.sh

Parameters that determine the location for installing the NiFi2 Registry component

Parameter Description Default value

NIFI_REGISTRY_HOME Directory for installing /usr/lib/nifi-registry

NIFI_REGISTRY_PID_DIR Directory to store the NiFi Registry /var/run/nifi-registry

NIFI_REGISTRY_LOG_DIR Directory to store the logs /var/log/nifi-registry

Nifi-Registry logback.xml

Setting logging levels and log rotate for NiFi2 Registry

Parameter Description Default value

app_file_max_history Maximum number of files for applications 10

events_file_max_history Maximum number of files for events 5

boot_file_max_history Maximum number of files for Boot 5

root_level Event level INFO

Setting the structure of the logging configuration file for NiFi2 Registry

Logger Default package names Default event level

app_loggers org.apache.nifi.registry INFO

org.hibernate.SQL WARN

org.hibernate.type INFO

events_loggers org.apache.nifi.registry.provider.hook.LoggingEventHookP

rovider

INFO

bootstrap_loggers org.apache.nifi.registry.bootstrap INFO

org.apache.nifi.registry.bootstrap.Command INFO

org.apache.nifi.registry.StdOut INFO

org.apache.nifi.registry.StdErr ERROR

Add property Parameters and their values   entered in

this field override the parameters

specified in the ADCM user interface.

This field also allows you to set values   

for all user parameters that are not

displayed in the interface, but are allowed

in the configuration file logback.xml

NiFi Registry logback.xml

    Template for customizing the NiFi Registry logback.xml file.

    Default value:

NiFi Registry providers.xml

    Template for customizing the NiFi Registry providers.xml file.

    Default value:

NiFi Registry registry-aliases.xml

    Template for customizing the NiFi Registry registry-aliases.xml file.

    Default value:

JAAS template file

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

Main

Parameter Description Default value

listener port Schema-Registry listener port. Specified as listeners  in the schema-

registry.properties file

8081

schema-registry-env.sh

Parameter Description Default value

LOG_DIR Directory for storing logs /var/log/schema-registry

JMX_PORT Port on which Schema-Registry sends

JMX metrics

9997

SCHEMA_REGISTRY_HEAP_OPTS Heap size allocated to the Schema-

Registry process

-Xmx1024M

SCHEMA_REGISTRY_JVM_PERFORMAN

CE_OPTS

JVM options in terms of PERFORMANCE

options

-server

-XX:+UseG1G

-XX:MaxGCPauseMillis=20

-XX:InitiatingHeapOccupancyPercent=35

-XX:+ExplicitGCInvokesConcurrent

-Djava.awt.headless=true

SCHEMA_REGISTRY_OPTS JAVA environment variables for Schema-

Registry

-Djava.security.auth.login.config=/etc/schema-

registry/jaas_config.conf

Basic Auth properties

Parameter Description Default value

authentication.method Authentication method BASIC

authentication.roles Defines a comma-separated list of

user roles. To be authorized on the

Schema-Registry server, the

authenticated user must belong to

at least one of these roles. For

more information, see 

admin

authentication.realm Corresponds to a section in the

jaas_config.file that defines how the

server authenticates users and

must be passed as a parameter to

the JVM during server startup

SchemaRegistry-Props

ADSControl_user ADS Control user for connecting to

Schema-Registry

admin

schema-registry.properties

Parameter Description Default value

kafkastore.topic Durable single partition topic that acts as the durable log

for the data. This topic must be compacted to avoid

losing data due to retention policy

_schemas

debug Boolean indicating whether extra debugging information

is generated in some error response entities

false

inter.instance.protocol Protocol used while making calls between the instances

of Schema Registry

http

ssl.keystore.location Used for HTTPS. Location of the keystore file to use for

SSL

 — 

ssl.keystore.password Used for HTTPS. The store password for the keystore file  — 

ssl.key.password Password of the key contained in the keystore  — 

ssl.truststore.location Used for HTTPS. Location of the truststore. Required only

to authenticate HTTPS clients

 — 

ssl.truststore.password Password to access the truststore  — 

kafkastore.ssl.keystore.location Location of the SSL keystore file  — 

kafkastore.ssl.keystore.password Password to access the keystore  — 

kafkastore.ssl.key.password Password of the key contained in the keystore  — 

kafkastore.ssl.keystore.type File format of the keystore  — 

kafkastore.ssl.truststore.location Location of the SSL truststore file  — 

kafkastore.ssl.truststore.password Password to access the truststore  — 

kafkastore.ssl.truststore.type File format of the truststore  — 

kafkastore.ssl.endpoint.identification.alg

orithm

Endpoint identification algorithm to validate the server

hostname using the server certificate

 — 

Add key, value Parameters and their values   entered in this field override

the parameters specified in the ADCM user interface. This

field also allows you to set values   for all user parameters

that are not displayed in the interface, but are allowed in

the configuration file schema-registry.properties

 — 

JAAS template file

    The user file template jaas.conf is intended for specifying user data for connecting clients of other services to the current service (paths to keytab files, the useTicketCache
parameter, and others). For more information, see .

    Default value:

Schema-Registry component configuration parameters:

log4j properties configuration

Parameter Description Default value

log4j.rootLogger Logging level INFO

log4j.logger.kafka Change to adjust the general broker logging level (output

to server.log and stdout). See also

log4j.logger.org.apache.kafka

ERROR

log4j.logger.org.apache.zookeeper Change to adjust ZooKeeper client logging ERROR

log4j.logger.org.apache.kafka Change to adjust the general broker logging level (output

to server.log and stdout). See also

log4j.logger.kafka

ERROR

log4j.logger.org.I0Itec.zkclient Change to adjust ZooKeeper client logging level ERROR

Main

Parameter Description Default value

connect ZooKeeper connection string that is used by other services or clusters. It

is generated automatically

 — 

dataDir Location where ZooKeeper stores the in-memory database snapshots

and, unless specified otherwise, the transaction log of updates to the

database

/var/lib/zookeeper

admin.serverPort Port that listens on the embedded Jetty server. Jetty server provides an

HTTP interface to the four letter word commands

58080

zoo.cfg

Parameter Description Default value

clientPort Port for Client connections, i.e. the port that Clients attempt to connect to 2181

metricsHttpPort Port to listen for metric connections 7000

tickTime Base unit of time used by ZooKeeper. The minimum session timeout

becomes twice the tickTime  (in ms)

2000

initLimit Timeouts, ZooKeeper uses to limit the length of the time that the

ZooKeeper Servers in Quorum have to connect to the Leader

5

syncLimit How far out of date each Server can be from the Leader 2

maxClientCnxns Limits the number of active connections from the host, specified by IP

address, to a single ZooKeeper Server

0

autopurge.snapRetainCo

unt

Enables storing the most recent snapshots and related transaction logs in

dataDir and dataLogDir respectively, and deleting the rest. The minimum

value is 3

3

autopurge.purgeInterval Time interval in hours between runs of the purge task. Set to a positive

integer ( 1  and above) to enable the auto purging
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Add key, value Parameters and their values   entered in this field override the parameters

specified in the ADCM user interface. This field also allows you to set

values   for all user parameters that are not displayed in the interface, but

are allowed in the configuration file zoo.cfg

 — 

4lw.commands.whitelist List of Four Letter Words commands, separated by commas, is used to

provide flexible control over the set of commands that ZooKeeper can

execute. By default, it contains all supported Four Letter Words

commands except wchp  and wchc

 — 

zookeeper-env.sh

Parameter Description Default value

JAVA Path to Java $JAVA_HOME/bin/java

ZOOPIDFILE Directory to store the ZooKeeper process ID /var/run/zookeeper/zookeeper_server.pid

ZOO_LOG_DIR Directory to store the logs /var/log/zookeeper

SERVER_JVMFLAGS It is used for setting different JVM parameters connected, for example,

with garbage collecting

-Xmx1024m

Add property Parameters and their values   entered in this field override the parameters

specified in the ADCM user interface. This field also allows you to set

values   for all user parameters that are not displayed in the interface, but

are allowed in the configuration file zookeeper-env.sh

 — 

JMX Monitoring

Parameter Description Default value

jmx_port Port to which JMX metrics are sent 9994

JMX Exporter Port Port for connecting to Prometheus JMX Exporter 11208

JMX Authentication

Enables authentication for JMX in the service (used when access to the JMX port needs to be protected).

Parameter Description Default value

Username Username for authentication in JMX monitoring

Password User password for authentication in JMX  — 

Rolling restart/upgrade options

Parameter Description Default value

Interval_sec Interval in seconds between checks 1

Retries Max number of checks 30

Safety checks Enables server check during rolling restart true

Zookeeper Server component configuration parameters:

logback.xml template

    A custom configuration template for the logback.xml file for ZooKeeper.

    Default value:
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This article describes the parameters that can be configured for ADS services via ADCM. To read about the configuration process, refer to the relevant articles: , 

.

Online installation Offline

installation

NOTE

Some of the parameters become visible in the ADCM UI after the Show advanced flag being set.

Kafka

installing Kafka in the KRaft mode

installing Kafka in KRaft mode

migration

Ranger Kafka plugin

Configure a custom jaas.conf

{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
Client {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka․service․keytab"
    principal="kafka/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka․service․keytab"
    principal="kafka/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
KafkaServer {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka․service․keytab"
    principal="kafka/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
{%- elif cluster․config․sasl_plain_auth_default_config is not none %}
    {%- set credential = cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data %}
KafkaServer {
  org․apache․kafka․common․security․plain․PlainLoginModule required
  username="kafka"
  password="{{ credential['kafka'] }}"
{% for user, password in credential․items() %}
  user_{{ user }}="{{ password }}"{% if loop․index != loop | length %}
{% endif %}
{% endfor %};
};
{% endif %}

<?xml version="1․0"?>
<?xml-stylesheet type="text/xsl" href="configuration․xsl"?>
<configuration>
  <property>
      <name>hadoop․security․authentication</name>
      <value>kerberos</value>
  </property>
   <property>
      <name>hadoop․security․authorization</name>
      <value>true</value>
  </property>
</configuration>

{% set kafka_broker_log4j_properties_configuration = services․kafka․BROKER․config․log4j_properties_configuration %}

log4j․rootLogger={{ kafka_broker_log4j_properties_configuration['log4j․rootLogger'] }}, stdout, kafkaAppender

log4j․appender․stdout=org․apache․log4j․ConsoleAppender
log4j․appender․stdout․layout=org․apache․log4j․PatternLayout
log4j․appender․stdout․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․appender․kafkaAppender=org․apache․log4j․DailyRollingFileAppender
log4j․appender․kafkaAppender․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․kafkaAppender․File=${kafka․logs․dir}/server․log
log4j․appender․kafkaAppender․layout=org․apache․log4j․PatternLayout
log4j․appender․kafkaAppender․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․appender․stateChangeAppender=org․apache․log4j․DailyRollingFileAppender
log4j․appender․stateChangeAppender․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․stateChangeAppender․File=${kafka․logs․dir}/state-change․log
log4j․appender․stateChangeAppender․layout=org․apache․log4j․PatternLayout
log4j․appender․stateChangeAppender․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․appender․requestAppender=org․apache․log4j․DailyRollingFileAppender
log4j․appender․requestAppender․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․requestAppender․File=${kafka․logs․dir}/kafka-request․log
log4j․appender․requestAppender․layout=org․apache․log4j․PatternLayout
log4j․appender․requestAppender․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․appender․cleanerAppender=org․apache․log4j․DailyRollingFileAppender
log4j․appender․cleanerAppender․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․cleanerAppender․File=${kafka․logs․dir}/log-cleaner․log
log4j․appender․cleanerAppender․layout=org․apache․log4j․PatternLayout
log4j․appender․cleanerAppender․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․appender․controllerAppender=org․apache․log4j․DailyRollingFileAppender
log4j․appender․controllerAppender․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․controllerAppender․File=${kafka․logs․dir}/controller․log
log4j․appender․controllerAppender․layout=org․apache․log4j․PatternLayout
log4j․appender․controllerAppender․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․appender․authorizerAppender=org․apache․log4j․DailyRollingFileAppender
log4j․appender․authorizerAppender․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․authorizerAppender․File=${kafka․logs․dir}/kafka-authorizer․log
log4j․appender․authorizerAppender․layout=org․apache․log4j․PatternLayout
log4j․appender․authorizerAppender․layout․ConversionPattern=[%d] %p %m (%c)%n

log4j․logger․org․apache․zookeeper={{ kafka_broker_log4j_properties_configuration['log4j․logger․org․apache․zookeeper'] }}

log4j․logger․kafka={{ kafka_broker_log4j_properties_configuration['log4j․logger․kafka'] }}
log4j․logger․org․apache․kafka={{ kafka_broker_log4j_properties_configuration['log4j․logger․org․apache․kafka'] }}

log4j․logger․kafka․request․logger={{ kafka_broker_log4j_properties_configuration['log4j․logger․kafka․request․logger'] }}, 
requestAppender
log4j․additivity․kafka․request․logger=false

{% if services․kafka․BROKER․config․log4j_advanced_properties_configuration['log4j․logger․kafka․network․Processor'] is defined %}
{% set kafka_broker_log4j_advanced_properties_configuration = services․kafka․BROKER․config․
log4j_advanced_properties_configuration %}
log4j․logger․kafka․network․Processor={{ kafka_broker_log4j_advanced_properties_configuration['log4j․logger․kafka․network․
Processor'] }}, requestAppender
log4j․logger․kafka․server․KafkaApis={{ kafka_broker_log4j_advanced_properties_configuration['log4j․logger․kafka․server․
KafkaApis'] }}, requestAppender
log4j․additivity․kafka․server․KafkaApis=false

log4j․logger․kafka․network․RequestChannel$={{ kafka_broker_log4j_advanced_properties_configuration['log4j․logger․kafka․network․
RequestChannel'] }}, requestAppender
{% else %}
log4j․logger․kafka․network․RequestChannel$=WARN, requestAppender
{% endif %}
log4j․additivity․kafka․network․RequestChannel$=false

log4j․logger․kafka․controller={{ kafka_broker_log4j_properties_configuration['log4j․logger․kafka․controller'] }}, 
controllerAppender
log4j․additivity․kafka․controller=false

log4j․logger․kafka․log․LogCleaner={{ kafka_broker_log4j_properties_configuration['log4j․logger․kafka․log․LogCleaner'] }}, 
cleanerAppender
log4j․additivity․kafka․log․LogCleaner=false

log4j․logger․state․change․logger={{ kafka_broker_log4j_properties_configuration['log4j․logger․state․change․logger'] }}, 
stateChangeAppender
log4j․additivity․state․change․logger=false

log4j․logger․kafka․authorizer․logger={{ kafka_broker_log4j_properties_configuration['log4j․logger․kafka․authorizer․logger'] }}, 
authorizerAppender
log4j․additivity․kafka․authorizer․logger=false

{% set kafka_broker_tools_log4j_properties_configuration = services․kafka․BROKER․config․tools_log4j_properties_configuration %}

log4j․rootLogger={{ kafka_broker_tools_log4j_properties_configuration['log4j․rootLogger'] }}, stderr

log4j․appender․stderr=org․apache․log4j․ConsoleAppender
log4j․appender․stderr․layout=org․apache․log4j․PatternLayout
log4j․appender․stderr․layout․ConversionPattern=[%d] %p %m (%c)%n
log4j․appender․stderr․Target=System․err

{
  "brokerCapacities":[
    {
      "brokerId": "-1",
      "capacity": {
        "DISK": "20000",
        "CPU": "100",
        "NW_IN": "50000",
        "NW_OUT": "50000"
      },
      "doc": "This is the default capacity․ Capacity unit used for disk is in MB, CPU is in percentage, network throughput is in 
KB․"
    }
  ]
}

#jinja2: lstrip_blocks:"True", trim_blocks:"True"
# {{ ansible_managed }}
{% set kafka_cruisecontrol_log4j = services․kafka․CRUISECONTROL․config․log4j_properties_configuration %}

rootLogger․level={{ kafka_cruisecontrol_log4j['rootLogger․level'] }}
property․filename={{ kafka_cruisecontrol_log4j['property․filename'] }}

appenders=console, kafkaCruiseControlAppender, operationAppender, requestAppender

appender․console․type=Console
appender․console․name=STDOUT
appender․console․layout․type=PatternLayout
appender․console․layout․pattern=[%d] %p %m (%c)%n

appender․kafkaCruiseControlAppender․type=RollingFile
appender․kafkaCruiseControlAppender․name=kafkaCruiseControlFile
appender․kafkaCruiseControlAppender․fileName=${filename}/kafkacruisecontrol․log
appender․kafkaCruiseControlAppender․filePattern=${filename}/kafkacruisecontrol․log․%d{yyyy-MM-dd-HH}
appender․kafkaCruiseControlAppender․layout․type=PatternLayout
appender․kafkaCruiseControlAppender․layout․pattern=[%d] %p %m (%c)%n
appender․kafkaCruiseControlAppender․policies․type=Policies
appender․kafkaCruiseControlAppender․policies․time․type=TimeBasedTriggeringPolicy
appender․kafkaCruiseControlAppender․policies․time․interval=1

appender․operationAppender․type=RollingFile
appender․operationAppender․name=operationFile
appender․operationAppender․fileName=${filename}/kafkacruisecontrol-operation․log
appender․operationAppender․filePattern=${filename}/kafkacruisecontrol-operation․log․%d{yyyy-MM-dd}
appender․operationAppender․layout․type=PatternLayout
appender․operationAppender․layout․pattern=[%d] %p [%c] %m %n
appender․operationAppender․policies․type=Policies
appender․operationAppender․policies․time․type=TimeBasedTriggeringPolicy
appender․operationAppender․policies․time․interval=1

appender․requestAppender․type=RollingFile
appender․requestAppender․name=requestFile
appender․requestAppender․fileName=${filename}/kafkacruisecontrol-request․log
appender․requestAppender․filePattern=${filename}/kafkacruisecontrol-request․log․%d{yyyy-MM-dd-HH}
appender․requestAppender․layout․type=PatternLayout
appender․requestAppender․layout․pattern=[%d] %p %m (%c)%n
appender․requestAppender․policies․type=Policies
appender․requestAppender․policies․time․type=TimeBasedTriggeringPolicy
appender․requestAppender․policies․time․interval=1

# Loggers
logger․cruisecontrol․name=com․linkedin․kafka․cruisecontrol
logger․cruisecontrol․level={{ kafka_cruisecontrol_log4j['logger․cruisecontrol․level'] }}
logger․cruisecontrol․appenderRef․kafkaCruiseControlAppender․ref=kafkaCruiseControlFile

logger․detector․name=com․linkedin․kafka․cruisecontrol․detector
logger․detector․level={{ kafka_cruisecontrol_log4j['logger․detector․level'] }}
logger․detector․appenderRef․kafkaCruiseControlAppender․ref=kafkaCruiseControlFile

logger․operationLogger․name=operationLogger
logger․operationLogger․level={{ kafka_cruisecontrol_log4j['logger․operationLogger․level'] }}
logger․operationLogger․appenderRef․operationAppender․ref=operationFile

logger․CruiseControlPublicAccessLogger․name=CruiseControlPublicAccessLogger
logger․CruiseControlPublicAccessLogger․level={{ kafka_cruisecontrol_log4j['logger․CruiseControlPublicAccessLogger․level'] }}
logger․CruiseControlPublicAccessLogger․appenderRef․requestAppender․ref=requestFile

rootLogger․appenderRefs=console, kafkaCruiseControlAppender
# Write to Syslog
# rootLogger․appenderRef․console․ref=STDOUT
rootLogger․appenderRef․kafkaCruiseControlAppender․ref=kafkaCruiseControlFile

Kafka Connect

{% set connect_distributed_log4j_properties = services․kafka_connect․config․connect_distributed_log4j_properties_content %}

log4j․rootLogger={{ connect_distributed_log4j_properties['rootLogger'] }}, connectDRFA, connectRFA, stdout

# Send the logs to the console․
#
log4j․appender․stdout=org․apache․log4j․ConsoleAppender
log4j․appender․stdout․layout=org․apache․log4j․PatternLayout

#
# The `%X{connector․context}` parameter in the layout includes connector-specific and task-specific information
# in the log message, where appropriate․ This makes it easier to identify those log messages that apply to a
# specific connector․ Simply add this parameter to the log layout configuration below to include the contextual information․
#
#log4j․appender․stdout․layout․ConversionPattern=[%d] %p %X{connector․context}%m (%c:%L)%n
log4j․appender․stdout․layout․ConversionPattern=[%d] %p %m (%c:%L)%n
connect․log․pattern=[%d] %p %m (%c:%L)%n

{% for key, value in connect_distributed_log4j_properties['loggers'] | dictsort -%}
log4j․logger․{{ key }}={{ value }}
{% endfor -%}

log4j․appender․connectDRFA=org․apache․log4j․DailyRollingFileAppender
log4j․appender․connectDRFA․DatePattern='․'yyyy-MM-dd-HH
log4j․appender․connectDRFA․File=${kafka․logs․dir}/connect-distributed․log
log4j․appender․connectDRFA․layout=org․apache․log4j․PatternLayout
log4j․appender․connectDRFA․layout․ConversionPattern=${connect․log․pattern}
log4j․appender․connectDRFA․MaxBackupIndex={{ connect_distributed_log4j_properties['MaxBackupIndex'] }}

log4j․appender․connectRFA=org․apache․log4j․RollingFileAppender
log4j․appender․connectRFA․File=${kafka․logs․dir}/connect-distributed․log
log4j․appender․connectRFA․layout=org․apache․log4j․PatternLayout
log4j․appender․connectRFA․layout․ConversionPattern=[%d] %p %m (%c)%n
log4j․appender․connectRFA․Append=true
log4j․appender․connectRFA․MaxBackupIndex={{ connect_distributed_log4j_properties['MaxBackupIndex'] }}
log4j․appender․connectRFA․MaxFileSize={{ connect_distributed_log4j_properties['MaxFileSize'] }}

Configure a custom jaas.conf

{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka-connect․service․keytab"
    principal="kafka-connect/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
{%- elif cluster․config․sasl_plain_auth_default_config is not none %}
    {%- set credential = cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data %}
KafkaClient {
  org․apache․kafka․common․security․plain․PlainLoginModule required
  username="kafka-connect"
  password="{{ credential['kafka-connect'] }}";
};
{%- endif %}

Kafka REST Proxy

Basic

authentication

Configure a custom jaas.conf

{% if cluster․config․basic_auth_default_config is not none %}
{{ services․kafka_rest․config․basic_auth_properties_content['authentication․realm'] }} {
  org․eclipse․jetty․jaas․spi․PropertyFileLoginModule required
  file="{{ rest_home_path }}/config/password․properties"
  debug="false";
};
{% endif %}
{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/kafka-rest․service․keytab"
    principal="kafka-rest/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
{%- elif cluster․config․sasl_plain_auth_default_config is not none %}
    {%- set credential = cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data %}
KafkaClient {
  org․apache․kafka․common․security․plain․PlainLoginModule required
  username="kafka-rest"
  password="{{ credential['kafka-rest'] }}";
};
{% endif %}

Work with

kafka-rest-security

{%- set kafka_rest_server_log4j_properties_configuration = services․kafka_rest․SERVER․config․log4j_properties_configuration %}

log4j․rootLogger={{ kafka_rest_server_log4j_properties_configuration['log4j․rootLogger'] }}, stdout, file

log4j․appender․stdout=org․apache․log4j․ConsoleAppender
log4j․appender․stdout․layout=org․apache․log4j․PatternLayout
log4j․appender․stdout․layout․ConversionPattern=[%d] %p %m (%c:%L)%n

log4j․appender․file=org․apache․log4j․RollingFileAppender
log4j․appender․file․maxBackupIndex=10
log4j․appender․file․maxFileSize=100MB
log4j․appender․file․File=${kafka-rest․log․dir}/kafka-rest․log
log4j․appender․file․layout=org․apache․log4j․PatternLayout
log4j․appender․file․layout․ConversionPattern=[%d] %p %m (%c)%n

ksqlDB

Basic authentication

Configure a custom jaas.conf

{% if cluster․config․basic_auth_default_config is not none %}
{{ services․ksql․config․basic_auth_properties_content['authentication․realm'] }} {
  org․eclipse․jetty․jaas․spi․PropertyFileLoginModule required
  file="{{ ksql_home_path }}/config/password․properties"
  debug="false";
};
{% endif %}
{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/ksql-server․service․keytab"
    principal="ksql-server/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
{%- elif cluster․config․sasl_plain_auth_default_config is not none %}
    {%- set credential = cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data %}
KafkaClient {
  org․apache․kafka․common․security․plain․PlainLoginModule required
  username="ksql-server"
  password="{{ credential['ksql-server'] }}";
};
{% endif %}

# Maintained by ADCM
{% set ksql_server_log4j_properties_configuration = services․ksql․SERVER․config․log4j_properties_configuration %}

log4j․rootLogger={{ ksql_server_log4j_properties_configuration['log4j․rootLogger'] }}, stdout

log4j․appender․stdout=org․apache․log4j․ConsoleAppender
log4j․appender․stdout․layout=org․apache․log4j․PatternLayout
log4j․appender․stdout․layout․ConversionPattern=[%d] %p %m (%c:%L)%n

log4j․appender․streams=org․apache․log4j․ConsoleAppender
log4j․appender․streams․layout=org․apache․log4j․PatternLayout
log4j․appender․streams․layout․ConversionPattern=[%d] %p %m (%c:%L)%n

log4j․logger․org․reflections={{ ksql_server_log4j_properties_configuration['log4j․logger․org․reflections'] }}, stdout

{% if services․ksql․SERVER․config․log4j_logger_io_confluent_ksql_rest_server_resources_KsqlResource['log4j․logger․io․confluent․
ksql․rest․server․resources․KsqlResource'] is defined %}
log4j․logger․io․confluent․ksql․rest․server․resources․KsqlResource={{ services․ksql․SERVER․config․
log4j_logger_io_confluent_ksql_rest_server_resources_KsqlResource['log4j․logger․io․confluent․ksql․rest․server․resources․
KsqlResource'] }}
{% endif %}
{% if services․ksql․SERVER․config․log4j_logger_io_confluent_ksql_util_KsqlConfig['log4j․logger․io․confluent․ksql․util․
KsqlConfig'] is defined %}
log4j․logger․io․confluent․ksql․util․KsqlConfig={{ services․ksql․SERVER․config․
log4j_logger_io_confluent_ksql_util_KsqlConfig['log4j․logger․io․confluent․ksql․util․KsqlConfig'] }}
{% endif %}

log4j․logger․org․apache․kafka․streams={{ ksql_server_log4j_properties_configuration['log4j․logger․org․apache․kafka․streams'] }}, 
streams
log4j․additivity․org․apache․kafka․streams=false

log4j․logger․kafka={{ ksql_server_log4j_properties_configuration['log4j․logger․kafka'] }}, stdout
log4j․logger․org․apache․zookeeper={{ ksql_server_log4j_properties_configuration['log4j․logger․org․apache․zookeeper'] }}, stdout
log4j․logger․org․apache․kafka={{ ksql_server_log4j_properties_configuration['log4j․logger․org․apache․kafka'] }}, stdout
log4j․logger․org․I0Itec․zkclient={{ ksql_server_log4j_properties_configuration['log4j․logger․org․I0Itec․zkclient'] }}, stdout

# Maintained by ADCM
{% set broker_port = (services․kafka․config․Main․listeners | regex_replace('․*:(\\d+)$', '\\1')) %}
{% set broker_hosts_with_port = services․kafka․config․bootstrap_servers_without_protocol %}
log4j․rootLogger=INFO, main

# appenders
log4j․appender․main=org․apache․log4j․RollingFileAppender
log4j․appender․main․File=${ksql․log․dir}/ksql․log
log4j․appender․main․layout=org․apache․log4j․PatternLayout
log4j․appender․main․layout․ConversionPattern=[%d] %p %m (%c:%L)%n
log4j․appender․main․MaxFileSize=10MB
log4j․appender․main․MaxBackupIndex=5
log4j․appender․main․append=true

log4j․appender․streams=org․apache․log4j․RollingFileAppender
log4j․appender․streams․File=${ksql․log․dir}/ksql-streams․log
log4j․appender․streams․layout=org․apache․log4j․PatternLayout
log4j․appender․streams․layout․ConversionPattern=[%d] %p %m (%c:%L)%n

log4j․appender․kafka=org․apache․log4j․RollingFileAppender
log4j․appender․kafka․File=${ksql․log․dir}/ksql-kafka․log
log4j․appender․kafka․layout=org․apache․log4j․PatternLayout
log4j․appender․kafka․layout․ConversionPattern=[%d] %p %m (%c:%L)%n
log4j․appender․kafka․MaxFileSize=10MB
log4j․appender․kafka․MaxBackupIndex=5
log4j․appender․kafka․append=true

log4j․appender․kafka_appender=org․apache․kafka․log4jappender․KafkaLog4jAppender
log4j․appender․kafka_appender․layout=io․confluent․common․logging․log4j․StructuredJsonLayout
log4j․appender․kafka_appender․BrokerList=
{%- for host_with_port in broker_hosts_with_port․split(',') -%}
    {% if loop․index > 1 %},{% endif -%}
    {{ ('ssl' in cluster․multi_state) | ternary('httрs', 'httр') }}://{{ host_with_port -}}
{% endfor %}

log4j․appender․kafka_appender․Topic=default_ksql_processing_log
log4j․appender․kafka_appender․SyncSend=true
log4j․appender․kafka_appender․IgnoreExceptions=false

{% if cluster․edition == 'enterprise' %}
{% set sasl_protocol = services․kafka․config['listeners_option']['sasl_protocol'] | d('none') %}
{% set ssl_enable = services․kafka․config['listeners_option']['ssl_enable'] | d(False) %}
log4j․appender․kafka_appender․SecurityProtocol={{ sasl_protocol | kafka_protocol(ssl_enable) }}
log4j․appender․kafka_appender․SaslMechanism={{ sasl_protocol | normalize_sasl_protocol }}

{% if sasl_protocol | normalize_sasl_protocol == 'PLAIN' %}
log4j․appender․kafka_appender․clientJaasConf=org․apache․kafka․common․security․plain․PlainLoginModule required \
    username=ksql-server \
    password="{{ cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data['ksql-server'] }}";
{% endif %}

{% if sasl_protocol | normalize_sasl_protocol == 'GSSAPI' %}
log4j․appender․kafka_appender․SaslKerberosServiceName=kafka
log4j․appender․kafka_appender․clientJaasConf=com․sun․security․auth․module․Krb5LoginModule required \
    useKeyTab=true \
    storeKey=true \
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/ksql-server․service․keytab" \
    principal="ksql-server/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}" \
    serviceName="kafka";
{% endif %}

{% if ssl_enable %}
log4j․appender․kafka_appender․SslTruststoreLocation={{ services․kafka․config․server_properties_content['ssl․truststore․location'] 
}}
log4j․appender․kafka_appender․SslTruststorePassword={{ services․kafka․config․server_properties_content['ssl․truststore․password'] 
}}
{% endif %}
{% endif %}
# loggers

log4j․logger․org․reflections=ERROR, main

# Uncomment the following line to stop ksqlDB from logging out each request it receives:
#log4j․logger․io․confluent․ksql․rest․server․resources․KsqlResource=WARN

# And this one to avoid the logs being spammed with KsqlConfig values․
# Though these can be useful for debugging / investigations․
#log4j․logger․io․confluent․ksql․util․KsqlConfig=WARN

## ksqlDB Processing logs:
log4j․logger․processing=WARN, kafka_appender
log4j․additivity․processing=false

## Kafka Streams logs:
log4j․logger․org․apache․kafka․streams=INFO, streams
log4j․additivity․org․apache․kafka․streams=false

## Kafka Clients logs:
log4j․logger․org․apache․kafka․clients=INFO, clients
log4j․additivity․org․apache․kafka․clients=false

## Kafka Connect logs:
log4j․logger․org․apache․kafka․connect=INFO, connect
log4j․additivity․org․apache․kafka․connect=false

## Other Kafka logs:
log4j․logger․kafka=WARN, kafka
log4j․additivity․kafka=false

log4j․logger․org․apache․zookeeper=WARN, kafka
log4j․additivity․org․apache․zookeeper=false

log4j․logger․org․apache․kafka=WARN, kafka
log4j․additivity․org․apache․kafka=false

log4j․logger․org․I0Itec․zkclient=WARN, kafka
log4j․additivity․org․I0Itec․zkclient=false

# To achieve high throughput on pull queries, avoid logging every request from Jetty
log4j․logger․io․confluent․rest-utils․requests=WARN

ksql_migrations_log4j_properties_template
# Root logger -- disable all non-migrations-tool logging
log4j․rootLogger=OFF

# Migrations tool logger
log4j․logger․io․confluent․ksql․tools․migrations=INFO, console

log4j․appender․console=org․apache․log4j․ConsoleAppender
log4j․appender․console․Target=System․out
log4j․appender․console․layout=org․apache․log4j․PatternLayout
log4j․appender․consoleAppender․layout․ConversionPattern=[%t] %-5p %c %x - %m%n

#
# Copyright 2018 Confluent Inc․
#
# Licensed under the Confluent Community License (the "License"); you may not use
# this file except in compliance with the License․  You may obtain a copy of the
# License at
#
# httр://www․confluent․io/confluent-community-license
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS, WITHOUT
# WARRANTIES OF ANY KIND, either express or implied․  See the License for the
# specific language governing permissions and limitations under the License․
#

# For the general syntax of property based configuration files see
# the documentation of org․apache․log4j․PropertyConfigurator․

log4j․rootLogger=WARN, default․file

log4j․appender․default․file=io․confluent․ksql․util․TimestampLogFileAppender
log4j․appender․default․file․ImmediateFlush=true
log4j․appender․default․file․append=false

log4j․appender․default․file․file=${ksql․log․dir}/ksql-cli/cli-%timestamp․log
log4j․appender․default․file․layout=org․apache․log4j․PatternLayout
log4j․appender․default․file․layout․ConversionPattern=[%d] %p %m (%c:%L)%n

#
# Copyright 2018 Confluent Inc․
#
# Licensed under the Confluent Community License (the "License"); you may not use
# this file except in compliance with the License․  You may obtain a copy of the
# License at
#
# httр://www․confluent․io/confluent-community-license
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS, WITHOUT
# WARRANTIES OF ANY KIND, either express or implied․  See the License for the
# specific language governing permissions and limitations under the License․
#

log4j․rootLogger=OFF

MiNiFi

<?xml version="1․0" encoding="UTF-8"?>
<!--
  Maintained by ADCM
-->
<configuration scan="true" scanPeriod="30 seconds">
    <contextListener class="ch․qos․logback․classic․jul․LevelChangePropagator">
        <resetJUL>true</resetJUL>
    </contextListener>
    {% set logback = services․minifi․config['minifi_agent_logback_content'] %}
    <appender name="APP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․minifi․bootstrap․config․log․dir}/minifi-app․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․SizeAndTimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'app_%d․log'․
              For hourly rollover, use 'app_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․minifi․bootstrap․config․log․dir}/minifi-app_%d{yyyy-MM-dd_HH}․%i․log․
gz</fileNamePattern>
            <!-- Keep 10 rolling periods worth of log files-->
            <maxHistory>{{ logback․app_file_max_history }}</maxHistory>
            <!-- Max size each log file will be-->
            <maxFileSize>1MB</maxFileSize>
            <!-- Provide a cap of 10 MB across all archive files -->
            <totalSizeCap>10MB</totalSizeCap>
        </rollingPolicy>
        <immediateFlush>true</immediateFlush>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="BOOTSTRAP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․minifi․bootstrap․config․log․dir}/minifi-bootstrap․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․minifi․bootstrap․config․log․dir}/minifi-bootstrap_%d․log․gz</fileNamePattern>
            <!-- Keep 5 rolling periods worth of logs-->
            <maxHistory>{{ logback․boot_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

        <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
                <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
        </appender>

    <appender name="STATUS_LOG_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․minifi․bootstrap․config․log․dir}/minifi-status․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
            For daily rollover, use 'user_%d․log'․
            For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
            To GZIP rolled files, replace '․log' with '․log․gz'․
            To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․minifi․bootstrap․config․log․dir}/minifi-status_%d․log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․status_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <!-- valid logging levels: TRACE, DEBUG, INFO, WARN, ERROR -->

    {% for key, value in logback․app_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}

    <!-- Logger for managing logging statements for jetty -->
    <logger name="org․eclipse․jetty" level="INFO"/>

    <!-- Suppress non-error messages due to excessive logging by class or library -->
    <logger name="com․sun․jersey․spi․container․servlet․WebComponent" level="ERROR"/>
    <logger name="com․sun․jersey․spi․spring" level="ERROR"/>
    <logger name="org․springframework" level="ERROR"/>

    <!-- Suppress non-error messages due to known warning about redundant path annotation (NIFI-574) -->
    <logger name="com․sun․jersey․spi․inject․Errors" level="ERROR"/>

    <!--
        Logger for capturing Bootstrap logs and MiNiFi's standard error and standard out․
    -->

    {% for key, value in logback․bootstrap_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="BOOTSTRAP_FILE"/>
    {% if key == "org․apache․nifi․minifi․bootstrap․Command" %}
        <appender-ref ref="CONSOLE" />
    {% endif -%}
    </logger>
    {% endfor -%}

    {% for key, value in logback․status_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="STATUS_LOG_FILE" />
    </logger>
    {% endfor -%}

    <root level="{{ logback․root_level }}">
        <appender-ref ref="APP_FILE"/>
    </root>

</configuration>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
  Maintained by ADCM
-->
<!--
  Licensed to the Apache Software Foundation (ASF) under one or more
  contributor license agreements․  See the NOTICE file distributed with
  this work for additional information regarding copyright ownership․
  The ASF licenses this file to You under the Apache License, Version 2․0
  (the "License"); you may not use this file except in compliance with
  the License․  You may obtain a copy of the License at
      httр://www․apache․org/licenses/LICENSE-2․0
  Unless required by applicable law or agreed to in writing, software
  distributed under the License is distributed on an "AS IS" BASIS,
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
  See the License for the specific language governing permissions and
  limitations under the License․
-->
<!--
  This file provides a mechanism for defining and configuring the State Providers
  that should be used for storing state locally and across a NiFi cluster․ In order
  to use a specific provider, it must be configured here and its identifier
  must be specified in the nifi․properties file․
-->
<stateManagement>
    <!--
        State Provider that stores state locally in a configurable directory․ This Provider requires the following properties:

        Directory - the directory to store components' state in․ If the directory being used is a sub-directory of the NiFi 
installation, it
                    is important that the directory be copied over to the new version when upgrading NiFi․
     -->
    <local-provider>
        <id>local-provider</id>
        <class>org․apache․nifi․controller․state․providers․local․WriteAheadLocalStateProvider</class>
        <property name="Directory">․/state/local</property>
    </local-provider>

    <!--
        State Provider that is used to store state in ZooKeeper․ This Provider requires the following properties:

        Root Node - the root node in ZooKeeper where state should be stored․ The default is '/nifi', but it is advisable to 
change this to a different value if not using
                   the embedded ZooKeeper server and if multiple NiFi instances may all be using the same ZooKeeper Server․

        Connect String - A comma-separated list of host:port pairs to connect to ZooKeeper․ For example, myhost․
mydomain:2181,host2․mydomain:5555,host3:6666

        Session Timeout - Specifies how long this instance of NiFi is allowed to be disconnected from ZooKeeper before creating 
a new ZooKeeper Session․ Default value is "30 seconds"

        Access Control - Specifies which Access Controls will be applied to the ZooKeeper ZNodes that are created by this State 
Provider․ This value must be set to one of:
                            - Open  : ZNodes will be open to any ZooKeeper client․
                            - CreatorOnly  : ZNodes will be accessible only by the creator․ The creator will have full access to 
create children, read, write, delete, and administer the ZNodes․
                                             This option is available only if access to ZooKeeper is secured via Kerberos or if 
a Username and Password are set․

        Username - An optional username that can be used to assign Access Controls to ZNodes․ ZooKeeper allows users to assign 
arbitrary usernames and passwords to ZNodes․ These usernames
                   and passwords are not explicitly defined elsewhere but are simply associated with ZNodes, so it is important 
that all NiFi nodes in a cluster have the same value for the
                   Username and Password properties․

        Password - An optional password that can be used to assign Access Controls to ZNodes․ This property must be set if the 
Username property is set․ NOTE: ZooKeeper transmits passwords
                   in plain text․ As a result, a Username and Password should be used only if communicate with a ZooKeeper on a 
localhost or over encrypted comms (such as configuring SSL
                   communications with ZooKeeper)․
    -->
    <cluster-provider>
        <id>zk-provider</id>
        <class>org․apache․nifi․controller․state․providers․zookeeper․ZooKeeperStateProvider</class>
        <property name="Connect String"></property>
        <property name="Root Node">/nifi</property>
        <property name="Session Timeout">30 seconds</property>
        <property name="Access Control">CreatorOnly</property>
        <property name="Username">nifi</property>
        <property name="Password">nifi</property>
    </cluster-provider>
</stateManagement>

# Licensed to the Apache Software Foundation (ASF) under one or more
# contributor license agreements․  See the NOTICE file distributed with
# this work for additional information regarding copyright ownership․
# The ASF licenses this file to You under the Apache License, Version 2․0
# (the \"License\"); you may not use this file except in compliance with
# the License․  You may obtain a copy of the License at
#
#     httр://www․apache․org/licenses/LICENSE-2․0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an \"AS IS\" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
# See the License for the specific language governing permissions and
# limitations under the License․

Default Action: deny
Paths:
  /c2/config:
    Default Action: deny
    Actions:
    - Authorization: CLASS_RASPI_3
      Query Parameters:
        class: raspi3
      Action: allow
    - Authorization: ROLE_SUPERUSER
      Action: allow

    # Default authorization lets anonymous pull any config․  Remove below to change that․
    - Authorization: ROLE_ANONYMOUS
      Action: allow

  /c2/config/contentTypes:
    Default Action: deny
    Actions:
    - Authorization: CLASS_RASPI_3
      Action: allow
    # Default authorization lets anonymous pull any config․  Remove below to change that․
    - Authorization: ROLE_ANONYMOUS
      Action: allow

  /c2/config/heartbeat:
    Default Action: deny
    Actions:
      - Authorization: CLASS_RASPI_3
        Query Parameters:
          class: raspi3
        Action: allow
      - Authorization: ROLE_SUPERUSER
        Action: allow

      # Default authorization lets anonymous pull any config․  Remove below to change that․
      - Authorization: ROLE_ANONYMOUS
        Action: allow

  /c2/config/acknowledge:
    Default Action: deny
    Actions:
      - Authorization: CLASS_RASPI_3
        Query Parameters:
          class: raspi3
        Action: allow
      - Authorization: ROLE_SUPERUSER
        Action: allow

      # Default authorization lets anonymous pull any config․  Remove below to change that․
      - Authorization: ROLE_ANONYMOUS
        Action: allow

<?xml version="1․0" encoding="UTF-8"?>
<!--
  Maintained by ADCM
-->
{% set logback = services․minifi․config['minifi_c2_server_logback_content'] -%}
<configuration scan="true" scanPeriod="30 seconds">
    <contextListener class="ch․qos․logback․classic․jul․LevelChangePropagator">
        <resetJUL>true</resetJUL>
    </contextListener>
        <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
                <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
        </appender>

    <appender name="LOG_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>/var/log/minifi-c2/minifi-c2․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <fileNamePattern>/var/log/minifi-c2/minifi-c2_%d․log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․log_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    {% for key, value in logback․log_file_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}">
        <appender-ref ref="LOG_FILE"/>
    {% if key == "org․apache․nifi․minifi․c2" %}
        <appender-ref ref="CONSOLE" />
    {% endif -%}
    </logger>
    {% endfor -%}

    <root level="{{ logback․root_level }}">
        <appender-ref ref="LOG_FILE"/>
    </root>

</configuration>

Monitoring

[Deprecated] Monitoring Clients

NiFi

Ranger NiFi plugin

<?xml version="1․0" encoding="UTF-8"?>
<!--
  Maintained by ADCM
-->
{% set logback = services․nifi․config['nifi_logback_content'] %}

<configuration scan="true" scanPeriod="30 seconds">
    <contextListener class="ch․qos․logback․classic․jul․LevelChangePropagator">
        <resetJUL>true</resetJUL>
    </contextListener>

    <appender name="APP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․bootstrap․config․log․dir}/nifi-app․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․SizeAndTimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'app_%d․log'․
              For hourly rollover, use 'app_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․bootstrap․config․log․dir}/nifi-app_%d{yyyy-MM-dd_HH}․%i․log</fileNamePattern>
            <maxFileSize>100MB</maxFileSize>
            <!-- keep 30 log files worth of history -->
            <maxHistory>{{ logback․app_file_max_history }}</maxHistory>
        </rollingPolicy>
        <immediateFlush>true</immediateFlush>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="USER_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․bootstrap․config․log․dir}/nifi-user․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․bootstrap․config․log․dir}/nifi-user_%d․log</fileNamePattern>
            <!-- keep 30 log files worth of history -->
            <maxHistory>{{ logback․user_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="BOOTSTRAP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․bootstrap․config․log․dir}/nifi-bootstrap․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․bootstrap․config․log․dir}/nifi-bootstrap_%d․log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․boot_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <!-- valid logging levels: TRACE, DEBUG, INFO, WARN, ERROR -->

    {% for key, value in logback․app_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}

    <logger name="org․apache․zookeeper․ClientCnxn" level="ERROR" />
    <logger name="org․apache․zookeeper․server․NIOServerCnxn" level="ERROR" />
    <logger name="org․apache․zookeeper․server․NIOServerCnxnFactory" level="ERROR" />
    <logger name="org․apache․zookeeper․server․quorum" level="ERROR" />
    <logger name="org․apache․zookeeper․ZooKeeper" level="ERROR" />
    <logger name="org․apache․zookeeper․server․PrepRequestProcessor" level="ERROR" />

    <logger name="org․apache․calcite․runtime․CalciteException" level="OFF" />

    <logger name="org․apache․curator․framework․recipes․leader․LeaderSelector" level="OFF" />
    <logger name="org․apache․curator․ConnectionState" level="OFF" />

    <!-- Suppress non-error messages due to excessive logging by class or library -->
    <logger name="com․sun․jersey․spi․container․servlet․WebComponent" level="ERROR"/>
    <logger name="com․sun․jersey․spi․spring" level="ERROR"/>
    <logger name="org․springframework" level="ERROR"/>

    <!-- Suppress non-error messages due to known warning about redundant path annotation (NIFI-574) -->
    <logger name="com․sun․jersey․spi․inject․Errors" level="ERROR"/>
    <logger name="org․glassfish․jersey․internal․Errors" level="ERROR"/>

    <!-- Suppress non-error messages due to Jetty AnnotationParser emitting a large amount of WARNS․ Issue described in NIFI-
5479․ -->
    <logger name="org․eclipse․jetty․annotations․AnnotationParser" level="ERROR"/>

    <!--
        Logger for capturing user events․ We do not want to propagate these
        log events to the root logger․ These messages are only sent to the
        user-log appender․
    -->

    {% for key, value in logback․user_events_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="USER_FILE"/>
    </logger>
    {% endfor -%}

    <!--
        Logger for capturing Bootstrap logs and NiFi's standard error and standard out․
    -->

    {% for key, value in logback․bootstrap_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="BOOTSTRAP_FILE"/>
    {% if key == "org․apache․nifi․bootstrap․Command" %}
        <appender-ref ref="CONSOLE" />
    {% endif -%}
    </logger>
    {% endfor -%}

    <!--
        Custom Logger
    -->

    {% if logback․custom_logger is not none -%}
    {% if logback․custom_logger | length > 0 -%}
    {% for key, value in logback․custom_logger | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}
    {% endif -%}
    {% endif -%}

    <root level="{{ logback․root_level }}">
        <appender-ref ref="APP_FILE"/>
    </root>

</configuration>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
  Maintained by ADCM
-->
{%- if cluster․config․cluster_znode is defined and cluster․config․cluster_znode is not none %}
{% set zookeeper_connect = cluster․config․cluster_znode․split('/')[0] %}
{%- endif -%}

<stateManagement>
    <!--
        State Provider that stores state locally in a configurable directory․ This Provider requires the following properties:

        Directory - the directory to store components' state in․ If the directory being used is a sub-directory of the NiFi 
installation, it
                    is important that the directory be copied over to the new version when upgrading NiFi․
        Always Sync - If set to true, any change to the repository will be synchronized to the disk, meaning that NiFi will ask 
the operating system not to cache the information․ This is very
                expensive and can significantly reduce NiFi performance․ However, if it is false, there could be the potential 
for data loss if either there is a sudden power loss or the
                operating system crashes․ The default value is false․
        Partitions - The number of partitions․
        Checkpoint Interval - The amount of time between checkpoints․
     -->
    <local-provider>
        <id>local-provider</id>
        <class>org․apache․nifi․controller․state․providers․local․WriteAheadLocalStateProvider</class>
        <property name="Directory">{{ nifi_home }}/conf/state/local</property>
        <property name="Always Sync">false</property>
        <property name="Partitions">16</property>
        <property name="Checkpoint Interval">2 mins</property>
    </local-provider>

    <!--
        State Provider that is used to store state in ZooKeeper․ This Provider requires the following properties:

        Root Node - the root node in ZooKeeper where state should be stored․ The default is '/nifi', but it is advisable to 
change this to a different value if not using
                   the embedded ZooKeeper server and if multiple NiFi instances may all be using the same ZooKeeper Server․

        Connect String - A comma-separated list of host:port pairs to connect to ZooKeeper․ For example, myhost․
mydomain:2181,host2․mydomain:5555,host3:6666

        Session Timeout - Specifies how long this instance of NiFi is allowed to be disconnected from ZooKeeper before creating 
a new ZooKeeper Session․ Default value is "30 seconds"

        Access Control - Specifies which Access Controls will be applied to the ZooKeeper ZNodes that are created by this State 
Provider․ This value must be set to one of:
                            - Open  : ZNodes will be open to any ZooKeeper client․
                            - CreatorOnly  : ZNodes will be accessible only by the creator․ The creator will have full access to 
create children, read, write, delete, and administer the ZNodes․
                                             This option is available only if access to ZooKeeper is secured via Kerberos or if 
a Username and Password are set․
    -->
    <cluster-provider>
        <id>zk-provider</id>
        <class>org․apache․nifi․controller․state․providers․zookeeper․ZooKeeperStateProvider</class>
        <property name="Connect String">{{ zookeeper_connect | default('') }}</property>
        <property name="Root Node">/arenadata/cluster/{{ cluster․id }}/nifi</property>
        <property name="Session Timeout">10 seconds</property>
        <property name="Access Control">Open</property>
    </cluster-provider>

    <!--
        Cluster State Provider that stores state in Redis․ This can be used as an alternative to the ZooKeeper State Provider․

        This provider requires the following properties:

            Redis Mode - The type of Redis instance:
                            - Standalone
                            - Sentinel
                            - Cluster (currently not supported for state-management due to use of WATCH command which Redis 
does not support in clustered mode)

            Connection String - The connection string for Redis․
                        - In a standalone instance this value will be of the form hostname:port․
                        - In a sentinel instance this value will be the comma-separated list of sentinels, such as 
host1:port1,host2:port2,host3:port3․
                        - In a clustered instance this value will be the comma-separated list of cluster masters, such as 
host1:port,host2:port,host3:port․

        This provider has the following optional properties:

            Key Prefix - The prefix for each key stored by this state provider․ When sharing a single Redis across multiple NiFi 
instances, setting a unique
                        value for the Key Prefix will make it easier to identify which instances the keys came from (default 
nifi/components/)․

            Database Index - The database index to be used by connections created from this connection pool․
                        See the databases property in redis․conf, by default databases 0-15 will be available․

            Communication Timeout - The timeout to use when attempting to communicate with Redis․

            Cluster Max Redirects - The maximum number of redirects that can be performed when clustered․

            Sentinel Master - The name of the sentinel master, require when Mode is set to Sentinel․

            Password - The password used to authenticate to the Redis server․ See the requirepass property in redis․conf․

            Pool - Max Total - The maximum number of connections that can be allocated by the pool (checked out to clients, or 
idle awaiting checkout)․
                        A negative value indicates that there is no limit․

            Pool - Max Idle - The maximum number of idle connections that can be held in the pool, or a negative value if there 
is no limit․

            Pool - Min Idle - The target for the minimum number of idle connections to maintain in the pool․ If the configured 
value of Min Idle is
                    greater than the configured value for Max Idle, then the value of Max Idle will be used instead․

            Pool - Block When Exhausted - Whether or not clients should block and wait when trying to obtain a connection from 
the pool when the pool
                    has no available connections․ Setting this to false means an error will occur immediately when a client 
requests a connection and
                    none are available․

            Pool - Max Wait Time - The amount of time to wait for an available connection when Block When Exhausted is set to 
true․

            Pool - Min Evictable Idle Time - The minimum amount of time an object may sit idle in the pool before it is 
eligible for eviction․

            Pool - Time Between Eviction Runs - The amount of time between attempting to evict idle connections from the pool․

            Pool - Num Tests Per Eviction Run - The number of connections to tests per eviction attempt․ A negative value 
indicates to test all connections․

            Pool - Test On Create - Whether or not connections should be tested upon creation (default false)․

            Pool - Test On Borrow - Whether or not connections should be tested upon borrowing from the pool (default false)․

            Pool - Test On Return - Whether or not connections should be tested upon returning to the pool (default false)․

            Pool - Test While Idle - Whether or not connections should be tested while idle (default true)․

        <cluster-provider>
            <id>redis-provider</id>
            <class>org․apache․nifi․redis․state․RedisStateProvider</class>
            <property name="Redis Mode">Standalone</property>
            <property name="Connection String">localhost:6379</property>
        </cluster-provider>
    -->

</stateManagement>

<?xml version="1․0"?>
<!--
  Maintained by ADCM
-->
<!--
  Licensed to the Apache Software Foundation (ASF) under one or more
  contributor license agreements․  See the NOTICE file distributed with
  this work for additional information regarding copyright ownership․
  The ASF licenses this file to You under the Apache License, Version 2․0
  (the "License"); you may not use this file except in compliance with
  the License․  You may obtain a copy of the License at
      httр://www․apache․org/licenses/LICENSE-2․0
  Unless required by applicable law or agreed to in writing, software
  distributed under the License is distributed on an "AS IS" BASIS,
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
  See the License for the specific language governing permissions and
  limitations under the License․
-->
<services>
    <!-- This file is used to define how interested parties are notified when events in NiFi's lifecycle occur․ -->
    <!-- The format of this file is:
        <services>
            <service>
                <id>service-identifier</id>
                <class>org․apache․nifi․notifications․DesiredNotificationService</class>
                <property name="property name">property value</property>
                <property name="another property">another property value</property>
            </service>
        </services>

        This file can contain 0 to many different service definitions․
        The id can then be referenced from the bootstrap․conf file in order to configure the notification service
        to be used when particular lifecycle events occur․
    -->

<!--
     <service>
        <id>email-notification</id>
        <class>org․apache․nifi․bootstrap․notification․email․EmailNotificationService</class>
        <property name="SMTP Hostname"></property>
        <property name="SMTP Port"></property>
        <property name="SMTP Username"></property>
        <property name="SMTP Password"></property>
        <property name="SMTP TLS"></property>
        <property name="From"></property>
        <property name="To"></property>
     </service>
-->
<!--
     <service>
        <id>httр-notification</id>
        <class>org․apache․nifi․bootstrap․notification․httр․HttpNotificationService</class>
        <property name="URL"></property>
     </service>
-->
</services>

<?xml version="1․0" encoding="UTF-8"?>
<!--
  Maintained by ADCM
-->
{% set logback = services․nifi․config['nifi_registry_logback_content'] %}

<configuration scan="true" scanPeriod="30 seconds">
    <contextListener class="ch․qos․logback․classic․jul․LevelChangePropagator">
        <resetJUL>true</resetJUL>
    </contextListener>

    <appender name="APP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-app․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'app_%d․log'․
              For hourly rollover, use 'app_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-app_%d{yyyy-MM-dd_HH}․%i․
log</fileNamePattern>
            <timeBasedFileNamingAndTriggeringPolicy class="ch․qos․logback․core․rolling․SizeAndTimeBasedFNATP">
                <maxFileSize>100MB</maxFileSize>
            </timeBasedFileNamingAndTriggeringPolicy>
            <!-- keep 30 log files worth of history -->
            <maxHistory>{{ logback․app_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
            <immediateFlush>true</immediateFlush>
        </encoder>
    </appender>

    <appender name="BOOTSTRAP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-bootstrap․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-bootstrap_%d․
log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․boot_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="EVENTS_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-event․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-event_%d․log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․events_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date ## %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <!-- valid logging levels: TRACE, DEBUG, INFO, WARN, ERROR -->

    {% for key, value in logback․app_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}

    <!--
        Logger for capturing Bootstrap logs and NiFi Registry's standard error and standard out․
    -->

    {% for key, value in logback․bootstrap_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="BOOTSTRAP_FILE"/>
    {% if key == "org․apache․nifi․registry․bootstrap․Command" %}
        <appender-ref ref="CONSOLE" />
    {% endif -%}
    </logger>
    {% endfor -%}

    <!-- This will log all events to a separate file when the LoggingEventHookProvider is enabled in providers․xml -->

    {% for key, value in logback․events_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="EVENTS_FILE"/>
    </logger>
    {% endfor -%}

    <root level="{{ logback․root_level }}">
        <appender-ref ref="APP_FILE"/>
    </root>

</configuration>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
  Maintained by ADCM
-->
<providers>

{% if services․nifi․config['registry_flow_provider'] == 'FileSystemFlowPersistenceProvider' %}
{% set provider = services․nifi․config['registry_filesystem_flow_provider'] %}
    <flowPersistenceProvider>
        <class>org․apache․nifi․registry․provider․flow․FileSystemFlowPersistenceProvider</class>
        <property name="Flow Storage Directory">{{ provider․flow_persistence_directory }}</property>
    </flowPersistenceProvider>
{% elif services․nifi․config['registry_flow_provider'] == 'GitFlowPersistenceProvider' %}
{% set provider = services․nifi․config['registry_git_flow_provider'] %}
    <flowPersistenceProvider>
        <class>org․apache․nifi․registry․provider․flow․git․GitFlowPersistenceProvider</class>
        <property name="Flow Storage Directory">{{ provider․flow_persistence_directory }}</property>
        <property name="Remote To Push">{{ provider․remote_to_push }}</property>
        <property name="Remote Access User">{{ provider․remote_access_user }}</property>
        <property name="Remote Access Password">{{ provider․remote_access_password }}</property>
        <property name="Remote Clone Repository">{{ provider․remote_clone_repository }}</property>
    </flowPersistenceProvider>
{% endif %}

    <!--
    <eventHookProvider>
    <class>org․apache․nifi․registry․provider․hook․ScriptEventHookProvider</class>
    <property name="Script Path"></property>
    <property name="Working Directory"></property>
    -->
    <!-- Optional Whitelist Event types
        <property name="Whitelisted Event Type 1">CREATE_FLOW</property>
        <property name="Whitelisted Event Type 2">DELETE_FLOW</property>
    -->
    <!--
    </eventHookProvider>
    -->

    <!-- This will log all events to a separate file specified by the EVENT_APPENDER in logback․xml -->
    <!--
    <eventHookProvider>
        <class>org․apache․nifi․registry․provider․hook․LoggingEventHookProvider</class>
    </eventHookProvider>
    -->

{% if services․nifi․config['registry_bundle_provider'] == 'FileSystemBundlePersistenceProvider' %}
{% set provider = services․nifi․config['registry_filesystem_bundle_provider'] %}
    <extensionBundlePersistenceProvider>
        <class>org․apache․nifi․registry․provider․extension․FileSystemBundlePersistenceProvider</class>
        <property name="Extension Bundle Storage Directory">{{ provider․bundle_persistence_directory }}</property>
    </extensionBundlePersistenceProvider>
{% endif %}

</providers>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
    Maintained by ADCM
-->
<!--
  Licensed to the Apache Software Foundation (ASF) under one or more
  contributor license agreements․  See the NOTICE file distributed with
  this work for additional information regarding copyright ownership․
  The ASF licenses this file to You under the Apache License, Version 2․0
  (the "License"); you may not use this file except in compliance with
  the License․  You may obtain a copy of the License at
      httр://www․apache․org/licenses/LICENSE-2․0
  Unless required by applicable law or agreed to in writing, software
  distributed under the License is distributed on an "AS IS" BASIS,
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
  See the License for the specific language governing permissions and
  limitations under the License․
-->
<aliases>
    <!--
    <alias>
        <internal>LOCAL_NIFI_REGISTRY</internal>
        <external>httр://registry․nifi․apache․org:18080</external>
    </alias>
    -->
</aliases>

Configure a custom jaas.conf

{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
Client {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    principal="nifi/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/nifi․service․keytab";
};
{% endif %}

NiFi2

<?xml version="1․0" encoding="UTF-8"?>
<!--
  Maintained by ADCM
-->
{% set logback = services․nifi․config['nifi_logback_content'] %}

<configuration scan="true" scanPeriod="30 seconds">
    <contextListener class="ch․qos․logback․classic․jul․LevelChangePropagator">
        <resetJUL>true</resetJUL>
    </contextListener>

    <appender name="APP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․bootstrap․config․log․dir}/nifi-app․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․SizeAndTimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'app_%d․log'․
              For hourly rollover, use 'app_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․bootstrap․config․log․dir}/nifi-app_%d{yyyy-MM-dd_HH}․%i․log</fileNamePattern>
            <maxFileSize>100MB</maxFileSize>
            <!-- keep 30 log files worth of history -->
            <maxHistory>{{ logback․app_file_max_history }}</maxHistory>
        </rollingPolicy>
        <immediateFlush>true</immediateFlush>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="USER_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․bootstrap․config․log․dir}/nifi-user․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․bootstrap․config․log․dir}/nifi-user_%d․log</fileNamePattern>
            <!-- keep 30 log files worth of history -->
            <maxHistory>{{ logback․user_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="BOOTSTRAP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․bootstrap․config․log․dir}/nifi-bootstrap․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․bootstrap․config․log․dir}/nifi-bootstrap_%d․log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․boot_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <!-- valid logging levels: TRACE, DEBUG, INFO, WARN, ERROR -->

    {% for key, value in logback․app_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}

    <logger name="org․apache․zookeeper․ClientCnxn" level="ERROR" />
    <logger name="org․apache․zookeeper․server․NIOServerCnxn" level="ERROR" />
    <logger name="org․apache․zookeeper․server․NIOServerCnxnFactory" level="ERROR" />
    <logger name="org․apache․zookeeper․server․quorum" level="ERROR" />
    <logger name="org․apache․zookeeper․ZooKeeper" level="ERROR" />
    <logger name="org․apache․zookeeper․server․PrepRequestProcessor" level="ERROR" />

    <logger name="org․apache․calcite․runtime․CalciteException" level="OFF" />

    <logger name="org․apache․curator․framework․recipes․leader․LeaderSelector" level="OFF" />
    <logger name="org․apache․curator․ConnectionState" level="OFF" />

    <!-- Suppress non-error messages due to excessive logging by class or library -->
    <logger name="com․sun․jersey․spi․container․servlet․WebComponent" level="ERROR"/>
    <logger name="com․sun․jersey․spi․spring" level="ERROR"/>
    <logger name="org․springframework" level="ERROR"/>

    <!-- Suppress non-error messages due to known warning about redundant path annotation (NIFI-574) -->
    <logger name="com․sun․jersey․spi․inject․Errors" level="ERROR"/>
    <logger name="org․glassfish․jersey․internal․Errors" level="ERROR"/>

    <!-- Suppress non-error messages due to Jetty AnnotationParser emitting a large amount of WARNS․ Issue described in NIFI-
5479․ -->
    <logger name="org․eclipse․jetty․annotations․AnnotationParser" level="ERROR"/>

    <!--
        Logger for capturing user events․ We do not want to propagate these
        log events to the root logger․ These messages are only sent to the
        user-log appender․
    -->

    {% for key, value in logback․user_events_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="USER_FILE"/>
    </logger>
    {% endfor -%}

    <!--
        Logger for capturing Bootstrap logs and NiFi's standard error and standard out․
    -->

    {% for key, value in logback․bootstrap_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="BOOTSTRAP_FILE"/>
    {% if key == "org․apache․nifi․bootstrap․Command" %}
        <appender-ref ref="CONSOLE" />
    {% endif -%}
    </logger>
    {% endfor -%}

    <!--
        Custom Logger
    -->

    {% if logback․custom_logger is not none -%}
    {% if logback․custom_logger | length > 0 -%}
    {% for key, value in logback․custom_logger | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}
    {% endif -%}
    {% endif -%}

    <root level="{{ logback․root_level }}">
        <appender-ref ref="APP_FILE"/>
    </root>

</configuration>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
  Maintained by ADCM
-->
{%- if cluster․config․cluster_znode is defined and cluster․config․cluster_znode is not none %}
{% set zookeeper_connect = cluster․config․cluster_znode․split('/')[0] %}
{%- endif -%}

<stateManagement>
    <!--
        State Provider that stores state locally in a configurable directory․ This Provider requires the following properties:

        Directory - the directory to store components' state in․ If the directory being used is a sub-directory of the NiFi 
installation, it
                    is important that the directory be copied over to the new version when upgrading NiFi․
        Always Sync - If set to true, any change to the repository will be synchronized to the disk, meaning that NiFi will ask 
the operating system not to cache the information․ This is very
                expensive and can significantly reduce NiFi performance․ However, if it is false, there could be the potential 
for data loss if either there is a sudden power loss or the
                operating system crashes․ The default value is false․
        Partitions - The number of partitions․
        Checkpoint Interval - The amount of time between checkpoints․
     -->
    <local-provider>
        <id>local-provider</id>
        <class>org․apache․nifi․controller․state․providers․local․WriteAheadLocalStateProvider</class>
        <property name="Directory">{{ nifi_home }}/conf/state/local</property>
        <property name="Always Sync">false</property>
        <property name="Partitions">16</property>
        <property name="Checkpoint Interval">2 mins</property>
    </local-provider>

    <!--
        State Provider that is used to store state in ZooKeeper․ This Provider requires the following properties:

        Root Node - the root node in ZooKeeper where state should be stored․ The default is '/nifi', but it is advisable to 
change this to a different value if not using
                   the embedded ZooKeeper server and if multiple NiFi instances may all be using the same ZooKeeper Server․

        Connect String - A comma-separated list of host:port pairs to connect to ZooKeeper․ For example, myhost․
mydomain:2181,host2․mydomain:5555,host3:6666

        Session Timeout - Specifies how long this instance of NiFi is allowed to be disconnected from ZooKeeper before creating 
a new ZooKeeper Session․ Default value is "30 seconds"

        Access Control - Specifies which Access Controls will be applied to the ZooKeeper ZNodes that are created by this State 
Provider․ This value must be set to one of:
                            - Open  : ZNodes will be open to any ZooKeeper client․
                            - CreatorOnly  : ZNodes will be accessible only by the creator․ The creator will have full access to 
create children, read, write, delete, and administer the ZNodes․
                                             This option is available only if access to ZooKeeper is secured via Kerberos or if 
a Username and Password are set․
    -->
    <cluster-provider>
        <id>zk-provider</id>
        <class>org․apache․nifi․controller․state․providers․zookeeper․ZooKeeperStateProvider</class>
        <property name="Connect String">{{ zookeeper_connect | default('') }}</property>
        <property name="Root Node">/arenadata/cluster/{{ cluster․id }}/nifi</property>
        <property name="Session Timeout">10 seconds</property>
        <property name="Access Control">Open</property>
    </cluster-provider>

    <!--
        Cluster State Provider that stores state in Redis․ This can be used as an alternative to the ZooKeeper State Provider․

        This provider requires the following properties:

            Redis Mode - The type of Redis instance:
                            - Standalone
                            - Sentinel
                            - Cluster (currently not supported for state-management due to use of WATCH command which Redis 
does not support in clustered mode)

            Connection String - The connection string for Redis․
                        - In a standalone instance this value will be of the form hostname:port․
                        - In a sentinel instance this value will be the comma-separated list of sentinels, such as 
host1:port1,host2:port2,host3:port3․
                        - In a clustered instance this value will be the comma-separated list of cluster masters, such as 
host1:port,host2:port,host3:port․

        This provider has the following optional properties:

            Key Prefix - The prefix for each key stored by this state provider․ When sharing a single Redis across multiple NiFi 
instances, setting a unique
                        value for the Key Prefix will make it easier to identify which instances the keys came from (default 
nifi/components/)․

            Database Index - The database index to be used by connections created from this connection pool․
                        See the databases property in redis․conf, by default databases 0-15 will be available․

            Communication Timeout - The timeout to use when attempting to communicate with Redis․

            Cluster Max Redirects - The maximum number of redirects that can be performed when clustered․

            Sentinel Master - The name of the sentinel master, require when Mode is set to Sentinel․

            Password - The password used to authenticate to the Redis server․ See the requirepass property in redis․conf․

            Pool - Max Total - The maximum number of connections that can be allocated by the pool (checked out to clients, or 
idle awaiting checkout)․
                        A negative value indicates that there is no limit․

            Pool - Max Idle - The maximum number of idle connections that can be held in the pool, or a negative value if there 
is no limit․

            Pool - Min Idle - The target for the minimum number of idle connections to maintain in the pool․ If the configured 
value of Min Idle is
                    greater than the configured value for Max Idle, then the value of Max Idle will be used instead․

            Pool - Block When Exhausted - Whether or not clients should block and wait when trying to obtain a connection from 
the pool when the pool
                    has no available connections․ Setting this to false means an error will occur immediately when a client 
requests a connection and
                    none are available․

            Pool - Max Wait Time - The amount of time to wait for an available connection when Block When Exhausted is set to 
true․

            Pool - Min Evictable Idle Time - The minimum amount of time an object may sit idle in the pool before it is 
eligible for eviction․

            Pool - Time Between Eviction Runs - The amount of time between attempting to evict idle connections from the pool․

            Pool - Num Tests Per Eviction Run - The number of connections to tests per eviction attempt․ A negative value 
indicates to test all connections․

            Pool - Test On Create - Whether or not connections should be tested upon creation (default false)․

            Pool - Test On Borrow - Whether or not connections should be tested upon borrowing from the pool (default false)․

            Pool - Test On Return - Whether or not connections should be tested upon returning to the pool (default false)․

            Pool - Test While Idle - Whether or not connections should be tested while idle (default true)․

        <cluster-provider>
            <id>redis-provider</id>
            <class>org․apache․nifi․redis․state․RedisStateProvider</class>
            <property name="Redis Mode">Standalone</property>
            <property name="Connection String">localhost:6379</property>
        </cluster-provider>
    -->

</stateManagement>

<?xml version="1․0"?>
<!--
  Maintained by ADCM
-->
<!--
  Licensed to the Apache Software Foundation (ASF) under one or more
  contributor license agreements․  See the NOTICE file distributed with
  this work for additional information regarding copyright ownership․
  The ASF licenses this file to You under the Apache License, Version 2․0
  (the "License"); you may not use this file except in compliance with
  the License․  You may obtain a copy of the License at
      httр://www․apache․org/licenses/LICENSE-2․0
  Unless required by applicable law or agreed to in writing, software
  distributed under the License is distributed on an "AS IS" BASIS,
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
  See the License for the specific language governing permissions and
  limitations under the License․
-->
<services>
    <!-- This file is used to define how interested parties are notified when events in NiFi's lifecycle occur․ -->
    <!-- The format of this file is:
        <services>
            <service>
                <id>service-identifier</id>
                <class>org․apache․nifi․notifications․DesiredNotificationService</class>
                <property name="property name">property value</property>
                <property name="another property">another property value</property>
            </service>
        </services>

        This file can contain 0 to many different service definitions․
        The id can then be referenced from the bootstrap․conf file in order to configure the notification service
        to be used when particular lifecycle events occur․
    -->

<!--
     <service>
        <id>email-notification</id>
        <class>org․apache․nifi․bootstrap․notification․email․EmailNotificationService</class>
        <property name="SMTP Hostname"></property>
        <property name="SMTP Port"></property>
        <property name="SMTP Username"></property>
        <property name="SMTP Password"></property>
        <property name="SMTP TLS"></property>
        <property name="From"></property>
        <property name="To"></property>
     </service>
-->
<!--
     <service>
        <id>httр-notification</id>
        <class>org․apache․nifi․bootstrap․notification․httр․HttpNotificationService</class>
        <property name="URL"></property>
     </service>
-->
</services>

<?xml version="1․0" encoding="UTF-8"?>
<!--
  Maintained by ADCM
-->
{% set logback = services․nifi․config['nifi_registry_logback_content'] %}

<configuration scan="true" scanPeriod="30 seconds">
    <contextListener class="ch․qos․logback․classic․jul․LevelChangePropagator">
        <resetJUL>true</resetJUL>
    </contextListener>

    <appender name="APP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-app․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'app_%d․log'․
              For hourly rollover, use 'app_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-app_%d{yyyy-MM-dd_HH}․%i․
log</fileNamePattern>
            <timeBasedFileNamingAndTriggeringPolicy class="ch․qos․logback․core․rolling․SizeAndTimeBasedFNATP">
                <maxFileSize>100MB</maxFileSize>
            </timeBasedFileNamingAndTriggeringPolicy>
            <!-- keep 30 log files worth of history -->
            <maxHistory>{{ logback․app_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
            <immediateFlush>true</immediateFlush>
        </encoder>
    </appender>

    <appender name="BOOTSTRAP_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-bootstrap․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-bootstrap_%d․
log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․boot_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="EVENTS_FILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
        <file>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-event․log</file>
        <rollingPolicy class="ch․qos․logback․core․rolling․TimeBasedRollingPolicy">
            <!--
              For daily rollover, use 'user_%d․log'․
              For hourly rollover, use 'user_%d{yyyy-MM-dd_HH}․log'․
              To GZIP rolled files, replace '․log' with '․log․gz'․
              To ZIP rolled files, replace '․log' with '․log․zip'․
            -->
            <fileNamePattern>${org․apache․nifi․registry․bootstrap․config․log․dir}/nifi-registry-event_%d․log</fileNamePattern>
            <!-- keep 5 log files worth of history -->
            <maxHistory>{{ logback․events_file_max_history }}</maxHistory>
        </rollingPolicy>
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date ## %msg%n</pattern>
        </encoder>
    </appender>

    <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
        <encoder class="ch․qos․logback․classic․encoder․PatternLayoutEncoder">
            <pattern>%date %level [%thread] %logger{40} %msg%n</pattern>
        </encoder>
    </appender>

    <!-- valid logging levels: TRACE, DEBUG, INFO, WARN, ERROR -->

    {% for key, value in logback․app_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}"/>
    {% endfor -%}

    <!--
        Logger for capturing Bootstrap logs and NiFi Registry's standard error and standard out․
    -->

    {% for key, value in logback․bootstrap_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="BOOTSTRAP_FILE"/>
    {% if key == "org․apache․nifi․registry․bootstrap․Command" %}
        <appender-ref ref="CONSOLE" />
    {% endif -%}
    </logger>
    {% endfor -%}

    <!-- This will log all events to a separate file when the LoggingEventHookProvider is enabled in providers․xml -->

    {% for key, value in logback․events_loggers | dictsort -%}
    <logger name="{{ key }}" level="{{ value }}" additivity="false">
        <appender-ref ref="EVENTS_FILE"/>
    </logger>
    {% endfor -%}

    <root level="{{ logback․root_level }}">
        <appender-ref ref="APP_FILE"/>
    </root>

</configuration>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
  Maintained by ADCM
-->
<providers>

{% if services․nifi․config['registry_flow_provider'] == 'FileSystemFlowPersistenceProvider' %}
{% set provider = services․nifi․config['registry_filesystem_flow_provider'] %}
    <flowPersistenceProvider>
        <class>org․apache․nifi․registry․provider․flow․FileSystemFlowPersistenceProvider</class>
        <property name="Flow Storage Directory">{{ provider․flow_persistence_directory }}</property>
    </flowPersistenceProvider>
{% elif services․nifi․config['registry_flow_provider'] == 'GitFlowPersistenceProvider' %}
{% set provider = services․nifi․config['registry_git_flow_provider'] %}
    <flowPersistenceProvider>
        <class>org․apache․nifi․registry․provider․flow․git․GitFlowPersistenceProvider</class>
        <property name="Flow Storage Directory">{{ provider․flow_persistence_directory }}</property>
        <property name="Remote To Push">{{ provider․remote_to_push }}</property>
        <property name="Remote Access User">{{ provider․remote_access_user }}</property>
        <property name="Remote Access Password">{{ provider․remote_access_password }}</property>
        <property name="Remote Clone Repository">{{ provider․remote_clone_repository }}</property>
    </flowPersistenceProvider>
{% endif %}

    <!--
    <eventHookProvider>
    <class>org․apache․nifi․registry․provider․hook․ScriptEventHookProvider</class>
    <property name="Script Path"></property>
    <property name="Working Directory"></property>
    -->
    <!-- Optional Whitelist Event types
        <property name="Whitelisted Event Type 1">CREATE_FLOW</property>
        <property name="Whitelisted Event Type 2">DELETE_FLOW</property>
    -->
    <!--
    </eventHookProvider>
    -->

    <!-- This will log all events to a separate file specified by the EVENT_APPENDER in logback․xml -->
    <!--
    <eventHookProvider>
        <class>org․apache․nifi․registry․provider․hook․LoggingEventHookProvider</class>
    </eventHookProvider>
    -->

{% if services․nifi․config['registry_bundle_provider'] == 'FileSystemBundlePersistenceProvider' %}
{% set provider = services․nifi․config['registry_filesystem_bundle_provider'] %}
    <extensionBundlePersistenceProvider>
        <class>org․apache․nifi․registry․provider․extension․FileSystemBundlePersistenceProvider</class>
        <property name="Extension Bundle Storage Directory">{{ provider․bundle_persistence_directory }}</property>
    </extensionBundlePersistenceProvider>
{% endif %}

</providers>

<?xml version="1․0" encoding="UTF-8" standalone="yes"?>
<!--
    Maintained by ADCM
-->
<!--
  Licensed to the Apache Software Foundation (ASF) under one or more
  contributor license agreements․  See the NOTICE file distributed with
  this work for additional information regarding copyright ownership․
  The ASF licenses this file to You under the Apache License, Version 2․0
  (the "License"); you may not use this file except in compliance with
  the License․  You may obtain a copy of the License at
      httр://www․apache․org/licenses/LICENSE-2․0
  Unless required by applicable law or agreed to in writing, software
  distributed under the License is distributed on an "AS IS" BASIS,
  WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
  See the License for the specific language governing permissions and
  limitations under the License․
-->
<aliases>
    <!--
    <alias>
        <internal>LOCAL_NIFI_REGISTRY</internal>
        <external>httр://registry․nifi․apache․org:18080</external>
    </alias>
    -->
</aliases>

Configure a custom jaas.conf

{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
Client {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    principal="nifi/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/nifi․service․keytab";
};
{% endif %}

Schema-Registry

Basic

authentication

Configure a custom jaas.conf

{% if cluster․config․basic_auth_default_config is not none %}
{{ services․schema_registry․config․basic_auth_properties_content['authentication․realm'] }} {
  org․eclipse․jetty․jaas․spi․PropertyFileLoginModule required
  file="{{ schema_registry_home_path }}/config/password․properties"
  debug="false";
};
{% endif %}
{% if cluster․config․kerberos_client and cluster․config․kerberos_client․enable_kerberos %}
Client {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/schema-registry․service․keytab"
    principal="schema-registry/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
KafkaClient {
    com․sun․security․auth․module․Krb5LoginModule required
    useKeyTab=true
    storeKey=true
    useTicketCache=false
    serviceName="kafka"
    keyTab="{{ cluster․config․kerberos_client․keytab_dir }}/schema-registry․service․keytab"
    principal="schema-registry/{{ ansible_fqdn }}@{{ cluster․config․kerberos_client․realm }}";
};
{%- elif cluster․config․sasl_plain_auth_default_config is not none %}
    {%- set credential = cluster․config․sasl_plain_auth_default_config․sasl_plain_users_data %}
KafkaClient {
  org․apache․kafka․common․security․plain․PlainLoginModule required
  username="schema-registry"
  password="{{ credential['schema-registry'] }}";
};
{% endif %}

ZooKeeper

<!--
 Copyright 2022 The Apache Software Foundation

 Licensed to the Apache Software Foundation (ASF) under one
 or more contributor license agreements․  See the NOTICE file
 distributed with this work for additional information
 regarding copyright ownership․  The ASF licenses this file
 to you under the Apache License, Version 2․0 (the
 "License"); you may not use this file except in compliance
 with the License․  You may obtain a copy of the License at

     httр://www․apache․org/licenses/LICENSE-2․0

 Unless required by applicable law or agreed to in writing, software
 distributed under the License is distributed on an "AS IS" BASIS,
 WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied․
 See the License for the specific language governing permissions and
 limitations under the License․

 Define some default values that can be overridden by system properties
-->
<configuration>
  <!-- Uncomment this if you would like to expose Logback JMX beans -->
  <!--jmxConfigurator /-->

  <property name="zookeeper․console․threshold" value="INFO" />

  <property name="zookeeper․log․threshold" value="INFO" />
  <property name="zookeeper․log․maxfilesize" value="256MB" />
  <property name="zookeeper․log․maxbackupindex" value="20" />

  <!--
    console
    Add "console" to root logger if you want to use this
  -->
  <appender name="CONSOLE" class="ch․qos․logback․core․ConsoleAppender">
    <encoder>
      <pattern>%d{ISO8601} [myid:%X{myid}] - %-5p [%t:%C{1}@%L] - %m%n</pattern>
    </encoder>
    <filter class="ch․qos․logback․classic․filter․ThresholdFilter">
      <level>${zookeeper․console․threshold}</level>
    </filter>
  </appender>

  <!--
    Add ROLLINGFILE to root logger to get log file output
  -->
  <appender name="ROLLINGFILE" class="ch․qos․logback․core․rolling․RollingFileAppender">
    <File>${zookeeper․log․dir}/${zookeeper․log․file}</File>
    <encoder>
      <pattern>%d{ISO8601} [myid:%X{myid}] - %-5p [%t:%C{1}@%L] - %m%n</pattern>
    </encoder>
    <filter class="ch․qos․logback․classic․filter․ThresholdFilter">
      <level>${zookeeper․log․threshold}</level>
    </filter>
    <rollingPolicy class="ch․qos․logback․core․rolling․FixedWindowRollingPolicy">
      <maxIndex>${zookeeper․log․maxbackupindex}</maxIndex>
      <FileNamePattern>${zookeeper․log․dir}/${zookeeper․log․file}․%i</FileNamePattern>
    </rollingPolicy>
    <triggeringPolicy class="ch․qos․logback․core․rolling․SizeBasedTriggeringPolicy">
      <MaxFileSize>${zookeeper․log․maxfilesize}</MaxFileSize>
    </triggeringPolicy>
  </appender>

  <root level="INFO">
    <appender-ref ref="ROLLINGFILE" />
    <appender-ref ref="CONSOLE" />
  </root>
</configuration>
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Kafka сlients
Olga Semme

Clients for working with Apache Kafka are available in many programming languages.

ADS provides the ability to install client libraries for various languages   that provide both low-level access to Kafka and higher-level stream processing.

Kafka clients allow you to create distributed applications and microservices that read, write, and process event streams in parallel, at scale, and in a fault-tolerant manner, even in the

event of network problems or machine failures.

Kafka comes with some of these clients, which are complemented by dozens of clients provided by the Kafka community.

Below is a list of currently known and supported Kafka clients.

Implementation

language

Client Description

C/C++ librdkafka Robust, high-performance C/C++ library with full protocol support, built on top of many other

language bindings, including Haskell, Node.js, OCaml, PHP, Python, Ruby, C#/.NET

libkafka Native C++ library with protocol support for metadata, production, sampling, and offset

libkafka-asio Kafka client library for C++ headers only using Boost Asio

csi-kafka C++ 11 asynchronous producer/consumer library for Apache Kafka based on Boost Asio

libasynckafkaclient Single-threaded asynchronous library based on C++

kafka-cpp C++ client for Apache Kafka. A library that allows you to create messages for a distributed

Kafka publish/subscribe messaging service

Python confluent-kafka-python

Docs

High performance Python client based on librdkafka with full protocol support

kafka-python Pure Python implementation with full protocol support; сonsumer and producer

implementations included; GZIP, LZ4 and Snappy compression supported

pykafka Python driver with full protocol support, Pythonic API, and managed balanced consumer

implementation

pykafka Allows you to create messages for the distributed Kafka publish/subscribe messaging

service

pykafka A programmer-friendly Kafka client for Python. It includes implementations of Kafka

producers and consumers in Python, which are additionally supported by an extension built

on top of librdkafka

pykafkap Urban Airship Python client --simple Kafka producer client for Python

brod Allows you to create messages for the Kafka publish/subscribe distributed messaging

service (producer, simple consumer, ZK-consumer)

Go (AKA golang) sarama Kafka client library Go licensed by MIT; сlean implementation with full protocol supported;

consumer and producer implementations included; GZIP and Snappy compression

supported

confluent-kafka-go

Docs

Kafka Confluent client for Golang includes the librdkafka library, providing full Kafka protocol

support with high performance and reliability

franz-go

Docs

Pure Go implementation provides full protocol support, high performance, and support for all

client-facing KIPs

Erlang brod Erlang Kafka client library. Full consumer protocol support, very efficient manufacturer

implementation

ekaf Minimalist high-performance Kafka client in Erlang

erlkafka

kafka-erlang

Kafka client written in Erlang

PowerShell KNet

Docs

PowerShell client with producer, consumer, admin support. Additionally, you can run all

available tools from PowerShell. For a complete list of available commands for using KNet

PowerShell, see KNet: PowerShell Module

.NET KNet KNet is a comprehensive .NET package for Apache Kafka providing all the features:

producer, consumer, admin, streams, connect, backends (ZooKeeper and Kafka)

confluent-kafka-dotnet Full featured .NET client for Apache Kafka based on librdkafka

kafka-net Pure C# client with full protocol support. Includes consumer, producer, lower-level

components, and gzip support (no fastload)

kafka-net This .NET client implementation for Kafka using C# covers most of the core functionality,

including a simple producer and consumer

CSharpClient-for-Kafka .Net implementation of the Apache Kafka protocol that provides basic functionality through

the producer/consumer classes. The project also offers a balanced consumer

implementation. The project is a fork of the ExactTarget Kafka-net client

kafka4net C# client, asynchronous, compression supported, transparently tracking changes to the

leading partition

kafka-sharp High performance .NET Kafka driver

kafunk Full featured native F# client running on .NET Core

Clojure kafka-fast Fast Kafka API for JVM languages   implemented in Сlojure

clj-kafka Wrapper for Java API to interact with Kafka

kinsky

Docs

Kafka client library for clojure

clj-kafka

kafka-clj

Provides a producer and consumer that support the underlying sampling API as well as a

controlled sequencing interface

Ruby Karafka Multi-threaded efficient Kafka processing framework on Ruby and Rails. Based on librdkafka

WaterDrop Standalone library, part of Karafka, for creating Kafka messages

Racecar Simple framework for writing Kafka consumers in Ruby that integrates well with Rails, based

on ruby-kafka

DeliveryBoy Easy way to publish messages to Kafka from Ruby applications, based on ruby-kafka

EM-Kafka EventMachine Driver for Kafka

ruby-kafka Ruby client library for Apache Kafka

Node.js node-rdkafka High-performance NodeJS client for Apache Kafka that wraps a native library librdkafka

Kafka-node NodeJS client with ZooKeeper integration

node-kafka-0.8-plus JavaScript implementation for NodeJS Server with Vagrant and Docker support

kafka-java-bridge

Docs

Nodejs wrapper for the JAVA Kafka API

Prozess

Docs

Low-level protocol support in Node.js

franz-kafka Alternative node client from Tagged

Proxy (HTTP REST, etc) Dory Producer daemon for Apache Kafka that simplifies the work of clients sending messages to

Kafka, freeing them from the complexity of directly interacting with the Kafka cluster

dropwizard-kafka-http This project creates an Apache Kafka HTTP endpoint for creating and consuming

messages. It is built on the Dropwizard platform which makes Java REST services operator

friendly and easy to deploy

Kafka HTTP Rest endpoint provides access to Scala’s native high-level consumer and producer API

Kafka REST Proxy

Docs

Provides a RESTful interface to a Kafka cluster

Kafka-Pixy Dual API (gRPC and REST)   proxy server for Kafka with automatic consumer group control. It

is designed to hide the complexity of the Kafka client protocol and provide a simple API that

is trivial to implement in any language

Kastle Efficient Kafka REST Proxy for message producers

KastleX Full featured HTTP REST Proxy for Kafka in Elixir with JWT-based authentication

Perl Kafka

Docs

Pure Perl implementation that supports producer and consumer, ZooKeeper integration,

GZIP and Snappy compression

stdin/stdout kcat Generic producer and consumer without JVM for Kafka

PHP phpkafka PHP extension built on librdkafka

PHP Kafka client Stable, ready to go and fast Kafka client for PHP based on librdkafka

log4php-kafka

Kafka PHP

PHP library with consumer (simple and based on ZooKeeper), producer and compression

support

Rust Kafka Rust Client

Docs

Pure Rust implementation with support for Metadata, produce, fetch and offset queries.

Supports Gzip and Snappy compression

Alternative Java Krackle Kafka client designed to minimize the number of objects created and therefore reduce

garbage collection overhead

Storm storm-kafka-0.8-plus Kafka client that is a part of Apache Storm

Scala DSL scala-kafka DSL for Scala developers to create and consume messages with Kafka

Swift Franz Kafka client for iOS and macOS that includes swift producer implementation, and simple and

high-Level consumer

To Table of Contents

NOTE

Information about Kafka clients is provided as a reference. Featured clients are independent open source projects.
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Kafka API
Olga Semme
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Kafka includes five core APIs:

APIs in Kafka are used to implement client applications that consume and transmit data to Kafka, manage Kafka brokers and topics, and perform stream processing.

Clients for Java applications are maintained as part of the main Kafka project, others are available as independent open source projects.

To create an API in Kafka, Apache Maven is used. It is a tool based on the concept of the POM (Project Object Model) that manages the build of the project, loading the appropriate

versions of packages and libraries. To download the required package, you need to specify the dependency in the file pom.xml. Based on the given dependency, Maven will download

and add the JAR file (Java archive) to the Java path. Java will then be able to find and use the classes defined in the JAR file.

The GAV parameters (groupId, artifactId, version) are used to specify the dependency:

groupId  — ID of the object’s producer. Often the scheme adopted in the designation of Java packages is used.

artifactId  — object identifier. This is usually the name of the module or application being created.

version  — the version of the described object.

To use the API, the Maven dependencies in the pom.xml file are set as follows:

The Producer API allows applications to send streams of data to topics in a Kafka cluster.

The Consumer API allows applications to read data streams from topics in a Kafka cluster.

The Streams API allows you to convert data streams from input topics to output topics.

The Connect API allows you to implement connectors that continuously fetch data from some source data system in Kafka or pass data from Kafka to some sink data system. Many

Connect users do not need to use this API directly, but they can use pre-built connectors without having to write any code.

The Admin API supports the management and validation of topics, brokers, ACLs, and other Kafka objects.

To Table of Contents

Overview

Set dependencies

Producer API

Consumer API

Streams API

Connect API

Admin API

Overview

Producer API

Consumer API

Streams API

Connect API

Admin API

NOTE

For a list of non-Java clients, see the  article.Kafka clients

Set dependencies

<dependency>
<groupId>org․apache․kafka</groupId>
<artifactId>kafka-clients</artifactId>
<version>3․5․0</version>

</dependency>

Producer API

Consumer API

Streams API

NOTE

For more information about Kafka Streams, see the KAFKA STREAMS article.

For information on creating a Kafka Streams application using an ADS cluster, see the  article.Write a Kafka Streams application

Connect API

NOTE

For more information about Kafka Connect, see the KAFKA CONNECT article.

For information on working with Kafka Connect using the ADS Control interface tools, see the articles:

ADS Control UI overview

Mirror Maker 2 in ADS Control

Admin API

NOTE

For a complete list of available APIs, see the kafka 2.8.1 API article.
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NiFi REST API
Olga Semme

REST API allows using REST requests without using  to perform various operations, for example:

work with  of the data flow;

 of the stream and data flow elements;

 of the flow elements.

A description of the API groups provided in NiFi is given below.

API Group Purpose

Access User Authentication and token endpoints

Connections Manage and retrieve a connection configuration, for example:

setting the priority of the queue;

update destination connection.

Controller Manage controller configuration, for example:

get the current configuration;

manage cluster;

сreate reporting tasks.

Controller Services Manage controller services, update links to controller services

Counters Manage event counters:

receive event counters;

reset event counters.

Data Transfer Manage transactions, for example:

manage the lifetime of the transaction;

cancel the specified transaction;

send data;

receive data.

Flow Manage flow configuration, for example:

receive data about the flow (for example, a list of created bulletins);

obtain data on the status of the flow components;

get the history of requests.

FlowFile Queues Manage and retrieve dataflow queue configurations, for example:

view the contents of the queue;

download the contents of a flow file;

clean the queue.

Funnels Manage funnels

Input Ports Manage and retrieve input port configurations, for example:

create an input port;

control remote access to port.

Labels Label management, for example:

create a label;

set a label style.

Output Ports Manage and retrieve output port configurations, for example:

create an output port;

control remote access to port.

Parameter Contexts Create, delete, manage, and retrieve settings context configurations

Parameter Providers Manage and retrieve parameter provider configurations

Process Groups Manage and retrieve process group configurations, for example:

create components;

create an instance of the template;

download template.

Processors Manage and retrieve processor configurations, for example:

create and remove processors;

set the properties of the processor, including the schedule of the processor.

Policies Manage and retrieve access policy data

Provenance Manage data provenance:

request for provenance;

search for the provenance of data.

Provenance Events Manage event provenance:

download the contents of the event;

replay content from an event of a given provenance.

Remote Process Groups Manage and retrieve remote group configurations, for example:

create a remote group;

enable data transfer.

Reporting Tasks Manage reporting tasks

Resources Get available resources that support access/authorization policies

Site to Site Get data for a "site to site" link:

obtain information about the NiFi instance required for communication (available ports);

obtain information about available peer network members and the status of their NiFi instance.

Snippets Manage schema fragment:

move a fragment;

delete a fragment.

System Diagnostics Obtain system diagnostics

Templates Manage templates, for example:

download a template;

delete a template.

Tenants Manage user groups (tenants):

add users;

create user groups.

Versions Manage version process groups

To Table of Contents

NiFi user interface

attributes and parameters

monitoring

configuration

NOTE

For a complete list of REST API available on NiFi, including requests and endpoints, see the /nifi-api article.
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Hardware requirements
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Contents

Minimal

Storage CPU RAM Network

400 GB SSD for OS

500 GB SSD for Data

8 cores 32 GB 1 x 10 GbE

Proof of concept

Number of nodes Storage CPU RAM Network

3 or more 1 x 500 GB HDD for OS

1 x 2.4 TB SSD for

Transaction Logs

1 x 1 TB HDD for Data

8 cores 32 GB 1 x 10 GbE

Commodity

Number of nodes Storage CPU RAM Network

3 or more 2 x 500 GB HDD RAID1

for OS

2 x 2.4 TB SSD RAID1 for

Transaction Logs

2 x 1 TB HDD RAID1 for

Data

8 cores 32 GB 2 x 10 GbE

Balanced

Number of nodes Storage CPU RAM Network

3 or more 2 x 500 GB HDD RAID1

for OS

2 x 2.4 TB SSD RAID1 for

Transaction Logs

2 x 1 TB HDD RAID1 for

Data

8 cores 32 GB 2 x 10 GbE

Compute-intensive

Number of nodes Storage CPU RAM Network

3 or more 2 x 500 GB HDD RAID1

for OS

2 x 2.4 TB SSD RAID1 for

Transaction Logs

2 x 1 TB HDD RAID1 for

Data

8 cores 32 GB 2 x 10 GbE

Proof of concept

Number of nodes Storage CPU RAM Network

3 or more 1 x 500 GB HDD for OS

2 x 500 GB SSD RAID1

for Data

8 cores 32 GB 2 x 10 GbE

Commodity

Number of nodes Storage CPU RAM Network

3 or more 2 x 500 GB HDD RAID1

for OS

4 x 500 GB SAS12G SSD

RAID10 (PCIe Gen3 x4+)

for Data

8 cores 32 GB 2 x 25 GbE

Balanced

Number of nodes Storage CPU RAM Network

3 or more 2 x 500 GB HDD RAID1

for OS

8 x 500 GB SAS12G SSD

RAID10 (PCIe Gen3 x8)

for Data

16 cores 64 GB 2 x 25 GbE

Compute-intensive

Number of nodes Storage CPU RAM Network

6 or more 2 x 500 GB HDD RAID1

for OS

8 x 500 GB SAS12G SSD

RAID10 (PCIe Gen3 x8)

for Data

24 cores 96 GB 2 x 25 GbE

Minimal

Storage CPU RAM Network

400 GB SSD for OS

500 GB SSD for Data

8 cores 32 GB 1 x 10 GbE

Proof of concept

Number of nodes Storage CPU RAM Network

2 or more 1 x 500 GB HDD for OS

1 x 500 GB SSD for Data

8 cores 32 GB 1 x 10 GbE

Commodity

Number of nodes Storage CPU RAM Network

2 or more 2 x 500 GB SSD RAID1

for OS

4 x 500 GB SAS12G SSD

RAID10 (PCIe Gen3 x4+)

for Data

12 cores 64 GB 2 x 25 GbE

Balanced

Number of nodes Storage CPU RAM Network

2 or more 2 x 500 GB SSD RAID1

for OS

8 x 500 GB SAS12G SSD

RAID10 (PCIe Gen3 x8)

for Data

24 cores 96 GB 2 x 25 GbE

Compute-intensive

Number of nodes Storage CPU RAM Network

4 or more 2 x 500 GB SSD RAID1

for OS

16 x 500 GB SAS12G SSD

RAID10 (2 controllers

PCIe Gen3 x8) for Data

48 cores 192 GB 2 x 25 GbE

Load pattern Number of nodes Storage CPU RAM

All 2 or more SSD (volume depends on

the number of requests

and aggregations)

4 cores 32 GB

Load pattern Number of nodes Storage CPU RAM

All 2 or more HDD (no speed

requirement)

16 cores or more (work

with producer/

consumer)

1 GB

64 MB per producer

16 MB per consumer

If you use ET along with your product, take into account the following requirements:

Virtual server.

CPU: 4 cores or more.

RAM: 8 GB or more.

Disk: 50 GB or more.

If you use ADM along with your product, take into account the following requirements:

Virtual server.

CPU: 8 cores or more.

RAM: 16 GB or more.

Disk: 10 GB per monitored host or more.

To Table of Contents

ZooKeeper, Kafka Manager, Schema Registry

Kafka Broker

NiFi

ksqlDB

REST Proxy

Arenadata Enterprise Tools

Arenadata Monitoring

It is preferable to use physical servers, but it is necessary to analyze the power consumption of the equipment you are considering.

Arenadata Streaming works equally effectively both on bare metal and in the cloud.

When providing network availability between servers, the following scenarios are also possible:

heterogeneous IT infrastructure;

Multi-clouds;

distributed installation on different infrastructures.

The sequence of preparation of physical and virtual hosts is given in the article .

Examples of requirements for different services depending on the load pattern are listed below.

IMPORTANT

The following system requirements are minimal. The target sizing should be calculated based on the customer requirements.

Prepare hosts

ZooKeeper, Kafka Manager, Schema Registry

IMPORTANT

For guaranteed HA (High Availability), it is necessary to have an odd number of ZooKeeper Server instances.

Kafka Broker

NiFi

ksqlDB

REST Proxy

Arenadata Enterprise Tools

Arenadata Monitoring
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Network requirements
Olga Semme

1. One or more dedicated peer-to-peer Interconnect networks are required for internal cluster communication.

2. All cluster servers must be connected to Interconnect networks.

3. All servers must have a fully qualified domain name (FQDN) and the ability to communicate with each other at required speeds.

4. The IP address of each server must be known.

5. Ping access to any servers — internet control message protocol (ICMP) — must be provided.

6. In the case of installation with Internet access, access is required to the Arenadata Cluster Manager deployed on a dedicated server. Installation of Arenadata Cluster Manager is

described in the article .

7. In the case of installation without Internet access (offline), access is required to the Arenadata Enterprise Tools deployed on a dedicated server. Installation of Enterprise Tools is

described in the section .

8. The ports below must be open on the servers where you install the cluster.

ADS

Service Port Purpose

Common 22 Port for connection to SSH provider

2015 TCP port to send metrics to the monitoring server

2016 UDP port to send metrics to the monitoring server

ZooKeeper 2181 Service access port

2888

3888

Server-to-server сommunication ports for quorum components

Kafka 9092 Service access HTTP port

9093 Service access HTTPS port

9999 JMX port to access service metrics

Kafka REST Proxy 8082 Service access port

9998 JMX-port to access service metrics

Schema-Registry 8081 Service access port

9997 JMX-port to access service metrics

ksqlDB 8088 Access port to the ksqlDB Server component

NiFi 9090 Service UI access HTTP port

9091 Service UI access HTTPS port

11443 Communication port between clustered NiFi servers

18080 Access port to the NiFi Registry component

NiFi2 9090 Service UI access HTTP port

9091 Service UI access HTTPS port

11443 Communication port between clustered NiFi servers

18080 Access port to the NiFi2-Registry component

Monitoring

Port Purpose

3000 HTTP port used by Grafana. The default value can be changed when installing the monitoring cluster on the 

 of the Grafana service in the ip_and_ports section

80 TCP port used by Graphite. The default value can be changed when installing the monitoring cluster on the 

of the Graphite service in the ip_and_ports section

Enterprise Tools

Port Purpose

443 TCP port used by Arenadata Enterprise Tools (Docker Registry service)

81 TCP port used by Arenadata Enterprise Tools (access to the official repositories for offline installation)

ADCM

Port Purpose

8000 TCP port to send statuses of cluster components to ADCM

ADPS

All usable ports for an ADPS cluster are listed in Network requirements.

To Table of Contents

Install ADCM

Install Enterprise Tools cluster

NOTE

For ADS, each port refers to a server on which a specific service is installed.

configuration

page

configuration page
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1. ADS supports only x86_64 architecture and the following operating systems:

Centos 7.9;

RHEL 7.9;

Ubuntu 22.04;

Alt Linux 8.4 SP — available only for the Enterprise version;

Alt Linux 10 SP — available only for the Enterprise version;

Astra Linux 1.7 "Orel" SE with Axiom JDK — available only for the Enterprise version;

Astra Linux 1.7 "Voronezh" SE with Axiom JDK — available only for the Enterprise version;

RED OS 7.3 Certified edition — available only for the Enterprise version.

2. You need to prepare all dependent repositories together with the chosen operating system.

3. All machines in the cluster must have access to the official repositories (or create a local mirror):

CentOS Extras

CentOS Updates

CentOS Base

4. In the case of online installation, you must provide access to the repositories listed on the Configuration tab in the ADS cluster menu in the ADCM UI. The Configuration tab is

described in .

5. In the case of offline installation, you must provide access to the host where the Enterprise Tools cluster is deployed. Installing an Enterprise Tools cluster is described in the

section .

6. To support  (supported since ADS ), you need an operating system kernel version 5.9 or higher. kTLS mode is enabled by default. However, if your kernel version is

lower than required, you will be rolled back to the default mode.

7. To use Astra Linux "Voronezh", the ADCM service user must have the integrity label 63 : sudo pdpl-user -i 63 adcm .

1. NTP must be preconfigured on servers.

2. Access must be given to the root  user or another user with sudo  rights.

3. Java 17 must be pre-installed on the hosts for all services, and Java 21 for the NiFi2 service.

Centos, RedHat, and AstraLinux operating systems do not have Java 17 in the system packages.

For hosts with any of these operating systems, use one of the following methods to install Java 17 before upgrading/installing the cluster:

Manually install Java 17 on hosts and configure .

Install Java 17 from the Arenadata repository using the method described below.

Starting with ADS , on the  page, there is an option to install Java 17 and Java 21 from the Arenadata repository.

If you enable the option before running the Install, Add/Remove components, or Update action for a cluster or service, the latest version of Java 17 will be installed on cluster hosts

during the action.

To enable the option to install Java 17 and Java 21 from the Arenadata repository, expand the group with the repositories of the selected OS (for example, Centos 7 repositories), select

the arenadata_java repository, and expand its parameters. Set the enabled parameter to true .

Configuring Java installation from Arenadata repository for Centos 7

Once this option is enabled, Java 17 and Java 21 will be installed from the Arenadata repository regardless of what is specified in the  (Custom JDK settings

group).

1. The installation process modifies files that should not be controlled by the configuration management system (if available):

system file /etc/hosts;

system file /etc/selinux/config;

system file /etc/sysctl.conf.

2. The installation process creates files in /usr/lib/systemd/system/ that should not be controlled by the configuration management system (if available).

3. Services installed on a cluster should not be controlled by the configuration management system (if available).

4. It is recommended to switch off any antivirus software before ADS installation and during the ADS operation process. In case of using antivirus, please contact your antivirus

software vendor to find out the settings necessary to allow ADS.

SELinux must be turned off. The full guide about this operation you can find in .

Firewall must be stopped. The full guide about this operation you can find in .

1. The work of the NiFi service is supported by browsers:

Chrome

FireFox

Edge

Safari

2. UI is supported in the current stable release of that browser and the preceding one. For instance, if the current stable release is 45.X then the officially supported versions will be

45.X and 44.X.

3. For Safari, which releases major versions much less frequently, supported versions will be the two latest releases.

4. The supported browser versions are driven by the capabilities the UI employs and the dependencies it uses. UI features are developed and tested against the supported browsers.

To Table of Contents

Operating system

Preinstalled software

Install Java from the Arenadata repository

Installation features

SELinux

Firewall

Supported browsers for NiFi

Operating system

IMPORTANT

The life cycle of Centos 7 ended on June 30, 2024.

Ubuntu 22.04 is being replaced by Ubuntu 24.04 in releases after April 1, 2026.

Alt Linux 8.4 SP is being replaced by Alt Linux 10 SP in releases after January 1, 2026.

Configure a cluster

Install Enterprise Tools cluster

kTLS 3.9.0.1.b1

Preinstalled software

the JAVA_HOME variable

CAUTION

Before installing the NiFi2 service, Java 21 must be installed from the Arenadata repository for all operating systems. Manual installation of Java is not

suitable.

Install Java from the Arenadata repository

3.7.2.1.b1 cluster configuration

JAVA_HOME variable

CAUTION

Arenadata is not an official JDK provider, and this feature is provided to ensure a fully automatic installation on systems that do not have the necessary

dependencies. In production environments, we recommend using a JDK from official providers.

Installation features

SELinux

Install ADCM

Firewall

Install ADCM

Supported browsers for NiFi
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http://centos-mirror.rbc.ru/pub/centos/7/extras/x86_64/
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After installing ADS, the necessary parameters for Kafka brokers are automatically set in the configuration file /usr/lib/kafka/config/server.properties. The 

article describes the parameters that can be changed when  the Kafka service.

If the required parameter is missing, to add it, use the Add key,value line in the server.properties group list, where you need to write the key and value in the appropriate fields.

Another way is to add the appropriate line in the /usr/lib/kafka/config/server.properties file.

Some parameters can be set directly on the command line for running scripts using options. This setting overrides the defaults specified in /usr/lib/kafka/config/server.properties.

Recommendations for configuring some parameters for Kafka brokers are given below.

Topic replication is determined by the following parameters:

default.replication.factor — default replication factor for automatically created topics.

A high replication factor is essential for designing a reliable system. With a replication factor of 2  or more, Kafka replicates the log for partitions of each topic across multiple

servers. When the server goes down, there is an automatic failover to these replicas, messages remain available. For efficient operation of the system, it is recommended to set the

replication factor to at least 3 .

This parameter can be changed in the ADCM interface.

It is possible to set the replication factor for each topic separately.

Example of setting the replication factor for a single topic

It is necessary to use the --replication-factor  option when creating a topic:

When requesting information for the created topic, you can see that the topic has 3 replicas:

If necessary, it is possible to change the replication factor for a single partition.

Example of changing the replication factor

To change, create custom remapping plan manually in JSON file:

JSON file content:

where the replication factor of the partition 0  of the new-topic  topic is extended to the brokers 1002,1001,1003 .

Run the remapping process using the generated JSON file with the --execute  option:

min.insync.replicas — the minimum number of insync replicas required to resolve producer requests with request.required.acks set, described .

This parameter can be set in the ADCM interface.

When used together, min.insync.replicas and request.required.acks provide higher reliability guarantees.

Success scenario:

topic with replication factor 3 ;

min.insync.replicas  with value 2 ;

request.required.acks  with value all  (or -1 ).

This combination of options ensures that the producer will raise an error if most of the replicas do not receive a write.

It is possible to set min.insync.replicas for each topic separately.

Example of setting a parameter for a single topic

When creating a topic, use the --config  option with the min.insync.replicas  parameter:

The num.partitions parameter specifies the default number of partitions for each topic created.

Splitting topics into partitions leads to better data balancing and promotes consumer parallelism. For data with keys, you should avoid changing the number of partitions in a topic.

This setting can be changed in the ADCM interface.

It is possible to set the number of partitions for each topic separately.

Example of setting the number of partitions for a single topic

When creating a topic, use the --partitions  option:

To optimize disk space, set the correct policy for storing messages in a topic.

The storage policy is defined by the following parameters:

log.cleanup.policy — defines the retention policy to use for log segments. Default value is valid for all custom topics. Can be changed in the ADCM interface. Possible values:

delete  — deletes old topic segments when their retention time or size limit has been reached;

compact  — enables log compression, which keeps the last value for each key. You can also specify both policies in a comma-separated list (e.g. delete , compact ). In this

case, the old segments will be discarded according to the retention time and size configuration, and the remaining segments will be compressed.

The compact  policy makes sense for topics where the last value for each key in the topic is important.

log.retention.ms — specifies the maximum time that messages in a topic will be retained before old topic segments are deleted to make room if the retention policy is set to

delete . If set to -1 , no time limit is applied. The parameter can be set in the ADCM interface.

log.retention.bytes — specifies the maximum partition size after which old log segments will be deleted to make room if the storage policy is set to delete . There is no size limit

by default, only a time limit. Since this limit is applied at the partition level, multiply it by the number of partitions to calculate the topic retention in bytes. The parameter can be set in

the ADCM interface.

It is possible to set these parameters for each topic separately.

Example of setting a retention policy for a single topic

When creating a topic, use the --config  option with parameters cleanup.policy , retention.ms , retention.bytes :

Graceful shutdown is important to system reliability.

The controlled.shutdown.enable parameter set to true  enables a controlled shutdown of the server. The parameter can be set in the ADCM interface.

When a server goes down or is intentionally taken down for maintenance or a configuration change, the Kafka cluster will automatically detect any outage or broker failure and select

new leaders for the partitions on that machine.

When the server gracefully stops, it uses two optimizations:

1. Synchronizing all logs to disk to avoid having to rebuild the logs on restart (i.e. checking the checksum for all messages at the end of the log). Log recovery takes time, so it

speeds up deliberate restarts.

2. Move all partitions for which the server is the master to other replicas before shutting down. This will speed up the transfer of leadership and minimize the downtime of each

partition to a few milliseconds.

Note that a controlled shutdown will only succeed if all partitions hosted on the broker have replicas (i.e. default.replication.factor is set to 2  or greater).

Whenever a broker stops or crashes, control of that broker’s partitions is transferred to other replicas. After the broker is restarted, it will only be a slave for all its partitions, that is, it will

not be used for client reads and writes. To avoid this imbalance, Kafka has the concept of preferred replicas. If the replica list for a partition is 1, 5, 9, then node 1 is preferred as the

leader over node 5 or 9 because it is earlier in the replica list.

The auto.leader.rebalance.enable parameter set to true  enables automatic leader rebalancing (returning leadership to the preferred replica) in the background at regular intervals.

The parameter can be changed in the ADCM interface.

If you set this parameter to false , you should manually restore the leadership of the restored replicas after a server reboot. To do this, you need to run the command:

The request.required.acks parameter specifies when a production request is considered complete. In particular, how many other brokers should log the data and confirm it to the leader.

Possible values:

0  — the producer never waits for confirmation from the broker. This option provides the least latency, but guarantees the least reliability (some data will be lost if the server

crashes).

1  — the producer is acknowledged after the master has received data. This is the default value.

-1  — the producer receives confirmation after all synchronized replicas have received data. This option provides the best stability.

Using the min.insync.replicas options described by  and request.required.acks together allows for higher reliability guarantees.

Parameter setting example

When writing messages to a topic, use the --request-required-acks  option:

Using the kafka-consumer-groups.sh script it is possible to see the position of the topic consumers.

Example of viewing the position of the topic consumers

Command to view information for a consumer group:

The result shows the consumer’s position in the consumer group named new_group  and how far behind it is from the end of the new-topic  topic log.

Every message is sent to each consumer group that subscribes to a topic or partition, but within a group it is sent to only one consumer. Thus, all consumer groups that subscribe to a

topic receive messages, but only one consumer in a consumer group receives a message from the topic.

If you need to send a message to multiple consumers, you should assign them to different consumer groups.

Example of assigning a group to a consumer

When connecting to a topic, use the --group  option :

For information about configuring security in a Kafka environment, you can go to Basic Operations → Kafka → Access management.

If possible, use separate servers or racks for Kafka brokers.

To apply the optimal replication factor, have at least 3 Kafka brokers in the system.

Provide HA (High Availability) by meeting the requirements described in the  article in accordance with the planned load.

Kafka can run on a large file system to store and cache messages and use little heap space.

Kafka may need enough memory to buffer active reads and writes when running.

Enabling SSL channel security may increase CPU requirements (exact data depends on CPU type and JVM implementation).

When choosing a processor between faster processors or more cores, the higher number of cores should be selected. The extra parallelism that multiple cores offer is preferable to

a higher clock speed.

It is not recommended to use a JBOD disk array because tiered storage requires a single mount point.

It is recommended to use multiple drives to maximize throughput.

It is not recommended to share the same drives used for Kafka data with application logs or other OS file system activity.

If you are setting up multiple data directories, the broker places the new partition on the path with the fewest partitions saved. Each partition will reside entirely in one of the data

directories. If data is not balanced between partitions, this can lead to load imbalance between disks.

A RAID disk array can potentially do a better job of load balancing across disks because it balances the load at a lower level.

A RAID 10 disk array is recommended as the best option for most use cases. It provides improved read and write performance, data protection (ability to withstand disk failures),

and fast recovery.

Network Attached Storage (NAS) is not recommended. NAS is often slower, shows higher latency with wider average latency variance, and is a single point of failure.

For network connection requirements, see  article. Low latency ensures that nodes can easily communicate, while high throughput helps move and restore

shards. Modern data center networks (1 GbE, 10 GbE) are sufficient for the vast majority of clusters.

For software requirements, see  article.

It is recommended to use XFS or ext4 file system to run Kafka.

Use the latest released version of Java to ensure that known security issues are resolved.

The recommended GC setup (tested on a large deployment with JDK 1.8 u5) is as follows:

The guidelines below may be helpful to improve compatibility between Kafka and your operating system. For the best application of recommendations, you should refer to the

documentation for a specific distribution.

Kafka has the potential to require a relatively large number of available file handles at any given time.

Many modern Linux distributions come with only 1024 file descriptors allowed per process. This is not enough for Kafka.

You need to increase the number of file handles to at least 100,000, and possibly much more.

To change the open file limit, you need to edit /etc/security/limits.conf, a file that sets resource limits for users logged in through PAMPrivileged Access Management (PAM). To do this,

for all user groups, increase the value of the nofile  parameter — the maximum number of open files for types hard  and soft , by adding the following lines to

/etc/security/limits.conf:

You may need to change the virtual memory size limit ( vm.max_map_count ) to allow the required number of mmap functions to be processed.

To calculate the current number of mmaps, you need to know the number of .index files in the Kafka data directory. .index files are the most memory-mapped files.

You can count .index files with this command:

Set vm.max_map_count  in the /etc/sysctl.conf file for the session. This will set the current number of memory-mapped files. The minimum mmap  limit value

( vm.max_map_count ) is the number of open ulimit  files.

Set vm.max_map_count  sufficiently higher than the number of .index files to account for broker segment growth.
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NOTE

For information about the basic principles of working in Kafka, you can refer to  article.Quick start with Kafka

Сonfiguration best practices for Kafka brokers

ADS configuration parameters

configuring

Сonfigure topic replication

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic new-topic --replication-factor 3 --bootstrap-server hostname:9092

$ /usr/lib/kafka/bin/kafka-topics․sh --describe --topic new-topic --bootstrap-server hostname:9092

Topic: new-topic TopicId: DuKhO8T3SUyhyivN3k5Lnw PartitionCount: 1 ReplicationFactor: 3 Configs: unclean․
leader․election․enable=false

Topic: new-topic Partition: 0 Leader: 1002 Replicas: 1002,1001,1003 Isr: 1002,1001,1003

$ sudo vim increase-replication-factor․json

  {"version":1,
  "partitions":[{"topic":"new-topic","partition":0,"replicas":[1002,1001,1003]}]}

$ /usr/lib/kafka/bin/kafka-reassign-partitions․sh --bootstrap-server localhost:9092 --reassignment-json-file increase-
replication-factor․json --execute

below

When the producer sets request.required.acks to all  (or -1 ), min.insync.replicas specifies the minimum number of replicas that must acknowledge a write for the write to be

considered successful. If this minimum cannot be met, then the producer will raise an error ( NotEnoughReplicas  or NotEnoughReplicasAfterAppend ).

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic new-topic1 --config min․insync․replicas=3 --bootstrap-server 
hostname:9092

Configure topic partitions

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic topic1 --partitions 3 --bootstrap-server hostname:9092

Retention policies configure

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic new-topic1 --config cleanup․policy=delete --config retention․ms=10000 --
config retention․bytes=128000 --bootstrap-server localhost:9092

Set the graceful shutdown

Set the leadership balance

$ /usr/lib/kafka/bin/kafka-leader-election․sh --bootstrap-server localhost:9092 --election-type preferred --all-topic-partitions

Сonfiguration best practices for working with producers and consumers

Configure the producer to receive confirmation of a message record

above

$ bin/kafka-console-producer․sh --topic new-topic --request-required-acks -1 --bootstrap-server hostname:9092

Check the consumer position

$ /usr/lib/kafka/bin/kafka-consumer-groups․sh --bootstrap-server localhost:9092 --describe --group new-group

GROUP           TOPIC           PARTITION  CURRENT-OFFSET  LOG-END-OFFSET  LAG             CONSUMER-ID                             
HOST            CLIENT-ID
new-group       new-topic       2          2               3               1               consumer-new-group-1-af831b5a-9111-
4e54-a028-6a433bc71f7e /10․92․18․30    consumer-new-group-1

Assign consumer groups to topics

$ /usr/lib/kafka/bin/kafka-console-consumer․sh --topic new-topic --from-beginning --group new-group --bootstrap-server 
hostname:9092

Secure environment

Hardware

Equipment

Hardware requirements

Memory

Processor

Data storage

Network

Network requirements

Software

Main guidelines

Software requirements

-Xms6g -Xmx6g -XX:MetaspaceSize=96m -XX:+UseG1GC -XX:MaxGCPauseMillis=20
       -XX:InitiatingHeapOccupancyPercent=35 -XX:G1HeapRegionSize=16M
       -XX:MinMetaspaceFreeRatio=50 -XX:MaxMetaspaceFreeRatio=80

File handles

*  hard  nofile  100000
*  soft  nofile  100000

Virtual memory

$ find ․ -name '*index' | wc -l

$ sysctl -w vm․max_map_count=262144
$ echo 'vm․max_map_count=262144' >> /etc/sysctl․conf
$ sysctl -p
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NiFi could potentially have a very large number of open file handles at any given time.

File handles are integer identifiers that define data structures. The Linux kernel refers to these structures as file structures because they describe open files. The file structure index is a

file handle.

To change the open file limit, you need to edit /etc/security/limits.conf, a file that sets resource limits for users logged in through PAMPrivileged Access Management (PAM). To do this,

for all user groups, increase the value of the nofile  parameter — the maximum number of open files for types hard  and soft , by adding the following lines to

/etc/security/limits.conf:

It is necessary to take into account the size of the operating system kernel memory when increasing the limit.

NiFi can be configured to create a significant number of flows. To increase the allowed number, you also need to edit the /etc/security/limits.conf file. To do this, for all user groups,

increase the value of the nproc  parameter — the maximum number of processes for the hard  and soft  types, by adding the following lines to /etc/security/limits.conf:

And also, if available, you need to edit the /etc/security/limits.d/90-nproc.conf or /etc/security/limits.d/20-nproc.conf file, which overrides the nproc  value specified in the /etc

/security/limits.conf file. In this file, it is necessary for all user groups to increase the value of the nproc  parameter — the maximum number of processes for the soft  type, by

adding the line:

The number of available TCP socket ports is especially important if your thread will be setting up and dropping a large number of sockets in a short period of time.

To set the maximum number of TCP sockets, run the command:

TIME_WAIT is the state of the server socket in which it will time out in order to collect randomly delayed packets on the network. The timeout duration can be changed to allow you to

quickly configure and disable new sockets.

The following commands are used to change the timeout duration:

for distributions with kernel 2.6:

for distributions with kernel 3.0:

The swap setting affects the kernel’s preference to move memory pages from applications to the swap page rather than releasing memory from the cache.

To improve the efficiency of NiFi, it is recommended to set the swappiness  parameter to zero. This ensures that if memory is limited, the page cache will be reduced in an attempt to

reclaim memory before the application’s pages are moved to swap space.

To disable the swap option, you need to edit /etc/sysctl.conf, the file that controls kernel options.

You need to add the following line:

For partitions handling different NiFi repositories, disable the atime  parameter — a field to write the timestamp. This can cause an unexpected bandwidth spike. To do this, in the

/etc/fstab file (which is used to configure mount options for various block devices, disk partitions, and remote file systems), add the noatime  parameter for the partitions of interest,

which completely disables the recording of file access time.

For efficient operation of NiFi, it is recommended:

If possible, use separate servers or racks for NiFi instances.

Provide HA (High Availability) in accordance with the requirements described in the  article.

To Table of Contents

Increase the number of file handles

Increase the number of forked processes

Increase the number of available TCP socket ports

Set the duration of the TIMED_WAIT state for sockets

Disable swap option

Increase the hardware resources

Typical settings for Linux may not be suitable for I/O intensive applications such as NiFi. For the areas of the operating system used, the requirements of the distribution may vary.

The guidelines below may be helpful in improving compatibility between NiFi and your operating system.

For the best application of the recommendations, you should refer to the documentation for a specific distribution.

Increase the number of file handles

*  hard  nofile  50000
*  soft  nofile  50000

Increase the number of forked processes

*  hard  nproc  10000
*  soft  nproc  10000

*  soft  nproc  10000

Increase the number of available TCP socket ports

$ sudo sysctl -w net․ipv4․ip_local_port_range="10000 65000"

Set the duration of the TIMED_WAIT state for sockets

$ sudo sysctl -w net․ipv4․netfilter․ip_conntrack_tcp_timeout_time_wait="1"

$ sudo sysctl -w net․netfilter․nf_conntrack_tcp_timeout_time_wait="1"

Disable swap option

vm․swappiness = 0

Increase the hardware resources

Hardware requirements
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Message brokers are used for the optimal organization of the messages exchange. A message broker is an intermediary computer program module that translates a message from

the formal messaging protocol of the sender to the formal messaging protocol of the receiver. Kafka has several advantages over most message brokers:

High throughput allows you to process a large amount of data in a short period of time.

Organized built-in partitioning allows to control the storage time and amount of data due to the fact that the messages are divided into segments by partitions and are not stored in

one large file.

Replication оf partitions provides an automatic failover opportunity to replicas оf partitions when a server in the cluster fails, so messages remain available even in case of failures.

Fault-tolerance ensures that the messaging system will keep messages in the absence of active subscribers until the consumer subscribes to the message delivery queue.

Services that complement and optimize the work of Kafka

Service Interoperability with Kafka Advantages of use

NiFi NiFi as producer — takes data from sources directly to a

central NiFi instance that delivers data to the appropriate

Kafka topic

Data transfer to Kafka without special software.

Ability to visually monitor and control the data pipeline.

NiFi as consumer — takes data from Kafka and transfers it

to another system

Data transfer from Kafka to some file systems (HFDS,

HBase) without special software.

Ability to visually monitor and control the data pipeline.

Dynamic self-adjusting data flow — combining the power

of NiFi, Kafka, and an analytic platform:

1. NiFi sends data to Kafka.

2. Data becomes available for analytical platforms.

3. Results are written back to another Kafka topic.

4. Data goes to NiFi.

Ability to further use the data received by NiFi without

special software.

Ability to visually monitor and control the data pipeline.

ZooKeeper Informs each Kafka broker about the current state of the

cluster

Automatic updating of metadata in the Kafka client when

connecting to any broker

Confluent Schema

Registry

Implements a mechanism for working with different Kafka

data schemas

Definition of the fields required to describe the event,

the type of each field.

Documentation of events and values of each of its

fields in an accessible form.

Preventing consumers from receiving corrupted data.

Working with different data formats from different

information sources.

Kafka is a great tool for tracking website activity. When a new user registers on the website, their activity can be tracked as follows:

1. The user presses a button in the web page interface.

2. The web application creates a message with the metadata of this button.

3. Messages with metadata for this button are collected in a data packet and sent to Kafka, while creating commit logs.

4. On the next user action with this button, a message about the action is added to the commit logs, and the offset of the message in the queue increases.

Further from Kafka this data can be collected for analytics. This data shows real-time website usage.

Kafka can be used to quickly collect metrics of various applications and operational data:

technological processes;

audit statistics and data collection;

system activity;

aggregation of statistics of running applications and infrastructure;

trackers of consumption of data streams by users in real time.

Kafka has several advantages when used in monitoring:

Ability to connect new producers to send metrics, and then use the monitoring data for several different systems.

Ability to perform real-time analysis on a large data set, while collecting metrics.

The consumer application may use a small amount of code to process data.

Ability to allocate data to different modules in accordance with their purpose.

Log aggregation is one possible use case for ADS. Kafka is the best tool for log aggregation for distributed environments with different architectures. Kafka collects physical log files

from servers and places them in a central location (perhaps a file server or HDFS) for processing. Compared to other systems, Kafka has a number of advantages:

Kafka abstracts away the details of files and gives a clearer abstraction of log data or events as a message stream. This provides lower latency processing and makes it easier to

support multiple data sources and distributed data consumption.

Kafka offers the same high performance as other systems but better reliability guarantees through replication and much lower end-to-end latency.

Stream processing is used to improve messaging performance. Benefits of stream processing using Kafka over batch pipelines:

Message streams are consumed in real time.

Transformation, filtering, aggregation or join operations are applied to messages in order to publish the processed messages in another thread.

Stream pipelines reduce the load on the data source, because you do not need to execute full queries, but you can extract data from the log files of the DBMS or other systems.

Messages can be kept as long as needed.

Tools and services for stream processing

Tool or Service Role in Stream Processing Advantages of use

Kafka Streams Client library for developing streaming Big

Data applications that work with data

stored in Kafka topics

Powerful and flexible API with all the benefits of Kafka (scalability, reliability,

minimum latency, analytic query mechanisms) allows the developer to write

code in local mode (outside the cluster)

NiFi Uses the concept of a stream as a

sequence of operations: transfer,

transformation and enrichment of data

over a sequence of individual events

A stream is NOT treated as a large batch operation that requires an initial

load of all data before processing can begin. For example, a SQL database

with millions of rows is treated as millions of individual rows that need to be

processed

ksqlDB Platform for streaming Big Data

processing in Kafka using structured SQL

queries

Data structures in Kafka SQL are software units that are able to store and

process a lot of data, linked by ksqlDB logic

Kafka is the best option to support applications built with the event sourcing pattern for event processing. Advantages of using Kafka in event sourcing:

Support for storing very large log data.

The ability to work with delayed events due to the queue and offset mechanisms in Kafka.

Kafka can serve as an external commit log for a distributed system. Advantages of using Kafka:

The ability to replicate data between nodes.

Possibility of data recovery (re-synchronization mechanism for failed nodes).

Log compression feature in Kafka.
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For each use case, the architecture of ADS is determined by the consumer, depending on the tasks. The high-level architecture view of one of the options of ADS is shown below.

ADS architecture

Every named topic in Kafka consists of one or more partitions distributed among brokers within one ADS cluster.

When a new message is added to a topic, it is written to one of that topic’s partitions. Messages with the same keys are always written to the same partition, thereby guaranteeing

the sequence or order of writing and reading.

To ensure data integrity, each partition in Kafka can be replicated multiple times. This ensures that there are multiple copies of the message stored on different brokers.

Every partition has a leader — a broker that works with clients. It is the leader that works with the producers and generally gives messages to the consumers. Messages are always

sent to the leader and, in general, are read from the leader.

For scalably and reliably streaming data between Kafka and other data systems Kafka Connect is used. Kafka Connect can ingest entire databases or collect metrics from all your

application servers into Kafka topics, and can also deliver data from Kafka topics, for example, into data analysis and retrieval systems (ADLS) or database management system

(ADB).

Confluent Schema Registry ensures schemas compatibility between Kafka producer and consumer.

ZooKeeper decides which of the brokers is the controller (i.e. the broker responsible for choosing the partition leaders). It also determines the state of the partition leaders and their

replicas.

ZooKeeper also acts as a consistent metadata storage and distributed log service. In the event of a broker crash, it is in ZooKeeper that the controller will write information about

new partition leaders.

To work with stream files, NiFi uses a lot of handlers (processors) — separate code fragments to perform a specific operation with stream files.

Every Kafka consumer is part of a Consumer Group that is configured by the ConsumeKafka processor in NiFi with a specific Kafka broker and group name.

Every Consumer Group has a unique name and is registered by brokers in the Kafka cluster. Data from the same topic can be read by multiple Consumer Groups at the same time.

When several consumers read data from Kafka and they are members of the same group, each of them receives messages from different topic partitions, thus distributing the load.

NiFi in this case acts as a Kafka consumer and implements all the data processing logic.

It is also possible to transfer data from Kafka to another system using NiFi.

The NiFi web user interface allows development, management and monitoring in a single interface.

Producer API allows an application to publish a message stream to one or more topics of the Kafka platform.

Consumer API allows an application to subscribe to one or more topics and process the post streams that belong to them.

Streams API allows an application to act as a stream processor. It consumes an input data stream from one or more topics and creates an output data stream for one or more

topics as well. Thus Streams API effectively converts input streams into output streams.
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The components that form the basis of the Kafka storage concepts:

Message — a record of an event that has occurred, including the state of the object, the value of a physical quantity, or any other parameter that needs to be tracked, stored, or

transferred to another system.

Producer — a client application that publishes (writes) messages to Kafka.

Consumer — a client application that subscribes (reads and processes) messages.

Topic — a category in which messages are published in Kafka. In a topic messages are written to the commit log.

Commit log — an ordered structure of messages that is write-only. Commit log messages are not editable or deletable. Large logs are divided into partitions. If the log consists of

one partition, then it is a partition.

Partition — an ordered immutable sequence of records that is constantly added to the topic log.

Broker — a server where partitions are stored.

Segment — a part of the partition stored in a separate file on disk.

Consumer group — multiple consumers grouped together to receive messages from one or more topics. Partitions of one topic are automatically evenly distributed among

consumers in the same group. Each partition is available to only one consumer from the group.

When writing messages, the producer specifies:

topic to which the data will be written;

partition where messages with the same key will be written (if necessary for structuring the data in the topic);

retention period of messages in Kafka;

necessary compression;

required level of confirmation about writing a message to the partition and its replicas;

partition replication factor.

The consumer for reading messages specifies:

number of unique consumer groups;

group_id  for each of the consumer groups, which determines where the group will read messages from;

maximum time the client has to wait for a response to a request;

required level of message delivery confirmation (semantics).

The message has the following parameters:

data;

key to determine whether messages are written to the same partition if necessary (for example, client identifier);

timestamp and others.

The figure below shows the sequence of message processing within a partition when writing and reading.

Writing and reading messages in Kafka

1. When a new message is written to a topic, it is actually added to one of the topic’s partitions.

2. Every message in a partition is assigned a sequence number id, called an offset, which uniquely identifies every message.

3. The producer obtains acknowledgment of a written message using the acks  configuration parameter, which specifies under what condition the message is considered written

to the partition. Options for the acks  parameter:

0  — the producer considers the records successfully delivered after they are sent to the broker;

1  — the producer waits for confirmation from the leader’s broker that it has logged the record;

all  — the producer is waiting for confirmation from the leader broker and replicas.

4. This message is then made available for the consumer to read.

5. The consumer instance connects with its own group_id  to the topic. According to group_id  it is assigned the partition to read and the offset in that partition, if any. If they

are not specified, the reading will start from the message with the lower unread offset (earliest written).

6. The consumer requests messages from the topic, starting at the offset assigned to it.

7. Messages are read sequentially from the log.

8. When reading from a partition, the reader makes a commit offset — a record about the read message in the Kafka service topic __consumer_offsets . The offset commit is

performed according to the message read semantics adopted by the consumer application. Value options:

at most once — the offset is accepted immediately after the message is received (if no processing occurs, the message is lost);

at least once — the offset is only accepted after the message has been processed (if no processing occurs, the message is read again);

exactly once — all messages are delivered once.

9. The message with the next offset becomes available for reading.

The metadata of each message is its offset or position in the log. The offset to start reading the message can be set by the consumer:

linear advancement of the offset when reading the record (by default);

read the record in any order if necessary (revert to an older offset or jump to the most recent actual record).

To make messages fault-tolerant and highly available, each topic with its partitions can be replicated. This means to create a copy and put it on the server (write it to disk).

Replication factor — a parameter that determines how many copies of each partition will be distributed on brokers. The recommended value for the replication factor (default value) is

3 .

Each partition replica is written on a separate broker. This means that if the broker on which one of the replicas is located fails, there will be two more copies of this partition left. This

ensures that data is always available, even during broker maintenance.

The replication format is called InSync. This means that of all the replicas, one is the leader, and the others are followers. The producer can control the synchronous/asynchronous

replication with the acks (acknowledgment) option.

Writing and reading messages is carried out through the leader replica of the partition. The follower that contains all the messages held by the leader is called an in-sync replica.

To ensure fault tolerance in a Kafka cluster, partition leaders are automatically distributed among different brokers. Each broker can be a leader for some partitions and a follower for

others.

If a broker acting as a leader for a partition goes down, any broker that is up to date or synchronized for that partition can take over the leader role.

The figure below shows how partitions can be distributed with a given cluster configuration:

number of brokers — 3;

number of topics — 2;

number of partitions in Topic 1  — 2;

number of partitions in Topic 2  — 1;

replication factor — 3.

Distribution of partitions between Kafka brokers

It is possible to create a large number of consumer groups configurations for reading from Kafka topics, but they are all based on two basic messaging schemes — point-to-point and

publish-subscribe.

Consumer groups are managed by a consumer group coordinator.

Consumer group coordinator — one of the brokers that manage all consumers in the consumer group. If a consumer stops sending heartbeats, the coordinator initiates consumer

rebalancing.

The figure below shows how one consumer group reads messages from one topic.

Reading messages with a point-to-point pattern

This is an ideal load distribution option.

The consumer group has a group_id  that contains information about which topic to connect to and where to start reading from, and Kafka evenly distributes all partitions among

the consumers of the same group.

Kafka gives access to a partition to only one consumer (from a group of consumers) and each of them reads data from one partition that has the same key (k1, k2, k3).

In this configuration, the Kafka broker only passes messages sequentially to the consumer when it requests them. This requires a minimum of additional settings.

When one consumer from the group is disconnected, its load (reading from its partition) will be redistributed evenly to other consumers.

The figure below shows how two groups of consumers read messages from the same topic.

Reading messages with a publish-subscribe pattern

Every consumer group using the parameters specified in its group_id  can subscribe to any topic or partition with the desired key (k1, k2, k3).

At the same time, consumer groups do not depend on each other.

Kafka acts like a normal pub-sub topic to which multiple consumers are subscribed, but Kafka has the advantage that all messages are stored and can be processed multiple times.

Most often, topics have a small number of consumer groups, one for each logical subscriber.

When one consumer from the group is disconnected, its load (reading from its partition) will be redistributed evenly to other consumers (same as in the point-to-point reading scheme).
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log.cleanup.policy — the main parameter that determines the strategy for deleting old records.

The following are possible log purge policy options:

 — deleting records due to reaching one of the specified parameters or two parameters at the same time:

messages storage period;

volume of stored data (in bytes).

 — retaining only the latest values   for each key.

 — retaining only the latest values for each key, taking into account the parameters of storage periods or volume of information.

The choice of log cleanup policy depends on the project requirements.

The figure below shows how the message queue differs after applying different log cleanup policies.

Log cleanup policies

The following describes the storage algorithms depending on the selected policy for a message at offset 5 :

with the delete  policy, the message is deleted because its storage time is longer than the specified value;

with the compact  policy, the message is stored in the queue, since it contains the last value for the key2  key;

with the delete and compact  policy, the message is deleted due to expiration, even though the value for the key2  key was not overwritten.

All log cleanup policies are based on working with  partitions.

All log cleanup policies and the parameters used are discussed in detail below.

The delete policy is suitable for logs where only event data is required and messages are not overwritten.

When you select a deletion policy, messages are deleted according to the configured settings:

It is also possible to set both parameters at once to simultaneously control the message lifetime and log volume.

The message deletion algorithm distinguishes between the following types of log partition :

Log segment — segment where messages are stored and new messages are not written.

Active log segment — segment that is currently being written to. The active segment does not participate in the message deletion algorithm.

The diagram for deleting Kafka log messages with a retention time limit is shown in the figure below.

Deletion policy

Messages are deleted as part of segments in the following sequence:

1. Determining the message with the maximum timestamp (the newest one available) within a single segment;

2. Determining the difference between the maximum timestamp ( Tmax ) and the current time ( Tcurrent ), comparing the resulting value with the value specified in

log.retention.hours  ( retention.ms  for topics).

3. If the condition Tcurrent - Tmax > log.retention  is met for a segment, then the entire segment is deleted.

Thus, the total lifetime of a message may be greater than the value specified in log.retention.hours  and depends on the segment size value set via segment.bytes.

The compact policy is typically used for the logs containing messages in key/value format. For example, databases that store frequently overwritten values   for the same keys.

This policy is the default for the __consumer_offsets  Kafka service topic.

The log compaction algorithm distinguishes between the following types of log partition :

Clean log segment — segment in which there are no duplicate keys, i.e. the segment contains only one value for each key — the last one at the time of the previous compaction. In

"clean" segments there may be gaps in the offset numbering due to previous compaction.

Dirty log segment — each segment that was written after the last "clean" segment. They may contain duplicate keys, as well as keys present in "clean" segments. "Dirty" segments

begin at the cleaner point.

Active log segment — segment that is currently being written to. The active segment does not participate in the log compaction algorithm.

log.cleaner.min.cleanable.ratio — ratio of the volume of "dirty" segments to the total volume of the log at which compaction starts (the default value is 0.5 ). This value can also be

set for each topic individually via the min.cleanable.dirty.ratio parameter.

log.cleaner.min.compaction.lag.ms — the minimum time during which a message will remain in the log uncompacted (default is 0  — no limit). Compaction will not start until the

specified time has elapsed, even if the value of the min.cleanable.dirty.ratio  parameter has reached the specified level. This value can also be set for each topic

individually via the min.compaction.lag.ms parameter.

log.cleaner.max.compaction.lag.ms — the maximum time during which a message cannot be compacted in the log (the default value is 9223372036854775807  for all created

topics). Compaction will begin after the specified time has elapsed, even if the value of the min.cleanable.dirty.ratio  parameter has not reached the specified level. This

value can also be set for each topic individually via the max.compaction.lag.ms parameter.

The basis of the compaction algorithm is the creation of a hash table, which is the result of scanning "dirty" segments. The hash table records the last offsets found for each key. Next,

using this table, the cleanup threads copy the entire log to a buffer, remove offsets that are not in the hash table, and rewrite the remaining offsets into a new segment. This preserves

the original offset of each event (maybe with gaps in the offsets).

The size of the cleanup thread buffer and its fill factor are determined by the broker configuration parameters:

log.cleaner.io.buffer.size

log.cleaner.io.buffer.load.factor

The Kafka log compaction sequence is shown in the figure below.

Log compaction

1. Scan "dirty" segments from the cleaner point to the start of the active segment, create a hash table with the latest offsets, and determine which messages will be deleted. The

exact number of segments scanned per iteration depends on the memory size of the cleanup thread buffer.

2. Scan "clean" segments based on the last keys written to the hash table when scanning "dirty" segments. Determine which messages will be deleted.

3. Copy retained offsets in both "dirty" and "clean" segments to new log segments. Depending on the segment size value set segment.bytes, messages can be copied into one or

more new segments.

4. Removing old segments and setting a new cleaner point at the last cleared offset that marks the start of the first "dirty" segment, which will become the "active" segment after

filling. The next stage of log compaction will start from this segment.

After writing a message with a key and a null value, the message will be removed from the log.

The sequence for deleting a log entry using compaction is shown in the figure below.

Deleting using compaction in Kafka

Since compaction retains the most recent value for each key, it is ideal for backing up tables in various databases.

Compacted topics continue to receive updates without increasing the volume of logs.

Users reading compacted topics are guaranteed to see the most recent value for the desired key.

Compaction never changes the order of messages.

The message offset never changes. This is a permanent log item identifier.

It is possible to configure the storage time for .

Compaction does not block reading and writing of messages and can be configured to use rational amounts of memory resources so as not to impact producers and consumers.

When this policy is selected, the  and  algorithms for messages in the log will be combined. The policy can be applied to logs with messages in key/value format that do

not require long-term storage unless they have been overwritten.

Configuring compaction for an ADS cluster can be done via the ADCM interface on the  page of the Kafka service. To do this, open the server.properties node in the

configuration settings tree.

The following are the configurable log cleanup options available in ADCM, with a link to a description of how to use the option:

After changing the settings using the ADCM interface, restart the Kafka service. To do this, apply the  action by clicking in the Actions column.

Also, the necessary broker parameter can be set in the configuration file /usr/lib/kafka/config/server.properties.

Individual topic configuration is performed via the command line. Use the kafka-topics.sh  script with the --config  option. This option overrides the configuration parameters

when a new topic is  or for an existing topic.

An example of log cleanup configuration for an existing topic via the command line
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Log cleanup policy

delete

compact

delete and compact

segment

Delete

log.retention.hours — storage time for a message, after which it will be deleted. This parameter is set by default for all brokers and created topics (value 168 ). This value can also

be changed for each topic individually via the retention.ms parameter.

log.retention.bytes — log size in bytes, after reaching which the log will be deleted (default value is -1  — no limit). This value can also be set for each topic individually via the

retention.bytes parameter.

To control how often messages are deleted, use the log.cleanup.interval.mins  parameter. This parameter determines to determine how often the log cleaner checks for logs

to be deleted.

segments

Сompact

Сompact policy overview

segments

Start compaction

The moment the compaction starts is regulated by the broker parameters:

Compaction algorithm

Deleting using compaction

1. Messages with a key and a null value are written to the "active" log segment. This type of recording is called a tombstone.

2. After the segment containing the tombstone is closed, it becomes a "dirty" segment. When it is compacted according to the algorithm described by , all previous messages

with the same key as the tombstone are deleted, and the tombstone itself is marked as ready for deletion. Tombstone is assigned a deletion time determined by the broker

configuration parameter log.cleaner.delete.retention.ms (this value can also be changed for each topic individually using the parameter delete.retention.ms). During this time, the

tombstone will be available for reading.

3. During subsequent compactions all events whose deletion time has already been reached will be deleted.

above

Compaction guarantees and benefits

record deletion markers

Delete and compact

delete compact

Configure log cleanup

In Kafka, log cleaning is enabled via the log.cleaner.enable broker option that is defined in the configuration file /usr/lib /kafka/config/server.properties.

Configure a cluster

configuration

log.cleaner.enable

log.cleanup.policy

log.retention.hours

log.cleanup.interval.mins

log.cleaner.min.compaction.lag.ms

log.cleaner.delete.retention.ms

Restart

Configure a topic

created

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic new-topic1 --config cleanup․policy=delete --config retention․ms=10000 --
config retention․bytes=128000 --bootstrap-server localhost:9092

NOTE

For information about the basic principles of working with Kafka, refer to the  article.Quick start with Kafka
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At most once delivery semantics is usually used in systems where it is preferable to lose rather than deliver a message twice. Has the lowest "overhead" (additional memory, increased

processing speed, delays in operation).

The operating principle of the at most once delivery semantics is shown in the figure below.

At most once

1. Let us assume that Producer  writes messages in batches to a Kafka topic (the batch size is set by the batch.size parameter), without waiting for write confirmation (acks =

0 ). All messages are considered sent.

2. Consumer 1  also reads messages in batches.

3. On the consumer side, Consumer 1  automatically (enable.auto.commit = true ) commits the offsets of all messages, that were read over a certain period of time (defined by

the auto.commit.interval.ms parameter).

4. If Consumer 1  fails after reading a message batch, further reading is performed by a new Consumer 2 .

5. The new consumer is assigned a new messages batch starting from the last recorded offset.

6. Consumer 2  commits the offsets and processes the received messages.

In this scheme, message loss can occur:

on the producer end — if messages were sent with an error;

on the Kafka broker end — if the broker fails;

on the consumer end — if the message offsets are committed before the consumer fails and the read messages will not be processed.

At least once delivery semantics are used in systems where it is unacceptable to lose even one message. In case of failure, some messages may be processed additionally. It has

possible "overhead" in the work of the producer and broker (additional memory, increased processing speed, delays in work).

As a rule, when using this semantics, automatic commit of offsets is disabled (enable.auto.commit = false ). In this case, manual commit of offsets is used after processing

messages, for example, using the Consumer.commitSync  (the application is blocked until the broker responds to the commit request) or Consumer.commitAsync  (the

application is not blocked) methods specified in KafkaConsumer class API.

The operating principle of the at least once delivery semantics is shown in the figure below.

At least once

Description of semantics and possible problems on the end of the producer or broker:

1. Let us assume that Producer  writes a message C  with offset 2  to the Kafka topic and does not receive confirmation of the write from the partition leader (acks = 1 ) .

2. Producer  retries sending the message until the values of retries and delivery.timeout.ms parameters expire.

3. If the write is successful, Producer  receives confirmation from the broker.

In this scheme, duplication of C  messages can occur if a broker or producer fail after writing a message to a topic. This results in two identical messages written at different offsets. If

the producer writes messages in batches and tries to write again, multiple messages may be duplicated during a single write iteration.

Description of semantics and possible problems on the consumer end:

1. Consumer 1  reads recorded messages A  and B  from Kafka.

2. Let us assume that Consumer 1  fails after processing A  and before processing B  and they are in the same batches. Then, depending on the logic of the consumer

application, the commit of offset A  may not be executed.

3. Since offsets A  and B  are not committed, the new consumer Consumer 2  reads the same messages.

4. Upon successful message processing, Consumer 2  commits offsets A  and B .

In this scheme, duplicate processing of A  messages can occur if a consumer fails and the offset commit fails, after processing the message.

Exactly once semantics assumes that there are no cases of message duplication found in  delivery semantics.

For exactly once semantics, the following mechanisms are usually applied simultaneously:

The mechanisms and their application in exactly once semantics are described below.

Idempotent producer is a producer that is assigned a producer identifier (PID), and the PID is included whenever that producer sends messages to the Kafka broker.

Every message from an idempotent producer receives an increasing sequence number, distinct from the offset. For each topic partition to which the producer sends messages, a

separate sequence is maintained. The broker for each partition keeps track of the largest PID+sequence number combination recorded. If a message is received with a lower sequence

number than the previous one recorded, it is ignored.

This way the message will only be recorded once, no matter how many attempts are made to send it.

To enable the idempotent producer feature, add the enable.idempotence property with the value true .

The following describes the parameter values   that must be set for the idempotent producer function to work without errors:

max.in.flight.requests.per.connection — no more than 5 ;

retries > 0 ;

acks = all .

Transaction — atomic recording to one or more Kafka topics and partitions. All messages included in the transaction will be successfully written, or none will be written. If a transaction

is aborted, none of the transaction messages are readable by consumers.

Transactions in Kafka are based on the following components:

transactional.id — individual identifier assigned to the transaction producer.

Transaction coordinator — module running inside each Kafka . Only one coordinator owns the registered transactional.id . For reliable operation of the coordinator, the

Kafka replication protocol and the  process are used. The transaction coordinator is the only component that can read and write the transaction log.

Transaction log ( __transaction_state ) — internal Kafka topic that stores the latest transaction state. Possible transaction states:

ongoing ;

prepare_commit ;

committed .

Each transaction coordinator manages some partitions in the transaction log and is a leader for them.

Epoch — piece of metadata that stores the number of connections of each transactional.id .

Zombie instance — producer instance that started recording messages and failed without completing the recording.

Configuring and working within the transaction occurs using the API class KafkaProducer and other APIs related to the operation of transactions.

The main operating principle of exactly once semantics in Kafka is shown in the figure below.

Exactly once

Transaction recording sequence

1. The transaction coordinator is searched using the FindCoordinatorRequest request. The producer connects to any known broker in the cluster to find out the location of its

coordinator.

2. Registration of the producer with the transaction coordinator is performed using a synchronous InitPidRequest request. In this case, the producer indicates its

transactional.id .

This request performs the following functions:

Return the same PID for one transactional.id  to future instances of the producer.

Increment and return the PID epoch so that any previous producer "zombie instance" is blocked and cannot continue its transaction.

Remove any transaction left unfinished by a previous instance of the producer.

Create an entry ( init ) in the __transaction_state  log for the given transactional.id  if this is the first transaction for the producer.

3. Starting a transaction is done by calling the producer.beginTransaction  method. Once a transaction is started, all recorded messages will be part of the transaction. The

__transaction_state  log for this transactional.id  changes the transaction state to ongoing .

4. Cycle consume → processing → produce messages:

Register a new partition as part of a transaction using the AddPartitionsToTxnRequest request.

Write messages (including PID, epoch, and sequence number) to the user’s partition using the producer.send  method.

Send offsets of read messages within a transaction with groupId  identifier to the transaction coordinator using the producer.sendOffsetsToTransaction  method

to register the addition of this partition to the transaction log.

Register offsets in the __consumer-offsets  topic using the TxnOffsetCommitRequest request from producer to  (including PID and epoch).

Recording offsets in the __consumer-offsets  topic also becomes part of this transaction. The consumer coordinator verifies that the producer is not a "zombie

instance". Recorded offsets are not visible to consumers until the transaction is confirmed.

5. Confirming a transaction using the commitTransaction  method, which performs the following functions:

Write the prepare_commit  message to the transaction log.

Write COMMIT  markers to user topics, including the __consumer_offsets  topic.

Write the committed  message to the transaction log.

Open access for consumers to messages recorded in a topic.

Thus, the offsets of all messages read in one transaction were written only after they were processed.

Read transactional messages

The reading of transactional messages by the consumer is controlled by the isolation.level parameter:

If the parameter value is set to read_committed , the consumer buffers messages that have a PID until it reads a message with a COMMIT  marker. After this, the messages will

be delivered. Messages are read only up to the last stable offset, which is less than the offset of the first open transaction. read_committed  consumers will not be able to read

topics in their entirety while there are pending transactions.

If the parameter value is set to read_uncommitted , all messages are visible to consumers, even if they were part of an aborted transaction.

Guarantees of exactly once semantics can be provided if the application in which the consumer reads transactional messages from a Kafka topic then passes them (after

processing) to another Kafka topic (for example, Kafka Streams applications). This is because the consumer offset is stored as a message in the topic, so offsets when

reading messages can be written in the same transaction as the user topic messages. If the transaction is aborted, the last offset returns to the old value, and the created

messages in the user topics will not be visible to consumers.

Possible "overhead" of exactly once semantics:

in the work of the producer and broker — the more messages in the transaction, the less resource loss (additional memory, increased processing speed, delays in work);

in the work of the consumer — reading a large transaction causes blocking of the read partition for consumers with the read_committed  setting and loss of resources (memory

for buffering, increased processing speed, delays in operation).
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This article describes message delivery guarantees when using the delivery semantics that exist in Kafka.

The main message delivery problems that arise when working with Kafka:

loss of messages due to various failures (producer, consumer, messaging system, network);

duplication of messages.

Kafka components that participate in  can be configured to provide the following delivery semantics:

 — messages will be processed once or not processed at all (lost).

 — messages will be processed at least once.

 — every message will be processed once and only once.

When using different delivery semantics, system performance may be affected. A stronger guarantee may reduce performance, while a weaker guarantee will increase performance.

message writing and sequence reading

At most once

At least once

Exactly once

At most once

At least once

Exactly once

at least once

Idempotent producer

Transactions

Idempotent producer

NOTE

An idempotent producer can be used as a component of a hybrid variant of the  semantics.

The idempotent producer function can only be saved if the message rewrite was done using the producer’s internal settings, as described in the 

semantics, rather than an external application.

at least once

at least once

Transactions

broker

leader election

Exactly once semantics

consumer coordinator
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Replication factor is a parameter that determines the number of copies (replicas) of each partition.

Each partition replica is recorded on a separate follower broker. There cannot be more replicas of each partition than there are brokers.

The figure below shows how replicas of one partition are distributed on brokers, messages are written by the producer, and messages are read by the consumer.

Replicas distributed on brokers

Message writing operations are performed through the leader broker of the partition. Message reading operations can be performed either through the leader (default) or through

 (since Kafka 2.4).

 for each partition is carried out using ZooKeeper in accordance with the consensus algorithm protocol ZAB (ZooKeeper Atomic BroadCast).

Partition leaders are evenly distributed among brokers. Each broker can be a leader for one partition and a follower for another.

The replication factor in Kafka for a cluster is determined by the default.replication.factor parameter. All topics created in the cluster will be created with the default replication factor

specified for the cluster.

It can also be installed individually for a topic:

when creating a topic via the ;

when creating a topic via  applications (available starting from Kafka 2.4);

when creating a remote topic via the  mechanism.

If the topic configuration specifies a replication factor value greater than the number of brokers in the cluster, the topic will not be created.

The replication factor for the created topic cannot be overridden. If the replication factor value is changed for the entire cluster, only new topics will be created with the new replication

factor.

Replica synchronization is relevant when the replication factor value is greater than 1  and the all  value is assigned to the acks producer parameter. This combination of parameters

is a step towards  message delivery guarantee.

The interaction between leader and followers is based on  used in ZooKeeper.

Follower logs tend to be a copy of the leader’s log, having the same offsets and messages in the same order. A replica that contains all messages written to the leader’s log is called a

synchronized replica (In-Sync Replica, ISR).

The figure below shows how replica synchronization is achieved.

Replica synchronization

The main parameter that controls replica synchronization is replica.lag.time.max.ms, the time period after which the leader accepts decision that the replica wrote (if a write

acknowledgment occurred) or did not write (a write acknowledgment did not occur) a message.

After receiving the message, the leader offers a recording of the message to the replicas and waits for confirmation from them. Having received confirmation from the required number

of replicas (the min.insync.replicas  parameter), the leader sends a signal to commit messages to the replicas and a confirmation to the producer. The message becomes

available only after that.

There is a general recommendation to set the replication factor to 3 .

In fact, the exact value of the parameter depends on the requirements and resources of your system. When choosing a value, pay attention to the following:

High replication factor provides better system stability.

High replication factor can cause higher latency experienced by producers as data needs to be replicated to all replica brokers before an acknowledgment is returned.

High replication factor requires large disk space due to the large number of copies of data on disks for high availability (HA).

When setting the replication factor, you should remember that the operation of the system is also affected by the num.partitions parameter — the number of partitions of all topics in

the cluster (can be configured via the --partitions  option for an individual topic). The replication factor and the number of partitions are parameters that work in conjunction, and

the performance and durability of the system depend on their settings.

When choosing the value of the num.partitions  parameters, it is worth paying attention to what capabilities and limitations a large number of partitions causes:

Provides the ability to combine more consumers into a group for scaling.

Allows you to use existing cluster brokers more efficiently.

Increases the load on ZooKeeper — leader election, support for a list of synchronized replicas.

Increases the number of files created and opened on brokers.

The min.insync.replicas  parameter in combination with the acks producer parameter, which is set to all , affects the  delivery guarantee of messages.

It is recommended to set the min.insync.replicas  parameter less than the replication factor, otherwise even if one broker fails, the message record will not be confirmed due to

insufficient synchronized replicas.

Standard recommended scenario for HA guarantees:

default.replication.factor = 3

min.insync.replicas = 2

acks = all

To select the closest synchronized replicas, use the RackAwareReplicaSelector plugin. For it to work the following parameters must be configured:

broker.rack — indication of the broker’s affiliation with a specific rack. Each broker must be assigned a rack. For the plugin to work effectively, it is recommended to configure the

same number of brokers per rack — this way the replicas will be evenly distributed among the brokers.

client.rack — setting up a rack ID for connecting consumers.

The RackAwareReplicaSelector  plugin attempts to match the consumer’s client.rack  to the available broker.racks . It then selects a replica that has the same rack ID

as the consumer.

After  and  the Kafka service as part of ADS cluster, you can configure the  and the  on the  page of the Kafka service

via ADCM. To do this, enable the Show advanced switch, expand the server.properties node in the configuration settings tree, and enter a new value for the parameters.

To change the default value for the  parameter and other broker parameters that are not available in the ADCM interface, use the Add key,value field: select Add

property and enter the parameter name and its value.

After changing the settings using the ADCM interface, restart the Kafka service. To do this, apply the  action by clicking in the Actions column.

After new values   and parameters are filled in, all changes are reflected in the configuration file /usr/lib/kafka/config/server.properties.

Configuration of the  for an individual topic is performed via the command line. Use the kafka-topics.sh script via the --replication-factor  option when a new

topic is .

The value of the min.insync.replicas  parameter can be changed via the --config  option, which overrides the configuration parameters for an existing topic or sets the

configuration parameters when a new topic is created.
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This article describes the principles of replication in Kafka and how to configure it.

Replication is a mechanism that creates and distributes exact copies of each topic partition on  in Kafka.

Replication ensures that messages are available in the event of failures or maintenance.

NOTE

Main storage concepts and core components of Kafka are described in the  article.

The principles and algorithms of interaction between Kafka and ZooKeeper are described in the  article.

Storage concepts in Kafka

Leader election in ZooKeeper

brokers

Replication factor in Kafka

followers

Leader election

command line

Kafka Streams

Mirror Maker 2

Replica synchronization

exactly once

messaging model

The success criterion for writing a message as a whole is determined by the min.insync.replicas parameter — the minimum number of replicas that must confirm the write (can also be

set and changed for each topic individually using the min.insync.replicas) parameter. Only when this parameter is reached, the leader transmits data about the recorded partition

(metadata) and about the created ISRs to the controller.

Recommendations for configuring replication settings

Replication factor

Number of topic partitions

Synchronized replicas

exactly once

Additional features

Starting with Apache Kafka 2.4, you can configure consumers to read from nearby synchronized replicas.

Configure replication

Configure a cluster

adding installing replication factor number of partitions configuration

min.insync.replicas

Restart

Configure a topic

replication factor

created

An example of replication factor and min.insync.replicas parameters configuration for an existing topic via the command line

$ /usr/lib/kafka/bin/kafka-topics․sh --create --topic new-topic --replication-factor 3 --config min․insync․replicas=2 --
bootstrap-server localhost:9092

NOTE

For information about the basic principles of working with Kafka, refer to the  article.Quick start with Kafka
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The main characteristic of KRaft is the absence of an intermediary service, which entails the following advantages:

Fast and efficient metadata storage and distribution — updates are sent directly to the controller quorum, eliminating an additional transmission node (ZooKeeper).

Brokers and controllers can store metadata locally in their cache and access it without using a connection to an external service.

Reducing delays when broker stops their work.

It is expected that the KRaft protocol will significantly increase the limit on the number of partitions for one node and an entire cluster.

The main concept of KRaft is based on the creation of a controller quorum — a set of specialized brokers that are responsible for storing and timely updating cluster metadata.

Controller quorum in KRaft

Controllers that are not the leader store an exact copy of the topic with metadata as  and have the right to vote for the new leader epoch. As a result of the

elections, each of these voters can become a leader.

The active controller also monitors the state of all controllers and brokers using timeouts and heartbeat messages sent by brokers. When a broker stops, the leader redistributes

partitions to other brokers and updates information about them in the metadata topic.

In addition to the process.roles  parameter, the following parameters must be defined for Kafka cluster brokers configured to work in KRaft mode:

controller.quorum.voters.roles — addresses of nodes participating in the controller quorum.

node.id — a node ID, must be a unique integer and is assigned during installation/extension. Cannot be the same as the ID of any other broker or controller in the cluster.

controller.listener.names — a comma-separated list of listener names used by the controller. When communicating with a controller quorum, a broker in KRaft mode will always use

the first listener in this list.

metadata.log.dir — a directory for storing cluster metadata. The directory name must not be the same as any broker directory; the default is /kafka-meta.

The Raft and  (used in ZooKeeper) consensus algorithms have the following conceptual similarities:

the only leader responsible for data processing at any time;

separate processes for leader elections and log replication;

general focus on ensuring data consistency in distributed systems.

The Raft architecture has a simpler implementation, in which the following roles are allocated for the operation of nodes:

Leader of the cluster, which processes client requests and controls data replication.

Candidate trying to become a leader.

Follower recording messages and processing requests from the leader and candidates.

The leader is chosen randomly on the first run, and the remaining nodes start as followers.

The leader monitors the health of followers using timeouts and periodic heartbeats, and also sends its heartbeats with or without messages (if any).

If a follower does not receive heartbeats from the leader during the timeout, it becomes a leader candidate. Each candidate sends a request for leadership to the others and accepts the

same requests from the others. The candidate who receives the most votes becomes the leader. The leader is selected for a period, the called term. The term is identified as epoch — a

number that i incremented with each new leader.

The leader sends a request to all followers to add a new record and considers the transaction successful only after receiving confirmation of the message record from the majority of

nodes.

Messages are always added sequentially.

If an external client connects to the cluster through a follower, the request is still forwarded to the leader.

Additionally, the KRaft protocol introduces a method for storing metadata based on the Kafka log replication protocol, where  is used. The basic principle is that each

cluster broker strives to store a replica of the metadata topic and does not require a connection to ZooKeeper to obtain the state of the cluster (topic partition leaders, new brokers,

etc.), and therefore does not require latency and a significant amount of memory, since the process of storing metadata in the log is part of the operation of the Kafka algorithms.

Each new  or  that joins the cluster requests a copy of the internal topic  and creates a replica of it, simultaneously caching the topic data, i.e. saves

data about the complete state of the cluster.

If the broker starts after a failure, it reads the most recent changes available in its metadata cache. After that, it queries the active controller for events that have occurred since the last

update in __cluster_metadata  and in response receives the latest changes in the form of snapshots of the cluster state.

For Kafka running in KRaft mode,  is tracked and taken into account by the leader for the total number of metadata topic replicas (not just for ISR replicas, as in regular Kafka).

The HWM cannot be increased until all messages written by the leader have been stored by a majority of the replicas. If there is a change of leader, the epoch increases. To reconcile

their logs with the leader, followers send a request containing the last offset and the last epoch during which messages were recorded.

Based on such requests, the leader monitors the performance of brokers and in response sends information about the new epoch and the last offset. Next, the replicas catch up with

the leader or cut off their log to the HWM transmitted by the leader. After a majority of brokers confirm the last offset entry, the HWM is incremented. After the log is truncated, the

follower can continue to replicate any new messages from the leader.

Starting from ADS version ,  is available via the ADCM interface. This method automatically sets the necessary parameters for

brokers.
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Kafka Raft (KRaft) is a protocol based on the  consensus algorithm that manages Kafka cluster metadata. KRaft organizes the storage of information about the cluster

configuration, ensures synchronization of Kafka brokers during data replication without using leader election and metadata storage mechanisms provided by .

Raft

ZooKeeper

NOTE

The ability to enable KRaft mode has been available since Kafka version 3.6.2.

KRaft benefits

Controller quorum

For controller assignment in Kafka the process.roles parameter with the controller  value is used.

The controller quorum only serves the internal __cluster_metadata  topic with Kafka metadata. The topic contains one partition, which records all information about the current

state of Kafka brokers, topics, and partitions. The leader of the partition — active controller — is selected based on the Raft consensus algorithm by voting for the leader epoch. The

active controller is responsible for writing metadata changes to the __cluster_metadata  topic.

in-sync replicas (ISR)

Brokers whose process.roles parameter is set to broker  cannot vote for the leader epoch, they are observers. Observers work like regular Kafka brokers, but they store a copy of the

__cluster_metadata  topic, each time rewriting the cluster metadata state into their own cache whenever the topic changes.

To coordinate replicas, the high water mark (HWM) marker is used — the largest offset in the log that was written to all ISRs. Followers cache its value and update it whenever the

leader’s log changes, thus maintaining a consistent state of the cluster. When a leader changes, all follower partitions truncate their logs to the HWM recorded by the new leader, and all

messages above the HWM become unreadable. After the log is truncated, the follower can continue to replicate any new messages from the leader. Once all new messages are

replicated to a majority of nodes, the HWM is increased.

Raft algorithm

Overview

ZAB
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Message replication

KRaft

controller quorum

Metadata management
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broker controller __cluster_metadata

Metadata replication

HWM

KRaft in ADS

3.6.2.2.b1 installation of the Kafka service in KRaft mode

CAUTION

The KRaft protocol for Kafka is in technical preview and is not recommended for use in a production environment. Arenadata encourages you to explore this

feature in non-production environments and provide feedback on your experience as appropriate.

For clusters where Kafka service is used together with ZooKeeper,  can be performed.

There is no possibility to migrate from KRaft to ZooKeeper.

For ADS cluster where  is planned, ZooKeeper service installation is not required.

migration to KRaft mode

installation of Kafka service in KRaft mode
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Possibility of long-term data storage in external storages.

Reducing the amount of data on Kafka brokers, and therefore the amount of data that needs to be copied during recovery and rebalancing.

Simplification of the operation of large Kafka clusters with long-term data storage.

Tiered Storage architecture

RemoteLogManager is an internal component that runs on each Kafka broker. Through it, the broker interacts with remote segments. RemoteLogManager does not have a public API.

The ReplicaManager persistent component that manages partition replicas calls RemoteLogManager to manage the partitions.

And RemoteLogManager, in turn, passes the command to copy segments to storage or delete them to the RemoteStorageManager component and maintains the corresponding

remote segment metadata for RemoteLogMetadataManager.

RemoteStorageManager is an interface that provides the life cycle of remote log segments and indexes.

Remote Log Metadata Manager is an interface that provides the life cycle of remote log segment metadata with strictly consistent semantics. There is a default implementation that

uses the internal topic __remote_log_metadata . Users can plug in their own implementation if they intend to use a different system to store remote segment metadata.

Once enabled for a specific topic, the option cannot be disabled.

The option cannot be used for topics in which the cleanup policy is set to .

For an existing topic, it is not possible to migrate segments back to local brokers, increasing the local data storage time.

Cannot be used with a disk array (JBOD) as a local broker.

The Tiered Storage option in ADS is based on the Aiven implementation, which adds the following capabilities to the built-in Kafka RemoteStorageManager:

Segment compression using the chunking mechanism — dividing the original segments into parts and compressing them before sending them to storage.

Segment encryption with key rotation support.

Optimization of the number of accesses to remote storage.

Abstraction of remote storage in the form of a StorageBackend — a container of byte arrays based on key/value messages.

Additionally, ADS implements support for HDFS as remote storage, for which StorageBackend has been developed based on the Aiven solution, providing:

Support for configuration XML files.

Support for authentication via Kerberos.

HDFS client metrics export.

The Tiered Storage option is configured in the /etc/kafka/conf/server.properties configuration file and consists of several blocks of parameters:

Enabling the Tiered Storage option using broker remote.log.storage.system.enable or topic remote.storage.enable parameters.

Configuring Remote Manager components.

Setting up the storage backend.

Configuring the chunking cache — if supported in the storage backend.
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Kafka Tiered Storage is an option that enables a tiered way of the  in a Kafka cluster, available since Kafka version 3.6.0.

After the option  in Kafka, two levels are set for storage:

Local level — local disks of Kafka brokers, storing log  in the same way as regular Kafka .

Remote level — file storage systems (like HDFS or S3) on which closed log segments are stored.

Kafka Tiered Storage

The , which uses threads managed via special , copies all closed segments to the storage (the period after which closed segments are

sent to the external storage is determined using the remote.log.manager.task.interval.ms broker parameter). Next, the leader saves and publishes a link containing indexes and

metadata of the remote segment — a closed segment stored in the storage (leader epoch, producer, offset, and data about the storage of the segment in the storage). Closed segments

are removed from the broker when the local retention time expires (local.retention.ms) or when the maximum local storage size is reached (local.retention.bytes).

Followers, seeking to become , replicate data written to the leader, while caching links to remote segments.

Writing and deleting messages are idempotent processes and are performed as transactions.

The interaction of producers and consumers with Kafka brokers does not change after enabling the Tiered Storage option. Messages are written to active segments located at the local

level, and for each consumer request to read a message from the remote level, a separate thread is created, which is served by , as well as threads for

writing segments to storage.

data storage

activation

segments brokers

partition leader Remote Manager components

ISR

Remote Manager components

Benefits of Tiered Storage

Tiered Storage architecture

After activating the Tiered Storage option, the components responsible for managing remote segments are launched on the Kafka broker.

Tiered Storage limitations

compact

Kafka Tiered Storage in ADS

Tiered Storage configuration

NOTE

Configuring Tiered Storage in ADS using the ADCM interface is described in the  article.Configure and use Kafka Tiered Storage
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https://github.com/Aiven-Open/tiered-storage-for-apache-kafka
https://docs.arenadata.io/en/ADH/current/concept/hdfs-core.html
https://kafka.apache.org/36/documentation.html#brokerconfigs_remote.log.storage.system.enable
https://kafka.apache.org/36/documentation.html#topicconfigs_remote.storage.enable
https://cwiki.apache.org/confluence/pages/viewpage.action?pageId=97554472#KIP405:KafkaTieredStorage-Configs.1
https://cwiki.apache.org/confluence/pages/viewpage.action?pageId=97554472#KIP405:KafkaTieredStorage-1.RemoteLogManager(RLM)ThreadPool
https://kafka.apache.org/documentation/#brokerconfigs_remote.log.manager.task.interval.ms
https://kafka.apache.org/36/documentation.html#topicconfigs_local.retention.ms
https://kafka.apache.org/36/documentation.html#topicconfigs_local.retention.bytes
https://cwiki.apache.org/confluence/pages/viewpage.action?pageId=97554472#KIP405:KafkaTieredStorage-FollowerReplication
https://cwiki.apache.org/confluence/pages/viewpage.action?pageId=97554472#KIP405:KafkaTieredStorage-2.RemoteStorageFetcherThreadPool
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Kafka and traditional TLS

When a connection is established between a client (consumer) and a Kafka broker after a TLS handshake, the user space application makes a read  system call. The file descriptor,

pointer to the application buffer, and other data to be read are then passed to the kernel. The data is copied through the kernel buffer to the application buffer, encrypted (in the user

space), and, using the write  system call, written to the network card buffer (in the kernel space) file descriptor, data buffer, and number of bytes to write, and sent to the consumer.

Disadvantages:

Each data packet is copied twice between the kernel and user space, causing delays due to additional operations and switches between the kernel and user space.

High CPU load due to encryption being performed in software mode.

Kafka and kTLS

When a connection is established between a client (consumer) and a Kafka broker, after a TLS handshake (which is still done in user space), the application makes a sendfile
system call, which copies the data between two file descriptors, i.e. the data is copied directly from the kernel cache to the NIC buffer.

To perform data encryption in the kernel space, a special TLS socket file descriptor (KTLS) is created, where information about session keys, identifiers, and data encryption is extracted

from the TLS library. Data is encrypted directly in the kernel before being sent to the network.

Encrypted data is decrypted in the kernel before being passed to user space, if so requested by the application.

Advantages:

Enforce the zero-copy principle — the sendfile  system call copies data between one file descriptor and another one immediately within the kernel, instead of a combination of

read  and write  calls that perform data transfer to and from user space. This reduces the load on the processor and improves performance and efficiency, which is especially

important when transferring large amounts of data.

Reduced CPU load by offloading encryption/decryption operations to the kernel.

Improved throughput and reduced latency when transmitting data over secure channels.

Transparent integration with existing TLS libraries (e.g. OpenSSL) via the kernel API.

To Table of Contents

Kafka with TLS

Kafka and kTLS

Kernel TLS (kTLS) — implementation of the TLS protocol based on the transfer of some operations, including encryption and decryption, to the Linux kernel level, which reduces the load

on the processor and improves performance.

Kafka supports kTLS starting with ADS .

The following describes how a Kafka consumer and broker interact when using  and when using .

Key concepts used to describe:

Transport layer security (TLS) is a cryptographic protocol that provides secure data transfer over a network when exchanging data between two applications. It is an improved

version of the secure sockets layer (SSL) protocol.

Kernel space is a memory area reserved for the operating system kernel, its extensions, and device drivers.

User space is the address space of the operating system’s virtual memory intended for user programs, separated from the kernel space to ensure system security and stability.

TLS handshake is the interaction between a client and a server when connecting. During the handshake, the TLS version used, the ciphers used, the keys are exchanged and the

signatures of the SSL certification center are verified, and session keys are generated for using symmetric encryption.

Network interface controller (NIC) is a hardware device for interacting with a network.

NIC buffer is a memory area used by the network card for temporary storage of data during reception and transmission.

Socket is an abstraction in Linux for exchanging data between processes or devices. In the Linux kernel, sockets are implemented as data structures that allow the system to

handle network operations without directly accessing the hardware details.

File descriptor is a natural number (identifier) assigned to a specific input/output stream.

3.9.0.1.b1

traditional TLS kTLS

Kafka with TLS

Kafka and kTLS

IMPORTANT

To support kTLS, you need an operating system kernel version 5.9 or higher. kTLS mode is enabled by default. However, if your kernel version is lower than

required, you will be rolled back to the default mode.
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Cruise Control overview
Olga Semme

Contents

Cruise Control is a tool designed for managing high-load Kafka clusters or clusters with a large number of hosts, allowing for the assessment of broker states as well as performing

load balancing.

Working with Cruise Control in ADS is available starting with .

Cruise Control architecture

Load Monitor collects metrics from the topic and creates Cluster Load Model, which Analyzer uses to generate a proposal for optimization based on the goals set by the user, while

Anomaly Detector identifies anomalies that can be corrected during the cluster’s self-healing.

Cluster Load Model is a software model reflecting the current distribution of cluster replicas with granularity of load data for various resources.

The user can obtain a generated proposal by making a GET  request to the Cruise Control REST API, and using a POST  request to initiate the rebalance of the Kafka cluster. Before

launching the rebalance, the user can edit the goals and/or configure the cluster’s self-healing if necessary.

Executor is responsible for implementing the optimization proposals received from the analyzer.

The load metrics processed by the monitor are also sent to the connected storage, where they are saved for cluster recovery. In ADS, these are special topics in the Kafka cluster

(defined by the *.metric.sample.store.topic  parameters). When Cruise Control is restarted, it will load metrics from this storage to populate the load monitor.

Below are the detailed descriptions of the Cruise Control components.

To create Cluster Load Model within Load Monitor, an up-to-date Metrics Sampler is used in conjunction with the cluster’s metadata.

Load Monitor architecture

Metrics for all partitions of the Kafka cluster are assigned to special threads called Metric Fetcher Threads using Partition Assignor, which provides:

the same number of partition metrics for all threads;

assignment of partition metrics of one topic to one thread.

Threads are part of various Sampling Tasks.

There are three types of sampling tasks:

Metric Sampling Task

Bootstrap Task

Linear Model Training Task

Tasks are coordinated using the Metric Fetcher Manager module. It creates a certain number of threads to execute each task.

All metric samplers are organized using the Metric Sample Aggregator module. Each metric sampler is placed in load window according to the timestamp of the sample.

Load Window is the aggregated information about metrics for a specified time interval (time window). Such an interval (window) is defined by the parameter

partition.metrics.window.ms  ( broker.metrics.window.ms  for Kafka broker metrics).

The number of supported windows is determined by the num.partition.metrics.windows  parameter ( num.broker.metrics.window  for Kafka broker metrics).

For example, if the time window is 1 hour and the user has configured storage for 168 windows, Cruise Control will store hourly load information for 7 days.

The number of samples in a single load window is determined by the metric.sampling.interval.ms  parameter.

For example, if a user specifies a time window of 1 hour and a sampling interval of 5 minutes, each window should contain 12 metric samples.

Using the parameter min.samples.per.partition.metrics.window , the user can define the minimum number of samples in each window at which these samples will be

included in Cluster Load Model.

When requested, Metric Sample Aggregator returns all aggregated data of the load window — workload snapshot in the Load Monitor as part of Cluster Load Model.

Analyzer generates proposals based on user-defined optimization goals and Cluster Load Model obtained from Load Monitor.

The proposal is an optimization plan for rebalancing the Kafka cluster. It describes a series of actions aimed at improving resource utilization in the cluster and balancing the load

among brokers, such as redistributing partitions and leader elections.

A hard goal is a goal that must be achieved. Such goals should be placed in the hard.goals  list.

A soft goal is a goal that may not be achieved if it allows all hard goals to be reached.

There is a set of goals that the user can add and remove from the goals  list to get the expected balancing result. Users can create their own goals and add them to Cruise Control.

Below is a description of all existing goals.

Goals description

Goal Description

BrokerSetAwareGoal BrokerSet — a subset of brokers in the cluster. This goal limits the movement of replicas within the

BrokerSet

RackAwareGoal The goal ensures that all replicas of each partition are assigned with regard to the rack

RackAwareDistributionGoal The goal allows placing multiple replicas of a partition in one rack, providing that the replicas of each

partition are perfectly evenly distributed across the racks

ReplicaCapacityGoal When this goal is set, the system will try to ensure that the number of replicas of all brokers in the cluster is

lower than the specified value

DiskCapacityGoal The goal guarantees that the use of disk resources will be below the specified threshold. This goal will be

achieved if the rebalance_disk  parameter in the balancing request is set to true

NetworkInboundCapacityGoal The goal ensures that the volume of the incoming network used by each broker is below the established

threshold. The volume is set using the network.inbound.capacity.threshold  parameter in

cruisecontrol.properties

NetworkOutboundCapacityGoal The goal ensures that the volume of the outgoing network used by each broker is below the established

threshold. The volume is set using the parameter network.outbound.capacity.threshold  in

cruisecontrol.properties

CpuCapacityGoal The goal ensures that CPU load on each broker is below the set threshold; it is set using the

cpu.capacity.threshold  parameter in cruisecontrol.properties

ReplicaDistributionGoal When this goal is set, the system will try to ensure that all brokers in the cluster have the same number of

replicas

PotentialNwOutGoal The goal ensures that the potential output capacity of the network (when all replicas become leaders) on

each broker does not exceed the outgoing bandwidth of the broker’s network

DiskUsageDistributionGoal When this goal is set, the system will try to ensure that the usage spread among all disks within a broker is

kept within a certain range. This goal will be achieved if the rebalance_disk  parameter in the rebalance

request is set to true

NetworkInboundUsageDistributionGoal When this goal is set, the system will try to ensure that the distribution of incoming network traffic among

all brokers is even

NetworkOutboundUsageDistributionGoal When this goal is set, the system will try to ensure that the distribution of outgoing network traffic among

all brokers is even

CpuUsageDistributionGoal When setting this goal, the system will try to ensure that the CPU utilization variance among all brokers is

uniform

TopicReplicaDistributionGoal A goal that ensures the even distribution of replicas of a single topic across the entire cluster

LeaderReplicaDistributionGoal The goal that ensures an even distribution of leader replicas across all brokers in the cluster

LeaderBytesInDistributionGoal When this goal is set, the system will try to ensure that the incoming network traffic to the leaders of the

partitions in the cluster is balanced

KafkaAssignerDiskUsageDistributionGoal The goal that ensures the assignment of all replicas of each partition taking into account the rack

KafkaAssignerEvenRackAwareGoal When setting this goal, the system will attempt to ensure an equal number of replicas on all brokers in the

cluster

PreferredLeaderElectionGoal When this goal is set, the system will try to make the first response in the list of responses the leading

response for all partitions of the topic

Anomaly Detector detects various anomalies and, after self-healing is enabled (using the self.healing.enabled  parameter), initiates an attempt to automatically fix certain types

of failures. The goals used for self-healing are specified in the self.healing.goals  list.

The anomalies are described below.

Anomaly description

Anomaly Description

Broker failures A failure of a non-empty broker or exit from the cluster. This leads to the emergence of offline replicas/under-replicated

partitions. In this case, Cruise Control sends a notification, and if self-healing is enabled for this type of anomaly, Cruise

Control initiates an operation to relocate all offline replicas to other functioning brokers in the cluster. Since this can also

occur during normal cluster failures, the anomaly detector provides a configurable grace period before before the

notification is triggered and the cluster is restored.

The anomaly detector provides a customizable grace period before the notification is triggered and the cluster is

restored.

Goal violations The optimization goal is violated. In this case, Cruise Control will send a notification, and if self-healing is enabled for this

type of anomaly, Cruise Control will proactively try to remedy the goal violation by automatically analyzing the load and

implementing optimization proposals

Disk failure The failure of one of the non-empty disks. Note that this is only related to the Kafka broker operating on JBOD. In this

case, Cruise Control will send a notification, and if self-healing is enabled for this type of anomaly, Cruise Control will

initiate the operation to move all standalone replicas to other operational brokers in the cluster

Metric anomaly One of the metrics collected by Cruise Control detects an anomaly (for example, a sharp increase in log cleanup time

metric). In this case, Cruise Control sends a notification. Currently, there is no standardized self-recovery operation for

metric anomalies, as different metric anomalies require different remediation methods. A user can define their own

anomaly and remediation operation by implementing their own MetricAnomaly and MetricAnomalyFinder

Topic anomaly One or several topics in the cluster violate user-defined properties (for example, some disk partitions are too large). In

this case, Cruise Control will send a notification. Currently, there is no standardized self-recovery operation for topics'

anomalies, as different anomalies in topics require different correction methods. The user can define their own anomaly

and correction operation by implementing their own TopicAnomaly and TopicAnomalyFinder methods

Executor is responsible for executing optimization proposals received from the analyzer. The executor can be interrupted while executing proposals. The executor ensures that the

execution is resource-aware and does not overload any broker. Some parameters can control partition movements during rebalancing, such as

num.concurrent.partition.movements.per.broker  or max.num.cluster.partition.movements .

To Table of Contents
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Load Monitor

Analyzer

Anomaly Detector

Executor

Architecture

3.9.0.1.b1

The Metrics Reporter interface collects metrics from the Kafka broker via JMX and stores them in a topic defined by the metric.reporter.topic  parameter.

Load Monitor

Analyzer

Cruise Control allows you to set hard and soft goals.

Anomaly Detector

Executor

NOTE

For information on the installation, configuration, and use of Cruise Control in ADS, refer to the  article.Cruise Control usage example
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Kafka Connect — a tool for scalable and reliable data streaming between Apache Kafka and other data systems. Kafka Connect works by creating special connectors that move data to

Kafka or vice versa.

Kafka Connect features

The main benefits of Kafka Connect are listed below:

Copying data (creating connectors, managing them) is performed using the REST interface.

Ample scalability: changing the number of workers, connecting new connectors to existing platforms, managing the number of running tasks.

Automatic control of data offsets during connector operation.

Wide selection of existing connector plugins, as well as the ability to create your own to suit the needs of your system.

Integration of streaming/batch data processing.

The Kafka Connect architecture is described below for the case when data transfer from an external system (source) to Kafka is required. To perform data copying, the 

 is launched in the Kafka Connect cluster with two Kafka Connect worker components and two tasks created by the connector.

Kafka Connect architecture

A Kafka Connect cluster consists of several .

To create a , you can send a request to the REST API of any of the workers. The created connector connects to the data storage, creates the required (specified in the

connector configuration) number of  and evenly divides the volume of copied data between them. After creating a connector, workers (cluster members) launch the created tasks,

and also evenly rebalance all created connectors and tasks so that each worker has an equal load.

The data copied by each task can be modified as the data passes through Kafka Connect using the  module. The required data transformations are specified

in the connector configuration upon creation.

As data passes through Kafka Connect, it is serialized using a special  before being written to Kafka. The converter type can be specified for the entire Kafka Connect service,

as well as for each specific connector.

Worker is a container that launches connectors and tasks. Each worker is a Java process running inside the JVM.

A worker can function in two modes:

Standalone mode — Kafka Connect operating mode when only one worker is used. In this case, all data about connectors is stored inside Kafka Connect. Offline mode has limited

functionality and lacks fault tolerance.

Distributed mode — Kafka Connect operating mode in which several workers are used. To combine several workers into a cluster, use the group.id parameter.

In this mode, the REST API of each worker is used to create, configure, and manage connectors. Requests can be sent to any member of the cluster.

In distributed mode, workers perform the following functions:

Processing REST requests to create and configure connectors using special connector plugins.

Recording and storing data about connectors in special Kafka topics, defined by the following parameters:

config.storage.topic — the name of the topic that stores connector settings.

offset.storage.topic — the name of the topic that stores offsets for data already processed by connectors. This is described in more detail below in the description of the 

architecture.

status.storage.topic — the name of the topic that stores information about the state of connectors.

To write data to the Kafka broker, workers use the Kafka API.

Management of connectors and tasks.

Ensuring scalability and automatic fault tolerance for Kafka Connect:

when adding workers, tasks are redistributed among all workers;

when the number of workers is reduced (managed or in case of failure), tasks are rebalanced between available workers.

The Kafka Connect worker settings for the distributed mode are set in the connect-distributed.properties configuration file.

The figure below shows an example of task distribution among several workers and the interaction of the worker with Kafka.

Kafka Connect workers

A connector instance is a logical job that copies messages from an input stream to an output stream, with a Kafka topic (or multiple topics) being the data source or copying

destination. Depending on what Kafka is in this process, the type of connector is determined:

Source connector is a connector that interacts with the API of the data source system, retrieves data and data schema, and passes it to Kafka. Such connectors can ingest entire

databases and write new data to Kafka topics when tables are updated.

Sink connector is a connector that accepts data from Kafka and writes it to the target system using its API. Such connectors can deliver data from Kafka topics to systems such as

Elasticsearch or Hadoop.

The figure below shows the process of creating a connector instance.

Creating a connector instance

 creates and launches a connector instance based on a REST request. To create a connector, you need the following:

Connector plugin is a JAR file containing executable Java class files. Connector plugins do not read or write messages to Kafka, but rather provide an interface architecture

between Kafka and the external system. The location where plugins are stored is determined by the Kafka Connect parameter plugin.path.

Classes that the plugin should contain:

Connector class — a connector class based on the SourceConnector or SinkConnector interface, used to create the connector instance itself.

Task class — a task class based on the SourceTask or SinkTask interface is used to create the  instance. The methods used in these classes ensure that the connector

instance interacts with Kafka via the Kafka API (they write or read messages).

set of connector configuration parameters — parameters of source connector or sink connector, indicating the source and purpose of data copying, the number of tasks,

serialization and conversion parameters, etc.

The connector instance does:

monitors input data for changes and notifies the Kafka Connect runtime of this to run tasks;

creates the required number of task instances and divides the work of copying data between tasks;

receives settings for tasks from performers.

The minimum parameters that must be provided in the request to successfully create a connector are:

name — the unique name of the connector. This name must not be repeated for connectors created in this cluster.

connector.class — the name of the connector class.

tasks.max — the maximum number of threads (tasks) in which the connector can run (default is 1 ).

Kafka Connect REST API

Each Kafka Connect worker provides its own REST API for requests to create connectors and manage connectors and tasks.

For example, a request to create a simple FileStreamSource connector (copies data from a local file to a Kafka topic) might look like this:

where @source.json  is a file that contains all the parameters describing the connector in JSON format:

ksqlDB

In the ksqlDB environment, connectors are created using special CREATE CONNECTOR operators. For example, the command to create a Debezium connector to communicate

with Postgres looks like this:

ADS Control

For ADS, it is possible to create connectors via the Kafka Connects page of the ADS Control user interface.

The following plugins are available for use:

MirrorCheckpointConnector, MirrorHeartbeatConnector, MirrorSourceConnector — connectors designed for replication of topics via the  mechanism. For

information on creating these connectors using ADS Control, see Mirror Maker 2 in ADS Control.

PostgreSQL — Debezium connector for PostgreSQL Server.

MS SQL — Debezium connector for MS SQL Server.

Iceberg Sink Connector — connector for writing data from Kafka to Iceberg tables.

Task is an implementation of data copying between the external system and Kafka. Each task instance is created inside a connector instance using a special  and parameters

set when creating the connector.

Each task runs in its own Java thread.

The figure below shows how data flows through the source task in Kafka Connect.

Kafka Connect task

A task instance (SourceTask) for each record creates an instance of the SourceRecord class, which transmits a message (key, value) to the Kafka Connect platform (worker) for writing

to Kafka, while performing all transformations (if necessary) and serialization for the message.

The record instance transmits to the worker, via special fields, information about where the data is stored in Kafka (topic, kafkaPartition) and can also transmit data about the record

source via the sourcePartition  method (passes the record source, for example, file name, table name, etc.) and sourceOffset  method (passes the position of

sourcePartition ). This data can be used to resume copying data from the source in a previous location in case of failures or restarts for maintenance.

The message and offset data sent by SourceRecord to the worker are recorded by the worker in Kafka topics using the Kafka API.

The tasks themselves have no state stored in them. The task status is stored in special Kafka topics defined by the config.storage.topic and status.storage.topic parameters, and is

managed by the corresponding connector. Tasks can be started, stopped, or restarted at any time using the worker’s REST API.

Converter is a ready-made component that converts data formats. Converters provide a mechanism for converting data from the internal data types used by Kafka Connect to data

types exposed as AVRO, PROTOBUF, or JSON Schema.

Converters do:

serialization and deserialization of data, connecting serializers and deserializers from Kafka client libraries;

saving and retrieving AVRO, PROTOBUF, or JSON schemas from Schema Registry;

interaction of the connector with the Schema Registry service for saving and retrieving schemas.

The converter class is specified in the configuration parameters of the Kafka Connect workers:

key.converter

value.converter

Also, the converter class can be defined separately for each connector during creation.

The figure below shows how data is serialized when using the source connector.

Kafka Connect converter

When connecting for the first time, connectors create schemas for incoming data and use a converter to register the schema in the Schema Registry. During the process of copying

data, converters extract the desired schema and serialize the data before writing it to a Kafka topic.

The single message transform (SMT) module is a ready-made component with simple logic for changing a single message.

SMT transformations are optional and are used to modify data before it is written to Kafka, and to modify data read from Kafka before it is written to the sink.

The necessary parameters for SMT conversion are configured using the transforms configuration parameter.

Examples of using SMT transformations:

Removing fields from ingest data, such as personally identifiable information (PII), if specified by system requirements.

Adding metadata information such as provenance to data received through Kafka Connect.

Changing field data types.

Changing topic title to include timestamp.

Renaming fields.

For more complex transformations, such as aggregation or merging with other topics, it is recommended to use stream processing in ksqlDB or Kafka Streams.

Possible error handling options are described below:

Fail fast is an error handling strategy in which any error during the operation of the Kafka Connect task and connectors causes the connector to fail.

This strategy is configured by default using the errors.tolerance connector parameter if its value is none . When the parameter value is all , if an error occurs, the connector

continues to work. In this case, there are two possible scenarios for dealing with errors: ignoring errors and redirecting problematic records to the dead letter queue.

Dead letter queue is a queue of undelivered messages, a storage place for messages during the processing of which an error occurred. Undelivered messages are recorded in a

special log.

The dead letter queue is configured using the following parameters:

errors.log.enable — if the parameter value is true , problematic entries that cause an error are written to a special log.

errors.log.include.messages — if the parameter value is true , problematic entries that cause an error are written to a special log. At the same time, metadata will also be

registered for records (for the sink connector: the topic, partition, offset, and timestamp; for the source connector: the key and value (and their schemes), all headers, as well as the

timestamp, Kafka topic, Kafka partition, source partition, and source offset).

After  and  of the Kafka Connect service as part of an ADS cluster, you can connect to Kafka Connect using the host where the Kafka Connect Worker component is

located, and the port specified as the rest.port parameter (default 8083 ) in the connect-distributed.properties group on the  page of the Kafka Connect service.

Information about the Kafka Connect service in the ADCM interface

In ADS, the Kafka Connect service can be installed only after installing the Kafka service. After installing Kafka Connect, the bootstrap.servers  parameter in the /etc/kafka-

connect/config/connect-distributed.properties configuration file is automatically set to communicate with the Kafka broker, as well as other options for interaction between Kafka and

Kafka Connect (for example, for internal Kafka Connect topics created in Kafka).

The Schema Registry service, installed in ADS simultaneously with the Kafka Connect service, provides the ability to convert data from internal data types used by Kafka Connect into

data in AVRO, PROTOBUF, or JSON format and vice versa.

For example, to work with data in AVRO format in the connect-distributed.properties configuration file, you should set a special AvroConverter as the key.converter  and/or

value.converter  parameter, as well as for the key.converter.schema.registry parameter.url  and/or value.converter.schema.registry.url  set the

Schema Registry server URL.

The ksqlDB service, installed in ADS simultaneously with the Kafka Connect service, provides the ability to manage Kafka Connect connectors. Configuring the interaction between two

services is performed on the side of the ksqlDB service. For more information, see .

Configuring Kafka Connect parameters in the ADCM interface is performed on the  page of the Kafka Connect service.

To configure the parameters of the /etc/kafka-connect/config/connect-distributed.properties configuration file, set the Show advanced switch to active, expand the connect-

distributed.properties node and enter new values   for the parameters. To change Kafka Connect parameters that are not available in the ADCM interface, use the Add key,value field.

Select Add property and enter the name of the parameter and its value.

After changing the parameters using the ADCM interface, restart the Kafka Connect service. To do this, apply the  action by clicking in the Actions column.
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Below are examples of creating a connector using several technologies.

$ curl -X POST --data-binary "@source․json" -H "Content-Type: application/json" httр://localhost:8083/connectors | jq

{
    "name":"FileStream-Kafka",
    "config": {
        "connector․class": "FileStreamSource",
        "file": "/data/source․csv",
        "topic": "data"
    }
}

 CREATE SOURCE CONNECTOR `debezium` WITH (
    'connector․class' = 'io․debezium․connector․postgresql․PostgresConnector',
    'database․hostname' = 'postgres',
    'database․port' = '5432',
    'database․user' = 'postgres',
    'database․password' = 'password',
    'database․dbname' = 'postgres',
    'database․server․name' = 'postgres',
    'table․whitelist' = 'public․customers',
    'topic․prefix' = 'postgres',
    'transforms' = 'unwrap',
    'transforms․unwrap․type' = 'io․debezium․transforms․ExtractNewRecordState',
    'transforms․unwrap․drop․tombstones' = 'false',
    'transforms․unwrap․delete․handling․mode' = 'rewrite',
    'plugin․name' = 'pgoutput',
    'tasks․max' = '1'
 );
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Debezium is a distributed open source platform based on the change data capture (CDC) pattern.

The Debezium connector collects changes in databases and transmits them to external applications.

Debezium is used by external applications to record and process data changes in the DBMS: insertion, update, and deletion events.

The figure below shows the capabilities of the Debezium platform.

Debezium features

Debezium connectors can be launched using the following methods:

Via , using Debezium ready plugins to create connectors. In this case, all changes are written to Kafka topics. This method is recommended if the system uses event

streaming to/from Kafka to bypass third-party intermediaries.

Using Debezium server — a ready-made application that transmits change events from the source database to various messaging infrastructures.

Using Debezium engine, which allows you to embed Debezium connectors directly into the application space using a special module debezium-api. At the same time, there is no

such level of fault tolerance and reliability as when using the Kafka Connect service, but there are no intermediaries such as Kafka brokers and the Kafka Connect service.

The figure below shows what the architecture of a change data capture pipeline looks like using the Debezium connector, for example, when transferring events from a PostgreSQL

server to any database that supports JBDC.

Change data capture architecture based on Debezium

The Debezium connector, created with , writes change events from PostgreSQL to a Kafka topic whose default name consists of a user-specified prefix, the database

schema name, and the table name from which changes are collected. Once change event records are stored in Kafka, the various sinks created by Kafka Connect can push the records

to other databases and data stores.

Debezium provides a set of connectors for transferring data to Kafka topics from various DBMS.

The following describes the functionality of the connectors available by default in ADS Control.

Capture of data changes on the PostgreSQL server is provided using a logical replication mechanism based on the write ahead log (WAL). This log is stored on disk and stores all data

change events for INSERT , UPDATE , and DELETE  queries. These changes are processed using the output plugin:

decoderbufs — plugin based on Protobuf;

pgoutput — standard logical decoding output plugin in PostgreSQL 10+, used by PostgreSQL itself for logical replication.

The Debezium connector for PostgreSQL has limitations, including those related to the PostgreSQL logical decoding function used:

DDL changes are not supported — events associated with CREATE , ALTER , DROP , TRUNCATE  requests.

If PostgreSQL is organized as a cluster, the connector can only work with the main server, and if it fails, the connector stops. After the primary server is restored, you can restart the

connector. If another PostgreSQL server has been promoted to primary, you must manually configure the connector before restarting.

The pgoutput  logic decoding output module does not capture values   for generated columns.

Currently, Debezium only supports databases with UTF-8 character encoding. A single-byte character encoding cannot correctly process strings containing extended ASCII

characters.

When the PostgreSQL connector first connects to a PostgreSQL database, it creates a consistent snapshot of each of the database schemas. The connector then streams changes

from the location where the snapshot was created.

Streaming replication parameters of the PostgreSQL server that are important for the operation of the connector are listed below:

wal_level  — to enable support for logical decoding, it must be set to logical ;

parameters affecting the number of connectors that can simultaneously access the server:

max_replication_slots  — the maximum number of replication slots that the server can support.

max_wal_senders  — the maximum number of simultaneous connections from backup servers or streaming basic backup clients.

wal_keep_size  — the maximum WAL size limit that a replication slot will keep.

Configuring PostgreSQL Server to run the Debezium connector when using the pgoutput  plugin requires a database user who has the following privileges:

REPLICATION

LOGIN

Additionally, when using the pgoutput  plugin, the user requires the following privileges:

CREATE  in the database to add publications.

SELECT  on tables to copy the original table data.

To allow the Debezium Connector for SQL Server to capture change event records for database operations, you must first enable the change data capture feature available starting with

SQL Server 2016. CDC must be enabled on the database and on each table that needs to be captured.

The connector tracks INSERT , UPDATE , and DELETE  operations at the row level and writes event records for each table to a separate Kafka topic.

When the connector first connects to an SQL Server database, it takes a consistent schema snapshot of all the tables specified in its configuration and passes it to Kafka. Next, the

connector continuously monitors changes at the row level.

Debezium connectors, like other connectors, can be created using  through Kafka Connect.

On the Kafka Connect page of the ADS Control user interface, plugins for creating some Debezium connectors for transferring data to Kafka cluster topics are available for selection

ADS, as well as the ability to control the operation of connectors:

PostgreSQL

MS SQL

The remaining connectors can be installed independently. To do this, you need to create a JAR file using the connector code downloaded from the Debezium repository and save it in

the folder, which path is specified as the plugin.path parameter in the connect-distributed.properties group on the  page of the Kafka Connect service.
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Kafka REST Proxy is a special proxy server created by Confluent. Kafka REST Proxy provides a RESTful interface to interact with Kafka clusters, that allows users to write and read

messages via HTTP/HTTPS requests.

Interaction between external systems and Kafka brokers is done by default via a specific set of  and CLI tools provided by the Java client library. Also  are supported

for some programming languages.

Kafka REST Proxy helps you overcome the limitations associated with the narrow choice of ways to interact with Kafka. Any application, including not based on the JVM, can be

configured to work with a Kafka cluster, regardless of programming language, as long as the application has the ability to send HTTP/HTTPS requests.

Kafka REST Proxy features

The main functionality of Kafka REST Proxy is listed below:

The HTTP RESTful interface allows clients to interact with Kafka using standard HTTP methods, thereby ensuring compatibility with various programming languages.

Interaction with Kafka API via a proxy server is provided:

creating and sending messages to Kafka topics in various formats;

subscription to topics and reading messages in real time;

obtaining data about the cluster and topics.

Integration with Schema Registry for creating and developing data schemas is supported.

Authentication and authorization mechanisms are supported to protect access to Kafka clusters.

The figure below shows the architecture of Kafka REST Proxy.

Kafka REST Proxy architecture

Each Kafka REST Proxy instance is a separate proxy server, which is an additional layer between the client and the Kafka broker.

The client makes an HTTP request to the Kafka REST Proxy server’s REST API using the IP address of the Kafka REST Proxy server, not the Kafka broker.

A write request is a POST  method that specifies metadata (the location where the message will be stored) and a request body with the contents of the message. A request to retrieve

data from Kafka is a GET  method specifying metadata (the location from which the message should be read).

The Kafka REST Proxy server converts received requests into Kafka API application instances (Producer API, Consumer API, or Admin API) and returns the response generated by the

application’s execution to the user.

To perform data serialization and deserialization, the Kafka REST Proxy server connects to the Schema Registry server’s REST API and writes a new one or retrieves an existing

schema.

For this purpose, special headers are used in user requests to the Kafka REST Proxy server:

Content-Type  — specifies the type of content that should be written to Kafka.

Accept  — specifies the type of content that the client can understand.

These headers indicate content type in the format used by the Schema Registry API.

For example, below is an example query that writes data to a Kafka topic and also registers a schema in the Schema Registry:

On the Kafka REST Proxy server side, authentication is configured for two connections:

Connection between client and Kafka REST Proxy server.

This connection is configured with basic HTTP authentication using a pair <username>:<password> . User authentication data is passed to the Kafka REST Proxy in the HTTP

request using the Authorization  header.

To enable mutual SSL/TLS authentication, configure:

support HTTPS for the Kafka REST Proxy server;

Kafka REST Proxy truststore for validating incoming client certificates.

Connection between Kafka REST Proxy and Kafka brokers.

If Kafka REST Proxy is used to communicate with a Kafka broker that is already configured with SASL authentication, for each Kafka REST Proxy server, you need to configure the

appropriate parameters to authenticate the Kafka REST Proxy user in Kafka.

If SSL/TLS authentication is configured for the Kafka broker, for each Kafka REST Proxy server, you need to configure the SSL parameters to authenticate the Kafka REST Proxy user

in Kafka.

When using Kafka REST Proxy in data processing systems, you should remember the following limitations:

Requests to write messages to several topics simultaneously are not supported — each HTTP request from the manufacturer can only access one topic or partition.

Most producer and consumer configuration overrides are not available using HTTP requests.

It is not possible to use different serializers for a key and a value in a message.

Requests to Kafka REST Proxy are processed using a synchronous request-response protocol. At the same time, Kafka can connect up to tens of parallel instances of Kafka REST

Proxy, which is enough for different use cases.

After  and  of the Kafka REST Proxy service as part of an ADS cluster, the request to the Kafka REST Proxy server must specify the host where the Kafka REST Proxy

component is located, and the port specified as the rest_listener_port parameter (default 8082 ) in the Main group on the  page of the Kafka REST Proxy service page.

Information about the Kafka REST Proxy service in the ADCM interface

In ADS, the Kafka REST Proxy service can be installed only after installing the Kafka service. After installing Kafka REST Proxy, the bootstrap.servers  parameter in the /etc/kafka-

rest/kafka-rest.properties configuration file is automatically set to communicate with the Kafka broker.

The Schema Registry service, installed in ADS simultaneously with the Kafka REST Proxy service, allows you to serialize and deserialize data when working with Kafka topics via the

RESTful interface. After installing both services, the schema.registry.url  parameter in the /etc/kafka-rest/kafka-rest.properties configuration file is automatically set.

Most security options for Kafka REST Proxy can be configured using the ADCM interface:

In the ADS cluster, basic HTTP authentication for Kafka REST Proxy can be configured by enabling .

In the ADS cluster, SASL authentication is enabled using the  action or by running the  mechanism.

In the ADS cluster, the  special module provides the ability to authenticate in Kafka with different principals when connecting to Kafka via Kafka REST Proxy after

enabling SASL authentication.

In an ADS cluster, SSL authentication is enabled using the  action.

Configuring Kafka REST Proxy parameters in the ADCM interface is performed on the  page of the Kafka REST Proxy service.

To configure the parameters of the /etc/kafka-rest/kafka-rest.properties configuration files, set the Show advanced switch to active, expand the kafka-rest.properties node, and enter

new values   for the parameters. To change Kafka REST Proxy parameters that are not available in the ADCM interface, use the Add key,value field. Select Add property and enter the

name of the parameter and its value.

After changing the parameters using the ADCM interface, restart the Kafka REST Proxy service. To do this, apply the  action by clicking in the Actions column.
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ksqlDB is a Kafka database used for stream processing. ksqlDB processes data stored in Kafka and combines Kafka Streams for stream processing and Kafka Connect for collecting

and processing events from various data sources. The Kafka Streams processing applications inside ksqlDB are a set of SQL queries.

ksqlDB features

The main functionality of ksqlDB is listed below:

Modeling data stored in Kafka into streams or tables via SQL.

Executing push queries for data transfer. Using push requests, you can subscribe to changes occurring in the database and track changes in real time. A push request can be sent

via the сommand line interface (CLI) or as an HTTP request to the ksqlDB REST API.

Executing pull queries to retrieve data. A pull query can retrieve the current value from a materialized view, table, or stream.

Creating materialized views from streams and tables. The materialized view in the background collects data from the Kafka table, converts it into the required format, and places it

into a pre-created target table. You can bind multiple materialized views to a single Kafka table to store data at different levels of granularity across multiple tables.

Creating connectors for integration with external data stores.

The figure below shows the architecture of ksqlDB.

ksqlDB architecture

Every ksqlDB server runs the Kafka Streams applications and is essentially a separate instance of the Kafka Streams application. As part of a cluster, several ksqlDB servers share the

load created by the Kafka Streams topology.

The ksqlDB server consists of two components:

ksqlDB engine — executes SQL statements and queries. The engine parses SQL statements, converts them to Kafka Streams topology, and launches the Kafka Streams

applications.

REST API ksqlDB — provides client access to the ksqlDB engine to send requests.

To connect to the ksqlDB REST interface, the client can use the following types of the ksqlDB interface:

the ksqlDB CLI command line interface — a console in which the SQL query are entered using the ksqlDB operators;

the ksqlDB user interface — allows you to develop the ksqlDB applications in Control Center for Confluent Platform;

the REST interface itself — allows you to make requests to the server using the ksqlDB REST API with the cURL command line tool.

After  and  of the ksqlDB service as part of an ADS cluster, you can connect to the ksqlDB server from the hosts where the ksqlDB Client component is located using

the following command: ksql http://ksql-server:ksql-server-port .

Information about the ksqlDB service in the ADCM interface

In ADS, the ksqlDB service can be installed only after installing the Kafka service. After installing ksqlDB, the bootstrap.servers  parameter in the /etc/ksqldb/ksql-server.properties

configuration file is automatically set for communication with the Kafka broker, as well as others options for interaction between Kafka and ksqlDB (for example, for internal ksqlDB

topics created in Kafka).

The ksqlDB service, installed in ADS simultaneously with the Schema Registry service, allows registration, reading of schemas, as well as serialization of data using specified (with an

identifier)   schemas. This makes it easier to work with data serialization, since there is no need to manually define columns and data types in ksqlDB. The format can be created for both

keys and values. For example, when creating a stream based on a Kafka topic, the use of schemas is described by the KEY_SCHEMA_ID  or/and VALUE_SCHEMA_ID properties of

the thread as shown below.

ksqlDB may contain columns whose contents do not match the schema format. In this case, the output of columns corresponding to the schema format can be displaying.

After installing the ksqlDB service, the key.converter.schema.registry.url  and value.converter.schema.registry.url  parameters, which are responsible for the

interaction between ksqlDB and Schema Registry, are set in the /etc/ksqldb/connect.properties configuration file.

The ksqlDB service, installed in ADS simultaneously with the Kafka Connect service, provides the ability to manage the Kafka Connect connectors by performing the following actions:

create connectors;

describe сonnectors;

drop connectors;

import topics created by Kafka Connect into its own database for use in stream processing.

ksqlDB and Kafka Connect

Examples of connectors that can be created using ksqlDB:

Debezium PostgreSQL connector — a source connector that receives a snapshot from a PostgreSQL database, then tracks all the subsequent changes of this data at the row level

for each table and writes it to a separate Kafka topic;

JDBC connectors — connectors that work with any database with a JDBC driver with data import into Kafka topics (JDBC Source connector) or exporting data from Kafka topics

(JDBC Sink connector).

For interaction between the ksqlDB and Kafka Connect services, configure the ksql.connect.url  parameter in the /etc/ksqldb/connect.properties configuration file.

Configuring ksqlDB parameters in the ADCM interface is performed on the  page of the ksqlDB service.

To configure the parameters of the /etc/ksqldb/ksql-server.properties and /etc/ksqldb/connect.properties configuration files, activate the Show advanced switch, expand the

server.properties or connect.properties node and enter new values   for the parameters. To change the ksqlDB parameters that are not available in the ADCM interface, use the Add

key,value field. Select Add property and enter the name of the parameter and its value.

After changing the parameters using the ADCM interface, restart the ksqlDB service. To do this, apply the  action by clicking in the Actions column.
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MiNiFi — a subproject that extends the functionality of . MiNiFi provides the ability to collect data from the most remote peripheral devices where it is impossible to install a full-

fledged NiFi Server, such as cell towers, network access devices, routers, etc. Collecting data directly at the source reduces the likelihood of data loss during transmission.

To ensure lightweight, MiNiFi lacks many of the features present in NiFi. For example, due to the lack of a user interface in MiNiFi, data flow construction can only be done in full-fledged

NiFi to create templates that will be used in MiNiFi.

The figure below shows the architecture of MiNiFi.

MiNiFi architecture

MiNiFi works by building a custom NiFi data flow. Multiple agents (MiNiFi Agent) collect data from sensors or other devices (for example, via the MQTT protocol) and transmit them into

the flow using specially configured processors (for example, ConsumeMQTT). Once the data flow is created and the required attributes for the FlowFile (sensor parameters, location,

etc.) are added, the data is sent to the main NiFi instance via the Remote Process Group.

MiNiFi C2 Server — a central server that manages the configuration and operation of multiple agents via the C2 protocol. MiNiFi C2 Server is installed on the server that must be

accessible from MiNiFi agents. Multiple C2 servers can be used for complex network structures.

The main functions of MiNiFi C2 Server are described below:

The server monitors heartbeats from agents and in response, if necessary, sends commands to update or write the flow configuration.

Each new agent is asked by the server for a manifest (all pre-installed configurations, processors, and controller services). The agent manifest is used in the C2 protocol to design a

flow for an agent class — a group of agents with identical manifests.

The server manages MiNiFi flow configurations and publishes them via its own REST API. MiNiFi agents can connect to this API to update their own configuration at intervals

defined by the nifi.minifi.notifier.ingestors.pull.http.period.ms  parameter.

The flow configuration is a YML file (config.yml) and can be created manually. Since this method is laborious, the most common flow is one created using the 

and saved as  in XML file format. MiNiFi C2 Server accesses templates via the NiFi REST API. The template can be converted to YML format using the minifi-toolkit
utility. The template name usually corresponds to the agent class name.

MiNiFi Agent — an agent that runs data flows and is essentially a lightweight version of NiFi.

The main functions of MiNiFi Agent are described below:

In response to heartbeat messages, the agent receives a command from the C2 server to update the configuration.

The agent sends confirmation of all control commands received from the server via the C2 protocol.

The agent downloads the flow using the server’s REST API. The agent class is specified using the nifi.minifi.notifier.ingestors.pull.http.query  parameter.

The agent applies the new flow and sends the collected data via the Site-to-Site protocol to the remote NiFi Server instance using the Remote Process Group.

MiNiFi is available in two variants:

MiNiFi C++ — a binary, uses little system memory, but can run a limited subset of NiFi processors.

MiNiFi Java — contains most of the available NiFi processors, but is a larger binary distribution and uses more system resources.

The MiNiFi service in the ADS cluster can only be installed simultaneously with the NiFi service or provided that NiFi is already installed.

After  and  the MiNiFi service in the ADS cluster, the following parameters are automatically set for each service component:

For the MiNiFi C2 Server component, the /etc/minifi-c2/conf/minifi-c2-context.xml file specifies the API address of the NiFi instance installed in the same ADS cluster, with which the

flow templates will be loaded ( http://<hostname>:9090/nifi-api ).

For the MiNiFi Agent component, the /etc/minifi/conf/bootstrap.conf file automatically specifies the parameters for updating flow configurations and communicating with the MiNiFi

C2 Server, and also loads the current flow configuration (if any) into the /etc/minifi/conf/config.yml file.

Configuring parameters and changing default parameters is performed on the  page of the MiNiFi service in the ADCM interface.

To connect to a NiFi instance via the Site-to-Site protocol, the NiFi service has parameters responsible for remote connection (with the nifi.remote  prefix) set in the

/etc/nifi/conf/nifi.properties file.

Descriptions of the parameters are given in the MiNiFi and NiFi sections of the  article.

After changing the parameters using the ADCM interface, restart the service. To do this, apply the Restart action by clicking in the Actions column.
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NiFi is a platform created to automate the management of data flows between systems.

The main functionality of NiFi is listed below:

Data flows are managed  special , each of those has its own functional purpose. At the same time, to ensure data availability, guarantee data delivery and resilience

when handling reboots and unexpected system failures, the following functions are supported:

Use a Write-Ahead Log (WAL), that fixes every change that occurs to the  as a transactional unit, records the successful metadata change in the , and

in case of system failure it restores its state.

The ability to flexibly  data buffering in a queue using backpressure when the queue reaches certain parameters.

The ability to  schemes for prioritizing data processing from a queue.

Features that make flow management easy:

 provides the ability to visually create and manage data streams in real time. To create new components in the system or make changes to existing ones, there

is no need to stop all components.

 allow you to create and share flow projects.

Storing in the  information about the provenance of the data and all the operations to which they were subjected while passing through the system.

This allows you to analyze the system for compliance with specified requirements, as well as optimization and troubleshooting.

Ability to view content stored in  at any time during the stream processing cycle.

Features that ensure system security:

Possibility of using encrypted protocols (two-way SSL) when transferring data between two systems.

NiFi supports  and provides pluggable authorization  or via . Multi-tenant authorization can also be configured, allowing

different groups of users to configure access to different parts of the data flow with different levels of authorization.

Extension options:

NiFi provides the ability to connect through the following points: processors, controller services, reporting tasks, prioritizers, and client user interfaces.

Limited set of dependencies for creating extensions and use of NiFi’s own class loader model.

Possibility of connecting between NiFi instances using the Site-to-Site (S2S) communication protocol, which ensures secure and efficient data transfer, as well as the use of

extension libraries for data transfer.

Scaling options:

NiFi is designed to scale by  multiple nodes. This allows you to configure thread balancing as well as failover between nodes.

Throughput throttling can be done by changing the number of tasks on the  tab when configuring the processor.

NiFi runs inside a JVM on the host operating system.

The components of a NiFi node are shown in the figure below.

NiFi node

The NiFi node contains the following components:

Web Server is a server that accepts HTTP requests from clients to manage NiFi streams and produces the result in the form of demonstrating stream changes visually (using the

user interface) or HTTP responses.

FlowFile is a NiFi object representing a package of information moving through the system. For every package NiFi keeps track of  as key/value pairs and content

associated with it.

Processor is a NiFi component that performs the FlowFiles data processing actions stated in its function, for example, retrieving or publishing data. Processors can use one or

more FlowFiles. Processors have access to the attributes of a given FlowFile and its contents.

Extension is a library that increases or changes the functionality of an object and is loaded when extension points are launched. Extensions in NiFi are launched and executed inside

the JVM. Extension points include: processors, controller services, reporting tasks, prioritizers, and client user interfaces.

Flow Controller is a NiFi component that performs the functions of managing the exchange of FlowFiles between processors and controlling the launch of extensions. A thread

controller can be configured to control a specific set of threads.

NiFi repositories are repositories that store data for running NiFi streams. Repositories are directories in the NiFi node’s local storage:

FlowFile Repository is a repository that contains metadata for all current FlowFiles in a flow, which tracks the entire path of the FlowFile through the system. The repository

implementation is pluggable. By default,  is used to store data. The path to the repository on disk is specified using the

nifi.flowfile.repository.directory  parameter.

Content Repository is a repository that contains the actual bytes of the content of this FlowFile. The repository implementation is pluggable. By default, a repository is a

mechanism that stores blocks of data on the file system. The path to the repository on disk is specified using the nifi.content.repository.directory  parameter. You

can specify more than one file system storage location.

Provenance Repository is a repository that contains all data about the occurrence of events, the history of FlowFiles. Event data at each location is indexed and searchable. The

repository implementation is pluggable. The path to the repository on disk is specified using the nifi.provenance.repository.directory  parameter. You can specify

one or more physical disk volumes.

Starting with version 1.0, NiFi uses the Zero-Leader Clustering paradigm, in which there is no single system leader, and accordingly, there is no single point of failure.

To coordinate the operation of NiFi nodes in a distributed system (in a cluster), ZooKeeper is used, which ensures the availability of flow data in case of failures or maintenance of

nodes.

The figure below shows how the NiFi nodes interact with each other and with ZooKeeper in the cluster.

NiFi cluster

When NiFi nodes start up as part of a cluster, each one registers itself in ZooKeeper — creates an ephemeral ZooKeeper node (znode) that specifies a node ID, hostname, and port.

ZooKeeper monitors node availability.

Changes to the NiFi flow can be made by the DataFlow manager (DFM) via the  page or by connecting to the NiFi node web server (for example, using ).

In this case, DFM can use any node from the cluster. Every change made is replicated to all connected nodes in the cluster.

ZooKeeper, in accordance with the ZAB consensus algorithm protocol (ZooKeeper Atomic BroadCast), elects key cluster nodes:

Cluster Coordinator is a node in the NiFi cluster that performs the following operations in the NiFi cluster:

Processes heartbeat signals, through which cluster nodes report information about their status, and disabling nodes that do not receive a heartbeat signal within the time

specified in the nifi.cluster.protocol.heartbeat.interval  parameter (default value 5 s ).

Provides the current actual stream to new joining nodes (the decision about whether a node can join is made based on the configured firewall file nifi.cluster.firewall.file).

Determines the correct version of a thread when starting a NiFi cluster using the leader election mechanism — voting on node threads. In this case, the versions of streams of

different nodes are compared and if the streams of two nodes coincide, a vote is given for this stream. Flow elections are controlled by the

nifi.cluster.flow.election.max  and nifi.cluster.flow.election.max.wait.time  parameters. On the node whose flow conflicts with the flow of the

"election winner" node, a backup copy of the flow configuration file flow.xml.gz is created (the file is stored in accordance with the nifi.flow.configuration.file
parameter), and the file itself is replaced by the "correct stream" file.

Coordinates flows on all nodes. All web requests from each node are forwarded to the coordinator, which then replicates the request to all nodes in the cluster.

Primary Node is a node where you can run isolated processors, which work on only one cluster node. By default, in a NiFi cluster, the same data stream runs on all nodes. In a

situation where the processor is processing files from a remote directory, it may be necessary to limit data transfer to one channel to avoid errors when duplicating data. Enabling

processor “isolation” is done using the Execution parameter on the  when configuring the processor.

The cluster coordinator and primary node are displayed on the  page of the global UI menu.

ZooKeeper monitors the availability of nodes and automatically selects a new cluster coordinator and master node if the previous ones become unavailable. Also from ZooKeeper, all

nodes receive the ID of the cluster coordinator to send heartbeat signals.

After  and  the NiFi service as part of ADS cluster, you can configure NiFi parameters on the  page of the NiFi service via ADCM.

To configure backpressure parameters, expand the Main node in the configuration settings tree and enter new values   for the parameters.

To change storage locations for NiFi repositories, expand the Directories node in the configuration settings tree and enter new values   for the parameters.

To configure the NiFi cluster operating parameters, set the Show advanced switch to active, expand the nifi.properties node and enter new values   for the parameters. To change NiFi

parameters that are not available in the ADCM interface, use the Add key,value field in the nifi.properties node. Select Add property and enter the name of the parameter and its value.
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Schema Registry is a centralized repository used to ensure consistency of data formats between message producers and consumers in Kafka.

Schema Registry features

The main functionality of Schema Registry is listed below:

Ensuring  and  of data via special serializers provided to Kafka clients.

Interaction with the  to write and read serialized messages:

;

;

with separate schema managers (e.g. the Schema Registry Maven plugin) as part of CI/CD technology.

Registration and storage of  for each .

Support for the evolution of schemas with storage of each version with its own identifier and the ability to check version compatibility for each subject.

Ensuring accessibility for performing actions with schemas and subjects via the RESTful interface using Schema Registry API.

Basic Schema Registry terminology:

Serialization is the process of writing data from a format-structure that is semantically understandable to humans into a stream/byte array in a binary code format for machine

processing. Schema Registry supports the following serialization formats: JSON, AVRO, PROTOBUF.

Benefits of the serialization:

ability to use different data formats in Kafka messages;

ability to exchange data between applications implemented in different programming languages;

reduction in the total volume of stored data.

Deserialization is the restoration of a data structure from a byte stream.

Serializer and deserializer are objects (or classes) that represent a set of functions and methods that allow the client to interact with the Schema Registry to provide serialization

and deserialization. There are built-in Kafka serializers and deserializers for different schema formats. The Kafka API also supports the creation of custom serializers and

deserializers based on the Serializer interface. The serializer is defined in the producer configuration using the key.serializer  and/or value.serializer  parameters. The

deserializer is defined in the consumer configuration using the key.deserializer  and/or value.deserializer  parameters.

Subject is the area in which schemas can evolve. The subject name is created when the schema is first registered and is used:

when changing (evolving) the schema as a namespace for different versions;

to check the compatibility of circuit versions;

to get the schema from the repository.

TopicNameStrategy  is the default setting. Schemas that are registered by producers will be registered under the topic name with the addition of -key  or -value  (for

example, for a topic topic , which only serializes values, the subject will be named topic-value ).

RecordNameStrategy  — allows you to use different schemas in one topic, since each individual record will have its own schema. In this case, you will have to use the same

schema and the same version in all topics of the cluster for this particular record type, since it is impossible to determine which topic the record belongs to.

TopicRecordNameStrategy  — a combination of the first two strategies.

A non-default subject name is set using the producer parameter when registering a new schema —  key.subject.name.strategy  and/or

value.subject.name.strategy .

Schema is the format structure of the serialized data. The schema describes the structure of the data written to the topic and what type of information they contain. This

information connects producers and consumers. There are specific requirements for each format, for example, the AVRO format schema must comply with AVRO format

requirements.

Below are examples of supported format schemas for the same sample data used —  { "id":"1000", "amount":500 } .

JSON

AVRO

PROTOBUF

Schema compatibility — compliance of the new version of the schema with previous versions for a given subject. Multiple compatibility types may be defined depending on what

data has been changed or deleted. Compatibility types are essentially templates for how a schema can evolve so that a new version of it can be successfully processed by

producers and consumers. The compatibility type is specified using the schema.compatibility.level Schema Registry server parameter, which is specified in the schema-

registry.properties file.

Every Schema Registry server is essentially a REST API server. Schema Registry servers provide APIs for managing schemas, as well as serializers and deserializers for reading and

writing data according to schemas.

All Schema Registry servers within the ADS cluster equally serve serialization processes and have access to the schema storage. In production environments, it is recommended to

specify the URL of all Schema Registry servers.

The figure below shows how Kafka producers work when serializing and writing messages using Schema Registry.

Serializing and recording messages

To serialize and write a serialized message to Kafka, a  provided by Schema Registry, the type of which is determined by the producer configuration, is connected to the

producer instance. The serializer interacts with the Schema Registry server using the HTTP protocol.

The producer sends the message to the serializer. The serializer determines whether a schema ID for a given  exists in the producer cache. The serializer obtains the subject

name based on  when the producer instance is first connected to the Schema Registry. If necessary, the subject name can be specified explicitly.

If the schema ID is not in the producer cache, the serializer registers the schema in the Schema Registry (or obtains the latest version of the schema for a given subject) and stores the

resulting schema ID and the schema itself in the producer cache. When registering, Schema Registry writes the new schema to a special topic _schemas  on the Kafka broker.

Before serialization, the data is checked against the schema. Any discrepancy or inconsistency between the data and the schema will result in an error during serialization.

After receiving the schema identifier, the serializer writes the serialized data to the Kafka topic in accordance with , while adding a special magic byte (serialization

format version number) and schema ID   in front of it.

If the same producer instance serializes a new message for the same subject, the serializer will find an existing ID and schema in the memory cache and serialize the message

according to it.

To write a message to a new topic, when the producer is restarted, or when the producer requests a schema change (evolution), the serializer makes a new request to the Schema

Registry to register or retrieve the schema. In this case, a check is made for  of the new version with the previous ones.

For producers, including Kafka Streams applications and Kafka Connect connectors, the following parameters can be configured to determine how the system behaves when there are

differences between pre-registered and client-side schemas:

auto.register.schemas  — determines whether the serializer should attempt to register a schema with the Schema Registry.

use.latest.version  — only applies if auto.register.schemas  is set to false . If auto.register.schemas  is set to false  and use.latest.version  is set

to true , then instead of obtaining the schema for the object passed to the client for serialization, Schema Registry will use the latest version of the schema in subject.

latest.compatibility.strict  — defaults to true , but this only applies if use.latest.version  is true . If both properties are set to true , a check is performed

during serialization to ensure that the latest version of the subject is backwards compatible with the schema of the object being serialized. If the check fails, an error is thrown. If

latest.compatibility.strict  is false , then the latest version of the subject is used for serialization without any compatibility checking.

You can read more about the nuances of setting these parameters in the Handling differences between preregistered and client-derived schemas article.

The figure below shows how Kafka consumers work when deserializing and reading messages using Schema Registry.

Deserializing and reading messages

To deserialize a message in Kafka, a  provided by the Schema Registry, the type of which is determined by the consumer configuration, is connected to the producer

instance. The deserializer interacts with the Schema Registry server via the HTTP protocol.

The consumer receives data from the Kafka cluster (serialized message), passes it to the deserializer. The deserializer checks for the presence of the magic byte and extracts the

schema identifier from the message.

The deserializer then reads the schema ID and checks whether a matching schema exists in the consumer cache. If exists, deserialization occurs with this schema. Otherwise, the

deserializer retrieves the schema from the registry based on the schema ID. Once the schema is ready, the deserializer starts deserializing.

If the serialized data does not match the expected schema (e.g. missing fields), deserialization will fail and an error will be raised.

For consumers, serialization has a value of use.latest.version , which determines how the system behaves when there are differences between pre-registered and client

schemas.

After  and  of the Schema Registry service as part of an ADS cluster, you can connect to the Schema Registry server using its URL in the http://<schema-
registry>:<schema-registry-port>  format with the host and port specified on the service information page in the ADCM interface.

Information about the Schema Registry service in the ADCM interface

In ADS, the Schema Registry service can be installed only after installing the Kafka service. After installing Schema Registry, the kafkastore.bootstrap.servers  parameter is

automatically set in the /etc/schema-registry/schema-registry.properties configuration file to communicate with the Kafka broker (location of the _schemas  service topic).

For test purposes, scripts designed to work with Kafka with serialization can be used, for example, kafka-avro-console-producer. After installing the Schema Registry service, such

scripts are located in the /usr/lib/schema-registry/bin/ folder.

Below are examples of running a producer, indicating the message schema and consumer (in this example, Schema Registry and Kafka are installed on the same host).

Recording a message:

To write a message, >  is not printed, as is the case with regular Kafka scripts:

Reading messages from a topic:

The Schema Registry service, installed in ADS simultaneously with the  service, allows you to serialize and deserialize data when working with streams and tables in ksqlDB.

After installing the ksqlDB service, the key.converter.schema.registry.url  and value.converter.schema.registry.url  parameters, which are responsible for the

interaction between ksqlDB and Schema Registry, are set in ksqlDB in the /etc/ksqldb/connect.properties configuration file.

The Schema Registry service, installed in ADS simultaneously with the Kafka Connect service, provides the ability to convert data from internal data types used by Kafka Connect to

AVRO format data and back.

To work with data in the AVRO format in the Kafka Connect configuration, set the special AvroConverter as the key.converter  and/or value.converter  parameter, and for the

key.converter.schema.registry.url  and/or value.converter.schema.registry.url  parameters set the Schema Registry server URL.

The Schema Registry service, installed in ADS simultaneously with the Kafka REST Proxy service, allows you to serialize and deserialize data when working with Kafka topics via the

RESTful interface. After installing both services, the schema.registry.url  parameter is automatically set in Kafka REST Proxy in the /etc/kafka-rest/kafka-rest.properties

configuration file.

Using the built-in types AVRO, PROTOBUF and JSON, you can directly embed data in the desired format along with a schema (or schema identifier)   into a request by defining the

appropriate content type in custom headers:

Some  controller services, for example ConfluentSchemaRegistry, provide access to schemas stored on the Schema Registry server specified in the service parameters.

Configuring Schema Registry parameters in the ADCM interface is performed on the  page of the Schema Registry service.

To configure the parameters of the /etc/schema-registry/schema-registry.properties configuration file, set the Show advanced switch to active, expand the schema-registry.properties

node, and enter new values   for the parameters. To change Schema Registry parameters that are not available in the ADCM interface, use the Add key,value field. Select Add property

and enter the name of the parameter and its value.

After changing the parameters using the ADCM interface, restart the Schema Registry service. To do this, apply the  action by clicking in the Actions column.
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There are three configurable ways to name a subject:

{
  "type": "object",
  "properties": {
    "id": {
      "type": "string"
    },
    "amount": {
      "type": "number"
    }

{
    "type": "record",
    "name": "Transaction",
    "fields": [
        {
            "name": "id",
            "type": "string"
        },
        {
            "name": "amount",
            "type": "double"
        }
    ]
}

syntax = "proto3";

message MyRecord {
  string id = 1;
  float amount = 2;
}
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$ sudo /usr/lib/schema-registry/bin/kafka-avro-console-producer --bootstrap-server localhost:9092 --property schema․registry․
url=httр://localhost:8081 --topic topic-avro --property value․schema='{"type":"record","name":"message","fields":
[{"name":"id","type":"string"},{"name": "amount", "type": "double"}]}'

{ "id":"1000", "amount":500 }

$ sudo /usr/lib/schema-registry/bin/kafka-avro-console-consumer --bootstrap-server localhost:9092 --from-beginning --topic topic-
avro --property schema․registry․url=httр://localhost:8081

ksqlDB

ksqlDB

Kafka Connect

Kafka REST Proxy

$ curl -X POST -H "Content-Type: application/vnd․kafka․avro․v2+json" \
      -H "Accept: application/vnd․kafka․avro․v2+json" \
      --data '{"value_schema": "{\"type\": \"record\", \"name\": \"User\", \"fields\": [{\"name\": \"name\", \"type\": 
\"string\"}]}", "records": [{"value": {"name": "testUser"}}]}' \
      "httр://localhost:8082/topics/avrotest"

NiFi

NiFi

Configure Schema Registry

configuration

Restart
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Service Discovery is a ZooKeeper service mechanism that acts as a registry, keeping track of the addresses of all instances. Instances have dynamically assigned network paths.

The Service Discovery system provides a mechanism for:

registration of services and instances of services;

search for instances of a particular service;

notifications about changes to service instances.

The entire Service Discovery procedure consists of two phases:

1. Service Registration.

2. Service Discovery.

The Service Discovery mechanism with load balancing uses the curator-x-discovery package from the Apache Curator — Java/JVM client library for Apache ZooKeeper.

The Service Discovery mechanism is shown in the following diagram.

Service Discovery in ZooKeeper

The stages of Service Discovery are described below.

When a Kafka service instance appears, it registers with the Service Registry ZooKeeper in the namespace of its service, adding its ephemeral znode. Znode stores the host:port
of the server as its data. The service instance sends heartbeat requests to save its registration.

Service Registry is a component that contains a database of all available service instances. It stores information about the currently available instances of each service and their

network data for establishing a connection.

The Service Registry monitors running instances for changes by polling the deployment environment or by subscribing to events. When the Service Registry detects a new service

instance available, it writes it to its database. The Service Registry also unregisters failed (disabled) service instances.

Apache Curator represents a service instance as a ServiceInstance  class. ServiceInstances  have a name, ID, address, port and/or ssl port, and an optional (user-defined)

payload. ServiceInstances  are serialized and stored in ZooKeeper like this:

After registering service instances, service discovery occurs in the following sequence:

1. The client connects to the ZooKeeper ensemble and requests the desired service.

2. Using the ServiceProvider  class used in Apache Curator, ZooKeeper uses a load balancing algorithm to select one of the available service instances and returns a

host:port  for one of the registered instances.

3. The client connects to the service instance.
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The ZAB protocol ensures that ZooKeeper replication occurs in order, and is also responsible for selecting lead nodes and recovering any failed nodes.

The main provisions of ZAB are described below.

In the messaging part, ZAB uses the following concepts:

Packet is a sequence of bytes sent over the FIFO channel.

Message is a sequence of bytes that will be atomically broadcast to all ZooKeeper servers. The message is placed in the offer and agreed upon before it is delivered.

Proposal is a unit of agreement. Proposal are agreed by exchanging packets when there is a quorum of ZooKeeper servers.

Messaging model

To communicate with replicas, proposal approval uses a model in which each new record requires at least three transactions: a proposal (propose), an acknowledgment (ack), and a

commit.

The ZAB protocol involves the creation of FIFO channels (in each session, the server executes client requests one by one in the order in which they are received) of the point-to-point

type between servers. The TCP protocol is used for communication, providing the following properties:

Reliable delivery — if message m  is delivered by one server, it will eventually be delivered by all servers.

Common order — if message a  is delivered before message b  by one server, then a  will be delivered before b  by all servers. If messages a  and b  are delivered, then either

a  will be delivered before b  or b  will be delivered before a .

Causal order — if message b  is sent after message a  was delivered by sender b , message a  must be ordered before b . If the sender sends c  after sending b , c  must be

ordered after b .

Ordered delivery — data is delivered in the same order as it was sent, and message m  is only delivered after all messages sent before m  have been delivered. The implication of

this is that if the m  message is lost, all messages after m  will be lost.

No message after close — once a FIFO channel is closed, no messages will be received from it.

The use of timeouts ensures that consensus is reached in the presence of failures.

Every cluster has one leader node and the remaining nodes are followers.

The ZooKeeper transaction ID — zxid — is used to guarantee the overall order of the offers.

Zxid consists of two parts: the epoch number and the transaction counter.

Zxid is a 64-bit number — the upper 32 bits for the epoch number and the lower 32 bits for the transaction counter.

A new epoch number represents a new leader. As a result of each transaction in the epoch of each leader, a unique zxid is assigned.

Leader election in ZooKeeper

1. A proposal (propose) of a new epoch arrives from the server, and each proposal is assigned its own zxid.

2. Every node acknowledges (ack) the offer only if it does not know any other leader with a higher epoch number in zxid, or if the epoch is the same, with a higher transaction

counter. Before a leader can be chosen, it must collect votes from a quorum of nodes. Quorums to determine the leader must be (n/2+1) , where n  is the number of servers

that make up the ZooKeeper service.

3. After the quorum is confirmed, the new leader commits the creation of a new epoch and sets the next zxid to use.

4. The follower will record the formation of a new epoch.

Each phase of the controller epoch is described below.

Controller epoch

Each epoch consists of three phases, and each node can be in one of these three phases at any given time:

Leader election — leader election phase based on current quorum configurations. There can be at most one leader at any given time. The end of the phase comes after the

confirmation of the new epoch by all followers.

Synchronization — synchronization phase, during which the new leader synchronizes the available replicas with the previous epoch and with all the followers as a leader. The end of

the phase occurs after the quorum of followers has recognized that they are in sync with the leader.

Broadcast — translation phase, the normal mode of operation in which the leader continues to offer new client requests. The end of the phase occurs after the leader failure.

Kafka controller is a , which is responsible for:

maintaining a list of  (ISR);

choosing a new log (partition) leader from the ISR when the current leader fails;

partition management;

assignment of partitions to users.

Only one broker can be a controller at a time. Controller selection is done automatically by ZooKeeper in the following sequence:

1. Every broker tries to create an ephemeral znode called /controller  (name may vary) in ZooKeeper.

2. The first broker to create this ephemeral znode will assume the role of controller, and every subsequent request from the broker will receive a node already exists
message.

3. Once a controller is installed, it is assigned a "controller epoch".

4. The current controller epoch is passed around the cluster, and if the broker receives a controller request from an older controller epoch, it is ignored.

5. If a controller fails, a new controller election occurs in accordance with the ZAB protocol leader election principles described by , and a new controller epoch is created and

passed to the cluster.

Leader of a journal (partition) is a broker that works with clients. It is the leader that works with message producers. Requests to the leader are made by followers — brokers that store

a replica of all these partitions. Consumers can read messages from the leader and from the followers.

The ZAB distributed consensus algorithm is also used to negotiate between  and managing  in Kafka for availability and

system reliability.

Electing a leader and working with replicas

1. After a topic is created, the Kafka controller chooses a partition leader among the active brokers using a znode created in ZooKeeper. Active brokers are those which ephemeral

znodes are created in ZooKeeper and which send control signals (heartbeat) to the ZooKeeper server to maintain the session. To track the status of brokers, the controller node

subscribes (watches) to broker nodes.

2. Having received the ID of the new leader, the controller writes information about the new leader to the ZooKeeper storage and sends the data about the new leader to each broker

that hosts a replica of this partition.

3. The producer connects to ZooKeeper and receives the ID of the partition leader where it will write data.

4. The producer writes a message to the topic on the partition leader.

5. The interaction between the leader of the partition and the followers is divided into three phases:

propose — the leader proposes to create replication to followers.

ack — the leader receives a response from the followers about the creation of a replica.

commit — the leader commits the creation of an ISR when it receives a replica creation message from all followers.

Followers that contain replicas of all recorded messages — ISR replicas — are candidate leaders if the incumbent leader fails.

6. The leader sends data about the written partition (metadata) and about the created ISRs to the controller.

7. The controller writes information about the created ISRs to the ZooKeeper repository, as well as partition metadata.

8. The consumer connects to ZooKeeper and gets the ID of the leader or followers for the requested partition, as well as information about the offset from which to read.

9. The consumer requests (pull) messages from the leader or followers.

10. The leader receives the offset data and passes it to ZooKeeper.

The following describes how leader election is performed in Kafka in the event of a failure of the partition leader.

Partition leader failure

1. If the leader fails, its ephemeral znode is deleted.

2. The controller receives information from its znode about the failure of the leader.

3. The controller selects a new leader from the number of ISR replicas.

4. Having received the ID of the new leader, the controller records the information about the new leader in the ZooKeeper storage and sends the data about the new leader to each

broker that hosts a replica of this partition.

Further work with replicas, producer, and consumer is performed in the same way as described for the general case .

This leader election is clean — it guarantees no data loss.

The following describes the development of events in Kafka in the event of failure of the broker-follower.

Follower failure

1. The leader waits for a response about creating a replica (ack) from the follower after the specified time has elapsed (the response time is determined by the Kafka broker

parameter replica.lag.time.max.ms , by default 30000 ms).

2. When time expires, the leader broker considers the replica to be out of sync and removes it from the ISR.

3. Information about ISR removal in broker controller and ZooKeeper. This follower ceases to be a candidate for the leader of the partition.

Further work with replicas, producer, and consumer is performed in the same way as described for the general case .
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ZooKeeper is a centralized service used to store configuration information, provide distributed synchronization of Kafka brokers.

The atomic messaging system at the heart of ZooKeeper is based on the principles of the consensus algorithm.

Consensus algorithm — a set of principles and rules, due to which all nodes participating in the cluster automatically come to a consensus on the current state of the network.

ZooKeeper implements one of the consensus algorithm protocols — ZAB (ZooKeeper Atomic BroadCast).

NOTE

The concepts of storage and the main components of Kafka are described in the  article.

The concepts and the main components of ZooKeeper are described in the ZooKeeper article.

Storage concepts in Kafka

Consensus algorithm protocol

Message exchange

The proposal approval messaging model used by ZooKeeper is shown below.

Message delivery principles

Controller epoch

Below is the general sequence for a leader election.

Kafka controller election logic

broker

synchronized replicas

above

Kafka replicated log leader

message writing and reading sequence partition replication

The following describes how, in general, leader selection and partition replication management in Kafka is automatically performed using the ZooKeeper service.

above

NOTE

After broker failures, uneven distribution can occur, and most partition replica leaders will end up on the same cluster node. In this case, you can manually

rebalance the cluster using the /usr/lib/kafka/bin/kafka-leader-election.sh script with the --election-type  option set to PREFERRED  on the host where the

Kafka service is installed.

above

CAUTION

If you enable the Kafka broker option unclean.leader.election.enable , new leaders for partitions will be created not from the ISR list. This will lose any

out-of-sync messages that were sent to the old leader. In the case when there is no ISR, except for the leader that has become inaccessible, and it is impossible to

return the leader to the network, this is the only option to leave the topic available to consumers. For a separate topic, this can be done using the

/usr/lib/kafka/bin/kafka-configs.sh script using the --add-config  option with the unclean.leader.election.enable=true  parameter.

0b3 8bb

https://zookeeper.apache.org/
https://zookeeper.apache.org/doc/r3.4.2/zookeeperInternals.html#sc_atomicBroadcast
https://docs.arenadata.io/en/ADH/current/concept/zookeeper/zookeeper.html


Message format in Kafka
Olga Semme

Contents

Messages in Kafka are stored (buffered) in a record batch and then sent to the Kafka broker based on producer configurations. A batch can contain one or several messages.

Messages from one batch are written to the same partition.

The batch message processing is regulated via the following parameters:

max.in.flight.requests.per.connection — the maximum number of unconfirmed requests (number of batches) per entry that can be sent simultaneously (default value is 5 );

linger.ms — the artificial delay time for sending batchs to combine records into a batch (default value is 0 );

batch.size — the upper limit of the batch size in bytes (default value is 16384 ).

The principle of batch message processing in Kafka is shown in the figure below.

Recording messages in Kafka

The core of a Kafka message is a key/value pair. Both the key and value are a variable length byte array. The value can be array of any data, including a certain number of key/value

pairs. The key may be null  or not specified at all.

Both the message key and value can be serialized in one of the following formats: json, avro, protobuf. Serialization occurs when the  instance is started.

When creating a message, specify the following parameters along with the key/value pair:

name of the topic where the message should be written;

number of the partition in which the message should be written (may not be specified);

timestamp specified by the user (may not be specified).

writing a message to the specified partition if this partition exists;

recording messages with the same key into one partition, which is calculated using the hash function of the key (if the partition number is not specified and the key is present);

writing a message to a partition selected in a cyclic method (round-robin) (neither partition nor key is specified).

Using the message header, it is possible to add metadata for each message. The header is a key/value pair, where the key is always an encoded string, and the value can be array of

any data, including a certain number of key/value pairs.

Creation of a record indicating the necessary Kafka parameters is performed via the ProducerRecord class.

Below is the disk format of the record and record header, indicating which data types are used for all values.

Disc recording format

Disc header format

1. Serialization of records in accordance with the specified key.serializer and value.serializer serialization parameters .

2. Partitioning records according to the selected .

3. Buffering of records and batch sorting.

4. Performing the necessary compression of messages within the batch in accordance with the specified compression.type parameter.

A record batch contains one to several records and a header — the metadata section of the record batch. The header always contains 61 bytes. The header contains information about

the type of compression used, the batch creation timestamp, the number of records, and other metadata.

Below is the disk format of the record batch header, indicating the data types used for all values.

Disk record batch header format

After writing to the Kafka broker, the message is saved with all the metadata that was written during the message writing process, while:

The message on the broker has  based on the log.message.timestamp.type broker parameter or message.timestamp.type topic parameter.

 of recorded messages on the broker is performed based on the configured compression.type broker parameter or compression.type topic parameter. The message is

stored in compressed form in the broker and decompressed only at the consumer.

The message on the broker is saved in serialized form based on the  parameters set by the producer.

The RecordMetadata class returns the metadata of a record successfully written to the broker.
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This article describes the message format in Kafka.

Message, record is a fixation in the system of an event that has occurred, including the state of an object, the value of a physical quantity or any other parameter that requires tracking,

storage, or transmission to another system.

In the process of configuring components that take part in , it is important to understand the message format and configure the parameters

associated with it.

recording and reading messages

Record messages

Message format

producer

Based on the specified key and partition number when creating a message, one of the strategies for writing a message to a specific partition of the topic is determined:

If the user did not set a timestamp when creating a message, the message will be marked with the current time.

length: varint
attributes: int8
    bit 0~7: unused
timestampDelta: varlong
offsetDelta: varint
keyLength: varint
key: byte[]
valueLen: varint
value: byte[]
Headers => [Header]

headerKeyLength: varint
headerKey: String
headerValueLength: varint
Value: byte[]

Record batch format

After the message is created, a KafkaProducer instance is launched, which performs:

strategy

baseOffset: int64
batchLength: int32
partitionLeaderEpoch: int32
magic: int8 (current magic value is 2)
crc: uint32
attributes: int16
    bit 0~2:
        0: no compression
        1: gzip
        2: snappy
        3: lz4
        4: zstd
    bit 3: timestampType
    bit 4: isTransactional (0 means not transactional)
    bit 5: isControlBatch (0 means not a control batch)
    bit 6: hasDeleteHorizonMs (0 means baseTimestamp is not set as the delete horizon for compaction)
    bit 7~15: unused
lastOffsetDelta: int32
baseTimestamp: int64
maxTimestamp: int64
producerId: int64
producerEpoch: int16
baseSequence: int32
records: [Record]

Store a record on a broker

timestamp

Compression

serialization
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FlowFile is a NiFi component, which is a data package, a unit of processing and transmission of information in NiFi.

content — an array of bytes that should be converted, extracted, or transmitted using NiFi tools. The content itself is stored in . FlowFile tracks the path to where

the content is stored.

attributes — key/value pairs that contain information about the content and other data or parameters needed for proper processing.

Processor is the NiFi component that processes FlowFiles. The processor consists of a logical block implemented in Java in accordance with the specified purpose of the processor,

and an interface with which it is possible to:

configure  that specify how data will be processed and define communication with external processes;

 a processor;

perform  of the processor state.

Connection is a NiFi component that connects processors to transfer FlowFiles between them. In NiFi, a connection acts as a buffer or queue of FlowFiles. After FlowFiles are

processed by one processor, they accumulate in the connection queue until they are accepted for processing by another processor. Queues allow processors to communicate at

different speeds.

A NiFi connection consists of a FlowFiles queue and an interface through which it is possible to:

configure  that determine how queues will be processed, including:

configure ;

configure ;

 connection;

perform  queues.

The FlowFile Repository stores  in the write ahead log format (WAL). Each FlowFile change is a transactional operation, which guarantees the ability to recover

without data loss in case of failures.

Information about storing the Flowfile in the repository is available by .

To increase performance, processed FlowFiles can be stored in JVM memory, which can lead to data loss during failures. Given the use of WAL, risks can be minimized by setting

parameters according to project requirements.

The process of NiFi working with JVM memory (data storage and file swapping during processing) can be adjusted via the FlowFile Repository parameters:

nifi.flowfile.repository.implementation  — determines the storage location of processed files;

nifi.flowfile.repository.always.sync  — determines whether any change in the repository should be synchronized with disk;

nifi.queue.swap.threshold  — queue threshold (number of FlowFiles) at which NiFi starts swapping FlowFile information to disk.

The content of each FlowFile is stored in a Content Repository. A repository consists of a set of files on disk. Each of the files has its own identifier. The contents of each FlowFile are

stored in a file at a certain offset.

Below is the hierarchy of data storage in Content Repository:

This repository uses the immutability and copy-on-write paradigms. This means that the data written to the repository does not change and data location on disk also does not

change.

Resource Claim tracks the same path for multiple FlowFiles that have the same content. If the processor changes content, the new data is written to a new fragment on disk and

Resource Claim begins tracking the new data storage path for transmission to Content Claim.

If content references created by Resource Claim objects are not used in any Content Claim, the content will be deleted or archived (archiving is enabled by the

nifi.content.repository.archive.enabled  parameter and the retention time of archived data by the

nifi.content.repository.archive.max.retention.period  parameter ).

Tracking of unused links occurs every time a  is reached in the FlowFile Repository.

The Provenance Repository stores snapshots of  each time a FlowFile has been modified by the processor. This allows you to track the chronology of FlowFile

changes.

Such a snapshot in NiFi is called Provenance Event.

All provenance events are displayed on the  page of the global UI menu.

Old versions of FlowFile content may be deleted before the origin events referencing them are deleted. In this case, the user will have access to FlowFile metadata and attributes for

analyzing the flow of data.

The storage period for data provenance information is controlled by the nifi.provenance.repository.max.storage.time  parameter.

The figure below shows how data is processed and modified in NiFi.

Nifi objects

The FlowFile processing sequence is described below:

1. Snapshots of FlowFile data are written to  ( F1 — F4 ) at a certain frequency.

2. If the processor logic expects the content to change, FlowFile requests the content ( C1 — Cn ) from  according to  and reads it into JVM

memory.

3. The changed contents ( N1 — Nn ) are written to a new disk fragment.

4. The Resource Claim object starts tracking the new content path and updates the data in the Content Claim.

5. A new snapshot of the FlowFile metadata and attributes (provenance event) is written to .

6. FlowFile enters the  queue for processing in the next processor. A new snapshot is written to the FlowFile Repository with updated FlowFile data.

If a failure occurs during one of the steps, the system will revert to the state corresponding to the latest snapshot file in the FlowFile Repository. In this case, new data written to the disk

will be deleted, since the link does not have time to be updated and access to old data remains unchanged due to copy-on-write and immutability.

Process Group is a NiFi component that allows you to combine the functionality of different processors and other NiFi elements into one component, which is essentially a new

processor. The process group must contain an Input Port, Output Port and can contain any number of  and connections between them.

A process group has an interface that allows you to:

configure ;

 process group;

perform  of the process group state.

Process Group

Flow Controller is an entity that unites all processes in NiFi. It is a broker for the operation of processors, which controls the operation of Nifi extensions and plans the allocation of

resources for the operation of processors and extensions.

The flow controller allows you to add controller services.

Controller Services — services intended for setting up connections to external systems and distributing to multiple processors or process groups.

Configuring the flow controller and controller services is done on the  page of the global user interface menu.

After  and  the NiFi service as part of ADS cluster, you can configure NiFi parameters on the  page of the NiFi service via ADCM.

To configure the parameters of the NiFi service, set the Show advanced switch to active, expand the nifi.properties node and enter new values   for the parameters. To change NiFi

parameters that are not available in the ADCM interface, use the Add key,value field in the nifi.properties node. Select Add property and enter the name of the parameter and its value.
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This article describes the architecture of the core  objects and their interaction.NiFi

FlowFile

Every FlowFile consists of two parts:

Content Repository

Processor

processor configuration parameters

manage

diagnostics

Connection

connection parameters

backpressure applications

FlowFiles priority

manage

diagnostics

Repositories

FlowFile Repository

data of each FlowFile

viewing Flowfile data

The system periodically creates a snapshot of the current state of the FlowFile (attributes and path to the contents on the disk) and writes the snapshot data to the repository as a file

with the extension .partial. These files are intermediate records of FlowFile processing transactions. When a checkpoint occurs, the last snapshot .partial is renamed to snapshot (the

interval between checkpoints is controlled by the nifi.flowfile.repository.checkpoint.interval  parameter). In case of failures, the .partial files written after the last

snapshot file are deleted, and the last snapshot file is considered the recovery point for the node. If the snapshot file does not exist, the last .partial is renamed to snapshot.

Content Repository

base path
       |__Container 0
                    |__Section 1
                               |__identifier
                                           |__offset
                    |__Section 2
                               |__identifier
                                           |__offset
                    |__________ ․․․
       |__Container 1
                    |__Section 1
                    |__Section 2
                    |__ ․․․
       |__․․․

Content location is tracked by Java Resource Claims objects, which specify the path to the content on disk (Container → Section → identifier → offset) and pass this data as a Content

Claim object, which is part of the FlowFile metadata when stored in .FlowFile Repository

checkpoint

Provenance Repository

data of every FlowFile

Data Provenance

Process FlowFile

FlowFile Repository

Content Repository Content Claim

Provenance Repository

connection

Process Group

NiFi elements

process group configuration parameters

manage

diagnostics

Flow Controller

Controller Settings

Configure NiFi

adding installing configuration
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Processors belonging to the Data Transformation type transform  contents.

The processor copies the content from , transforms the data according to its own logic, writes the new data to the Content Repository, and stores a link to the

changed data in the FlowFile.

FlowFiles whose contents were successfully transformed are sent to the  queue, which has the  set to success .

Data transformation

Examples of processors and their uses:

replacing all or part of the text using a regular expression — ReplaceText;

compressing or decompressing content — CompressContent;

converting characters from one character set to another — ConvertCharacterSet.

Processors belonging to the Routing and Mediation type are used for routing FlowFiles to different processors according to information in the attributes or contents of those FlowFiles.

The processor uses user-specified and proprietary logic (based on attributes or content, data rate, duplicate tracking, etc.) to control the movement of FlowFiles.

FlowFiles that match the given condition are sent to the connection queue that has the  set to success  ( matched , duplicate  - depending on the processor) .

Routing and mediation

Examples of processors and their uses:

FlowFiles throughout throttling based on configured speed rate — ControlRate;

tracking duplicate FlowFiles based on the user-specified criteria — DetectDuplicate;

routing FlowFiles based on their attributes using  — RouteOnAttribute.

Processors belonging to the Database Access type are designed to operate with databases.

The processor executes an SQL request, depending on its own logic, and can use the contents of the incoming FlowFile as the contents of the request, or write the result of the query as

the contents of the outgoing FlowFile.

Also, some processors can prepare queries by converting from other formats (ConvertJSONToSQL).

When a request is successfully completed, FlowFiles are sent to the connection queue that has the  set to success .

Database access

Examples of processors and their uses:

converting a JSON document into an SQL INSERT  or UPDATE  command, which can then be passed to the PutSQL processor — ConvertJSONToSQL;

updating the database using the contents of FlowFile in the command — PutSQL;

executing an SQL SELECT  command and writing the results to the contents of a FlowFile in Avro format — ExecuteSQL.

Processors belonging to the Attribute Extraction type are created again or changed  attributes.

The processor uses a user-specified condition and its own logic (regular expression, hash function calculation, etc.) to change existing attributes or extract attributes from the contents

of the FlowFile.

FlowFiles whose attributes were successfully converted are sent to the connection queue that has the  set to success  (or matched  - depending on the

processor).

Attribute extraction

Examples of processors and their uses:

extracting attributes from the FlowFile content text according to regular expressions specified in custom processor properties — ExtractText;

updating FlowFile attributes using  or based on user-specified regular expressions — UpdateAttribute;

calculating a cryptographic hash value for the FlowFile content using the specified algorithm and writing the value to the output attribute — CryptographicHashContent.

Processors belonging to the System Interaction type run processes in the operating system or scripts in various development environments.

The processor runs an operating system command or runs a script with or without the contents of the FlowFile. At the same time, it creates or modifies a FlowFile, the contents of

which record the result of executing a command or script.

Upon successful command processing, the created FlowFiles are sent to the connection queue that has the  set to success .

System interaction

Examples of processors and their uses:

running a user-specified operating system command and creating a FlowFile as a result of running the command — ExecuteProcess;

running a user-specified operating system command using the contents of the incoming FlowFile as StdIn and writing StdOut to the outgoing FlowFile — ExecuteStreamCommand.

Processors belonging to the Data Ingestion type accept data into the NiFi data flow.

The processor creates a new FlowFile, writes the contents of the original file (or other source) to the Content Repository and creates the FlowFile attributes. Typically, such processors

are the starting point of the data flow in Apache NiFi.

If contents are successfully written and attributes are created, FlowFiles are sent to the connection queue that has  set to success .

Data ingestion

Examples of processors and their uses:

transfering the contents of a file from a local drive (or network drive) as the contents of the created FlowFile and then deleting the original file — GetFile;

subscribing to one or more Apache Kafka topics with the creation of a FlowFile, the contents of which are saved as an Apache Kafka message — ConsumeKafka.

Processors belonging to the Data Egress/Sending Data type send data to the destination server.

The processor passes the contents of the FlowFile to the destination, and also sends attributes as additional headers if specified by the user in the processor settings. Typically, such

processors are the endpoint of the data flow in Apache NiFi.

If the data is sent successfully and the attributes are created, the FlowFiles are deleted.

Data egress

Examples of processors and their uses:

sending the contents of the incoming FlowFile by email to configured recipients — PutEmail;

sending the contents of FlowFile as a message to Apache Kafka — PublishKafka;

writing the contents of FlowFile to a local system file — PutFile.

Processors belonging to the Splitting and Aggregation type split or aggregate contents of FlowFile.

When splitting, the processor creates new FlowFiles, the contents of which are written to the data obtained as a result of the split. The division occurs in accordance with a user-

specified condition and the processors own logic. The attributes for each new FlowFile are usually data describing the resulting segment of content — size, ID, number of lines, etc.

During aggregation, the processor creates a new FlowFile, the contents of which combine the contents of all incoming files. The attributes for the new FlowFile are data describing the

file resulting from the merge: file name, number of merged FlowFiles, packet lifetime before sending, etc.

The processor writes the contents of new FlowFiles to the Content Repository and stores a reference to them in each FlowFile.

When splitting or aggregating content, new FlowFiles are sent to the connection queue that has  set to success  ( splits , segments , merged  — depending on

the processor).

Splitting

Examples of processors and their uses:

Unpacking archives of various types, such as ZIP and TAR, with each file after unpacking being transferred as a separate FlowFile — UnpackContent.

Combining multiple FlowFiles into one FlowFile in accordance with user-specified conditions, for example based on a common attribute. In this case, the minimum and maximum

size of each packet can be set, as well as a timeout for waiting for the packet to be filled — MergeContent.

Splitting a FlowFile into potentially multiple FlowFiles based on a specific byte sequence by which to split the contents — SplitContent.

Processors belonging to the HTTP type process HTTP and HTTPS requests.

For incoming requests, the processor creates a FlowFile and writes the contents of the request to the contents of the FlowFile. If the processor makes an outgoing request (PUT, POST,

or PATCH), the contents of the FlowFile are sent as the body of the message.

Successfully created FlowFiles from incoming requests are sent to the connection queue that has the  set to success . For the universal processor responsible for

receiving and sending requests (InvokeHTTP), several For Relationships values   ( original , failure , response , etc.) can be configured for the connection, where FlowFiles can

be distributed in depending on the HTTP response status code.

HTTP requests

Examples of processors and their uses:

running an HTTP (or HTTPS) server and listening for incoming connections — ListenHTTP;

interacting with a custom HTTP endpoint using the GET method, where the response body becomes the content of the generated FlowFile — InvokeHTTP.

Processors belonging to the Amazon Web Services type are responsible for interacting with the web system Amazon services.

The processor performs actions in accordance with its own logic — retrieves the contents of AWS objects or messages, sends the contents of FlowFile as the contents of an AWS

object or notifications. When saving data from AWS to the contents of a FlowFile, parameters that describe the data are saved as attributes: identifier, hash sum, etc.

When a request is successfully completed, FlowFiles are sent to a connection queue that has the  set to success .

AWS

Examples of processors and their uses:

retrieving the contents of an object stored in Amazon Simple Storage — FetchS3Object;

writing the contents of FlowFile to an Amazon S3 object — PutS3Object.

To Table of Contents
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3.9.1.1.b1

     Date: 28.10.2025

New services

Added new NiFi2 2.5.0_arenadata1 service

Upgrades

Upgraded Kafka and Kafka Connect to 3.9.1_arenadata1

Kafka updates

Kafka Tiered Storage 1.0.0_arenadata1

Kafka Connect updates

Upgraded Iceberg Sink Connector to 1.6.1_arenadata3:

Support for deletions and the ability to define cdc-field  values for the DELETE , UPDATE , INSERT  operations.

Support for multiple CDC operations for a single Iceberg operation.

Adding an option to ignore source operations in the Iceberg connector.

Support for SMT in the Iceberg connector.

Upgraded Confluent services to 7.9.1:

Schema Registry

Kafka REST Proxy

ksqlDB

Upgraded NiFi to 1.28.1_arenadata2

NiFi updates

Support for concurrent mode in the PutGreenplumRecord processor.

Fixed resource leak in GpfdistRecordProcessorProvider and error handling in PutGreenplumRecord.

New features

Added support for AltLinux 10 SP

Added support in Iceberg Sink Connector for the following options:

Use of Single Message Transforms (SMT), available by default (in technology preview mode):

CopyValue

DmsTransform

DebeziumTransform

JsonToMapTransform

KafkaMetadataTransform

MongoDebeziumTransform

Delete rows in UPSERT mode.

New parameters for extracting CDC operations from the incoming record:

iceberg.tables.cdc.ops.insert

iceberg.tables.cdc.ops.update

iceberg.tables.cdc.ops.delete

iceberg.tables.cdc.ops.ignored

Added the ability to configure the bootstrap-hashicorp-vault.conf file for the NiFi service using ADCM

Implemented the following types of authentication for Cruise Control:

Basic

Kerberos

Implemented the ability to export Cruise Control authentication parameters to ADS Control

Added pre-configured monitoring for the NiFi service

Added the ability to automatically create all necessary services in NiFi for integration with Kafka and Schema Registry using the new NiFi service action 

Improvements

Implemented the ability to interrupt actions

Implemented the ability to configure a proxy server for connecting to the repository

Node exporter configuration for the Monitoring service has been moved to separate scrape files

Implemented the ability to move the NiFi Registry component to another host when performing the Add/Remove components action for the NiFi service

Added a check to ensure that the occupied ports match those specified when performing the Restart action for the Kafka service

Bug fixes

Fixed an issue related to the Add/Remove components action when moving all NiFi Server components simultaneously

Fixed an issue that occurred when decommissioning the NiFi Server

Fixed an issue that occurred when updating the controller-env.sh file for the Kafka service after saving

Fixed an issue that occurred when restarting a cluster with the service in the created  state

Misc/Internal

Minimum ADCM version — 2.7.0

The NiFi2 service has been added in the technology preview state and is not intended for use in a production environment. Usage limitations:

NiFi2 can only be installed as part of a separate cluster (NiFi2 + Zookeeper).

Before installing the service, enable  via the arenadata_java parameter for the repository of your OS to install

Java 21 when configuring the cluster.

3.9.0.1.b1

     Date: 31.07.2025

Upgrades

Upgraded Kafka and Kafka Connect to 3.9.0_arenadata1

Kafka updates

Support for kTLS.

Kafka Connect updates

Upgraded Debezium Connector to 3.1.

Upgraded Iceberg Sink Connector to 1.6.1_arenadata2:

Support for UPSERT mode.

Support for Kerberos authentication.

Support for Hive 4.0.1.

Upgraded Confluent services to 7.9.0:

Schema Registry

Kafka REST Proxy

ksqlDB

Upgraded NiFi to 1.28.0_arenadata2

NiFi updates

Added NiFi ADB Connector.

New features

Added  support in Kafka

Added support for UPSERT mode and Kerberos authentication on the ADH side in Iceberg Sink Connector

 has been developed and added to NiFi

Added support for AstraLinux Edition "Voronezh"

Implemented maintenance mode for the bundle

Added  component to the Kafka service

Added the ability to change the encryption of confidential properties of NiFi

Improvements

Pre-configured the plugin.path  parameter for Iceberg Sink Connector

Added the ability to configure additional Persistence Providers for NiFi via ADCM:

DatabaseFlowPersistenceProvider

S3BundlePersistenceProvider

Bug fixes

Fixed an issue with displaying a line indicating the broker on the Info tab of the Kafka service after upgrading the cluster

Fixed an error that occurred when trying to move ksqlDB service components to another host using the Add/Remove components action

Misc/Internal

Minimum ADCM version — 2.6.0

NiFi ADB Connector is currently in the technology preview state and is not intended for use in a production environment. It is under development and is provided

to the clients for a review

3.7.2.1.b1

     Date: 21.04.2025

Upgrades

Upgraded Kafka and Kafka Connect to 3.7.2_arenadata1

Upgraded Confluent services to 7.7.2:

Schema Registry

Kafka REST Proxy

ksqlDB

New features

Implemented the ability to install the required Java version from the Arenadata repository

Implemented support for the Iceberg Sink connector for Kafka Connect

Implemented support for  from Zookeeper to KRaft using the ADCM interface

Improvements

Implemented the ability to specify custom Kafka listener names in configuration parameters

The Shrink and Expand service actions have been replaced by the Add/Remove components action

Implemented support for deploying Kafka  in KRaft mode

The Info page of the Kafka service displays the current value (string) of the bootstrap-server  parameter

Implemented the ability to manage the rolling restart function of the Kafka service via ADCM

Bug fixes

Fixed an issue that occurred when installing a cluster without the ksqlDB and Schema Registry services due to the lack of libraries required for Debezium to work

Fixed a ZooKeeper client crash that occurred when SSL was enabled

Fixed an issue that occurred when attempting to remove the ZooKeeper service after migrating a cluster to an imported ZooKeeper from another cluster

Misc/Internal

Before upgrading, remove the Kafka-Manager service from your cluster — this service is deprecated and was removed in this release. We recommend using ADS

Control as a replacement

This version adds the ability to automatically install Java from an Arenadata repository when installing a cluster. However, Arenadata is not an official JDK

provider, and this feature is provided to ensure a fully automatic installation on systems that do not have the necessary dependencies. In production

environments, we recommend using a JDK from official providers

3.6.2.2.b2

     Date: 06.02.2025

Bug fixes

Fixed an issue with displaying the Grafana component control panel of the Prometheus service

Fixed HDFS import errors

Fixed a crash that occurred when running the Expand action for the ZooKeeper service

Fixed a NiFi configuration encryption error that occurred when working with сyrillic symbols on AltLinux sp 8.4

Fixed missing zk_keystore.pw in the NiFi configuration causing NiFi cluster to crash

Fixed the presence of Schema-Registry import after removing the service

Fixed 404 error related to NiFi Registry and Ranger when upgrading ADS cluster version 1.7.x

Fixed missing environment configuration for the Kafka REST Proxy service

3.6.2.2.b1

     Date: 27.12.2024

New features

Implemented support for  in the Kafka service

Implemented support for the  protocol for metadata management in Kafka

Implemented support for  connectors in Kafka Connect for PostgreSQL and MS SQL servers

Implemented a new  service

Improvements

Implemented ADH cluster import for automatic configuration of tiered storage

Bug fixes

Fixed an issue with the password in the Initial Admin field when enabling authentication in the NiFi service

Fixed an issue with the Manage Kerberos action in an ADS cluster with NiFi and Monitoring clients services installed

Fixed the Error getting tags  error in the NiFi and NiFi-Registry logs when Kerberos is enabled

Fixed an issue with updating NiFi SSL attributes after unsuccessful launch of the Enable SSL action

Misc/Internal

Services are marked as [Deprecated] and will be removed in the next releases:

Kafka-Manager

Monitoring clients

Important! The KRaft protocol for Kafka is provided as early access and is not recommended for production use. There is no possibility of migration from

ZooKeeper to KRaft and back, only installation from scratch is possible

Working in the Kafka-Manager service is not available when using the KRaft protocol

Minimum ADCM version is 2.3.0

Minimum ADH version for HDFS import when setting up tiered storage is 3.3.6.2.b1

3.6.2.1.b1

     Date: 26.09.2024

New features

Implemented the  plugin for authorization in the Kafka REST Proxy service

Changed service versions to 3.6.2:

Kafka

Kafka Connect

Changed service versions to 1.26.0:

NiFi

MiNiFi

Changed service versions to 7.6.2:

Schema Registry

Kafka REST Proxy

ksqlDB

Changed the ZooKeeper service version to 3.8.4

Implemented support for Java 17

Improvements

Added the ability to change /etc/kafka/conf/core-site.xml when enabling the Ranger plugin

Improved placement of parameters on the Kafka service 

On the configuration page of the Kafka service, the appearance of the log.cleaner.enable  Kafka parameter and its default value have been changed

( false  → true )

All user parameters entered using the Add key, value  field will overwrite existing parameters

Bug fixes

Fixed error when connecting LDAP groups and NiFi policies

Misc/Internal

Starting from the current version of ADS, the Java version used is 17. Before updating or installing ADS on Centos, RedHat, and AstraLinux operating systems,

you should manually install Java 17 and also configure the 

3.3.2.2.b1

     Date: 08.07.2024

New features

Implemented support for Samba DC

Implemented support for Ubuntu

Changed version of NiFi to 1.23.2

Added a new  — Restart

Improvements

Added the ability to select options when running  and  actions:

Set service checks for actions Install, Expand, and Shrink (instead of being required);

Apply configs from ADCM for Start and Restart actions.

The Manage Ranger plugin action has been changed (the ability to set the name of the Ranger policy service and overwrite an existing service has been added)

for the services:

Enable SSL and Disable SSL have been replaced with Manage SSL, which performs overall improved management of 

Misc/Internal

The minimum ADS version that can be updated is 1.7

3.3.2.1.b1

     Date: 11.04.2024

New features

Added a new cluster configuration parameter Precheck packages that enables/disables package checks when performing actions Upgrade, Install, Expand.

Checks are disabled by default

Changed service versions to 3.3.2:

Kafka

Kafka Connect

Changed service versions to 7.3.2:

Schema Registry

Kafka REST Proxy

ksqlDB

Added the ability to configure connection to JMX using login/password

Improvements

Enable Kerberos, Disable Kerberos, and Reconfig Kerberos have been replaced with Manage Kerberos that performs general improved 

management (enable, disable, configure)

Bug fixes

Fixed issue with displaying incorrect information in NiFi configurations after enabling the Ranger plugin

2.8.1.1.b1

     Date: 17.10.2023

New features

Implemented support for RedOS in the Enterprise version of the ADS bundle

Added an additional GitFlow Provider to NiFi

Implemented the ability to customize:

configuration of environment variables for the Kafka-Manager service;

logging for the Kafka-Manager component.

Changed version of NiFi to 1.20

Implemented 

Bug fixes

Fixed a problem with displaying irrelevant data in the Kafka-Manager service

Misc/Internal

Maximum ADPS version — 1.0.4

Minimum ADCM version — 2023.10.10.08

1.8.2.b1

     Date: 18.07.2023

New features

Implemented support for Astra Linux in the Enterprise version of the ADS bundle

Reworked user authentication via  and  to use secretmap entries in the ADCM interface

Implemented showing Confluent licenses in ADS when  during cluster installation

Implemented  for all services

Bug fixes

Fixed issue with ansible_fqdn  definition when triggering Expand and Shrink actions for Kafka Connect service

Fixed issue with bootstrapServers and kafkaConnectClusters export being overwritten after restarting Kafka and Kafka Connect services

Fixed issue with existing znode before creating ZooKeeper node

Fixed issue with deleting the Monitoring Clients service using the icon 

Misc/Internal

Variables instead of hardcode for kafka-connect log4j

1.8.1.b1

     Date: 13.04.2023

New features

Changed version of ZooKeeper to 3.5.10

Changed version of Kafka Connect to 2.8.1

Added actions for Schema Registry service 

Added installation of the Apache NiFi - MiNiFi - Toolkit at the same time as the MiNiFi Agent component. MiNiFi Toolkit is designed to create MiNiFi

configuration files from exported NiFi templates

Added the ability  for MiNiFi service

Added the ability to configure authorization on the MiNiFi C2 Server for a group of hosts

Added new log4j templates for the ksqlDB service, available for modification during :

log4j_rolling_properties_template

ksql_migrations_log4j_properties_template

log4j_file_properties_template

log4j_silent_properties_template

Added logging level parameters to the components menu that can be changed during 

Auto restart of NiFi when authentication is being  (without using the Restart service action)

Implemented the ability to use the Kafka Connect service separately from the Kafka service

Added the Force rewrite services SSL configuration flag when starting  action

Implemented support for the Hive 3 processor for the NiFi service

Implemented the connect-distributed-log4j.properties log level switch for the Kafka Connect Worker service component

Bug fixes

Fixed an issue with ADS cluster data in ADSCC configuration when importing from ADS to ADSCC

Fixed a bug with NoNode ZooKeeper

Fixed Kafka Connect limit error in autotests

Fixed a bug when starting the Disable SSL action

Fixed an issue with using wrong ports for hostgroup configuration when triggering Enable SSL action

Fixed a bug in ZooKeeper when creating znode

Fixed an error with ZooKeeper installation

Fixed an cluster_info  import overwrite issue when Kafka Connect Worker bean hostgroup is empty when running Shrink action for Kafka Connect service

Fixed a bug that occurred when installing more than one instance of Schema Registry

Fixed an Connection refused  error in Kafka Manager health check after switching from curl tool to requests

Fixed issue with incorrect display of NiFi UI port overridden via configuration group for one host

Fixed a problem with creating a path when installing ZooKeeper

Fixed URL can’t contain control characters  error in update autotests

Fixed an issue with restarting the NiFi-Registry when a configuration group for NiFi is created

Fixed an issue with starting Kafka after changing LOG_DIR  via config group

Fixed an issue with starting Schema-Registry in tests when upgrading to version 1.7.X

Fixed an issue with disabling SASL PLAIN when SSL is enabled and NiFi is not installed

Fixed an issue with applying an SSL configuration change to a host

Fixed an issue with deleting multiple NiFi nodes

Removed double check when starting Enable SSL action

Misc/Internal

Changed name of KSQL service to ksqlDB

Disabled support for updating versions earlier than 1.4.11

1.8.0.b1

     Date: 02.02.2023

New features

Added the ability to  a service from a cluster in the ADCM interface

Implemented support for Alt 8 SP in minifi.sh for NiFi service version 1.18

Changed versions:

NiFi Server and NiFi Registry components up to Apache NiFi 1.18;

MiNiFi service up to Apache MiNiFi 1.18.

Bug fixes

Fixed an issue with NiFi Server Ranger plugin activation when upgrading from 1.6.X, 1.7.0, and 1.7.X

Fixed an issue with exporting ADS cluster name to ADSCC cluster after upgrading ADSCC

Fixed an issue with updating basic information about services after applying actions Expand and Shrink

Known issues

Issue Workaround

After  of a running ADS cluster to version 1.8.0.b1, all processors

that have certain parameters (password, web hook url, auth token, etc.) in

the  will be flagged with a warning 

To solve the problem, you need to:

open processor options by clicking on the  icon on  of

the NiFi processor;

re-enter the required parameters.

1.7.2.b2

     Date: 10.01.2023

New features

Added ability to clear user and authorizer files when enabling SSL in NiFi

The  is now available for the following ADS services:

Schema Registry

Kafka REST Proxy

KSQL

Bug fixes

Fixed an issue with creating service keytab

Fixed an issue with cluster crashing after misconfiguring NiFi settings when enabling SSL

Fixed an issue when enabling SSL in a cluster with NiFi service and monitoring without installing ADPS

1.7.2.b1

     Date: 06.12.2022

New features

For the NiFi Registry (a component of the NiFi service), Ranger authorization is implemented — access protection when storing and managing shared resources

in one or more NiFi instances

Added the ability to manage all parameters using the ADCM user interface in all configuration files

1.7.1.b1

     Date: 17.10.2022

New features

Added support of AltLinux 8.4 operating system for ADS

For the NiFi service, the Ranger authorization plugin has been added, the ability to add or remove permissions for processing messages in NiFi has been

implemented

Added support for Kafka Connect service and Mirror Maker 2 mechanism for ADS. For more information about Mirror Maker 2, see 

1.7.0.b2

     Date: 26.07.2022

Bug fixes

Fixed a bug when upgrading an ADS cluster with existing NiFi streams from 1.6.2.b4 to 1.7.0.b1

1.7.0.b1

     Date: 16.06.2022

New features

Added  for NiFi service

For ADS in ADCM, the ability to delete a user is implemented

For the NiFi service, the ability to work with the _routing  option using the NiFi Elasticsearch processor has been added

Switching of the logging level ( log level ) for ADS services is implemented

For ADS in ADCM, the ability to configure channel protection via the SSL protocol has been implemented

Misc/Internal

Kafka bump to new version stack

1.6.2.b4

     Date: 21.12.2021

Bug fixes

Fixed kdc_type  setting error after update

1.6.2.b3

     Date: 16.12.2021

New features

Added the ability to use Active Directory as a Kerberos store for ADS

For the ZooKeeper service, the ability to add a set of logs for deletion (tear-down) has been implemented

Bug fixes

Fixed a bug occurred when running the Reinstall status checker cluster action

Misc/Internal

Added full testing of the RedHat 7.9 volume license stack in ADS

1.6.2.b2

     Date: 29.10.2021

New features

Added Reinstall status checker action for ADS in ADCM

Implemented the ability to run status checker  with passive components, such as client

Bug fixes

Kafka topic data storage time not specified

Misc/Internal

Added autotests for installing ADS with Kerberos support by service

Added autotests for Upgrade with installed Kerberos

Updated status checker  tests

1.6.2.b1

     Date: 24.09.2021

New features

Docker for ADS is released to use

Added a list of service log locations to the bundle configuration

The authentication protocol Kerberos is implemented for ADS

For ADS, a provisioning mechanism infrastructure has been created to enable Kerberos authentication

Bug fixes

Fixed an issue with ADS and Enterprise Tools integration

For the ZooKeeper service, a bug with the Check action has been fixed — instead of performing a health check, it performed the installation and configuration of

the service

Fixed a bug in starting offline installation on RH 7.9

Fixed incorrect execution of actions on the ZooKeeper service

Fixed offline installation error

For the NiFi service, incorrect work when passing metrics to the Graphite service of the Monitoring Clients cluster has been fixed

Fixed a bug with non-uniform hostnames for the Graphite service

Fixed a bug with duplicate configuration keys

Fixed intermittent validation error for Kafka service

For the NiFi service, an error has been fixed that occurred when the Shrink action was performed if the NiFi node did not have time to connect to the cluster

Fixed a bug for the NiFi service that occurred when the Expand action was performed when the wrong host was selected

For all services, a bug has been fixed: services did not change the state to Installed  after being installed via the Install action

Misc/Internal

Changed ADS bundle format version

Disabled autostart for Shrink action

Changed maximum import version

Added branch parameter to .gitmodules

Integrated repository adcm_job_repo into ADS

Added the ability to update the bundle without rebuilding packages

Created a port map for ADS components

Created a pack-file for offline installation of CE with Enterprise Tools

Added autotests to check if Ranger works with Kerberos

1.6.0.0

     Date: 09.03.2021

New features

Implemented SASL/PLAIN support for Kafka, KSQL, Schema-Registry, Kafka-Rest, Kafka-Manager services

Implemented the ability to add/update users for SASL/PLAIN

Implemented ADS integration with ADPS (Arenadata Platform Security)

Implemented support for Ranger Kafka Plugin

Implemented support for Service Dependency Tree

Implemented the Check service action to check services using the systemctl utility

Implemented the division of the ADS bundle into the Enterprise version and the Community version

Increased Kafka version to 2.6.0

Increased KSQL version to 0.11.0

ZooKeeper repository and Alt repository uploaded to Google

Improvements

For the Schema-Registry service, the check has been improved

Improved test execution time and added new fixtures from the plugin

Improved Schema-Registry configuration options

Refactored Kafka Cluster post task in Kafka-Manager

Refactored adding NiFi Metric Report tasks

Refactored use of adcm_check  as utils

Refactored the NiFi service health check

Refactored services_dependencies_check.yaml

Refactored adcm_role_jmxtrans

Refactored services

Refactored actions and states of the cluster and ADS services

Graphite and Grafana imports moved to Monitoring Clients service

Migrate Kafka-Manager to a Docker container

All service checks have become more informative

It is now possible to add parameters to the Schema-Registry service config

Bug fixes

Fixed a problem with launching the Ranger plugin

Fixed issue with Monitoring service status after Ugrade action

Fixed issue with Kafka version support when upgrading from 1.4.X

Fixed a problem with starting the Schema-Registry service after the update

Fixed bug in Kafka-Manager

Fixed bugs in ansible-lint

Misc/Internal

Repository in config.yaml split with -r  flag

ADS 1.6.0 uploaded to Google

Added Guava library to ranger-kafka-plugin  assembly

Verified use of json_query

Added Monitoring_dependency_check  tag to Expand action

Moved ADS autotests to SSH provider

For autotests, all file accesses are organized regardless of the current working directory

Added creation of clusters with a common function from the plugin in autotests

Refactored tests to use only scope fixtures

Added services_install_order  to configuration

Updated tests for using the YCC 2.11 bundle

Added service dependency tree tests

Added processing of tests for different editions

Implemented assembly of components with a dependency on ZooKeeper 3.5.8:

MiNiFi 0.7.0

NiFi-Registry 0.7.0

NiFi 1.12.0

Implemented build ZooKeeper 3.5.8

Implemented build Kafka 2.6.0

Implemented standardization of service checks

Implemented the assembly of the latest stable bundles for ADS 1.6.0

Refactored implementation of service dependencies

Added autotests of monitoring clients

Added MiNiFi autotests

1.5.0.2

     Date: 21.05.2020

Bug fixes

Fixing bugs in offline mode for version 1.5.0.1

Misc/Internal

Preparing a bundle for offline installation 1.5.0

Creation and placement of offline bundles

1.5.0.1

     Дата: 24.04.2020

New features

Created open repositories:

Centos for ADS 1.5.0 bundles

Centos for ZooKeeper 3.5.6

Altlinux for ZooKeeper 3.5.6

Altlinux for ADS 1.5.0 bundles

Introduction of MiNiFi service for ADCM

For the MiNiFi service, the following actions have been implemented:

Install

Start/Stop/Restart

Check

Expand

Shrink

Monitoring implemented for MiNiFi service

Added common actions for MiNiFi service for ADS in ADCM

Increasing service versions:

NiFi up to 1.10.0

NiFi Registry up to 0.5.0

Kafka up to 2.4.0

KSQL up to 5.4

Schema Registry Bump Schema Registry prior to 5.4.0

Kafka Rest Proxy up to 5.4.0

ZooKeeper 3.5.6

Added support for Kafka 2.4.0 version in Kafka-Manager

Kafka-Manager downgraded to 1.3.3.23

Improvements

Added the ability to monitor the NiFi service

Refactored Kafka-Manager user interface

Refactored ADS bundle for Altlinux

Refactored ZooKeeper role for Altlinux

Refactored service_main_info.yaml

Refactored Schema-Registry service

Refactored Kafka-Manager service

Refactored processing of cluster and service states

Changed the unit of Kafka metrics

Refactored Check action of Kafka service

Refactored calling the systemd  role in the ZooKeeper service

Refactored actions of clusters and services for several types of scenarios

Refactored roles of repositories

Refactored NiFi Registry configuration for version 0.5.0

Refactored NiFi configuration for version 1.10.0

Refactored Kafka configuration for version 2.4.0

Refactored Kafka role

Refactored ZooKeeper role

Rebuilt MiNiFi package

Bug fixes

Fixed a bug with building the Schema-registry service

Fixed a bug with creating custom NiFi service directories

Fixed a bug with installing the MiNiFi service (an Ansible task crashed)

Fixed issue with encoded template name in external link to MiNiFi C2 server

Fixed issue with performing Expand action for NiFi service

Fixed destructive actions when checking the repository

Fixed problem with updating child packages when updating main packages

Rebuilt ZooKeeper service package

Fixed Diamond collector issue for MiNiFi service

Fixed Run as user runtime issue for MiNiFi agent

Fixed Kafka-Manager service crash after version change

Fixed an issue with NiFi builds

Fixed issue —  _verify_installation  is not excluded when building bundles

Fixed LOG_DIR  for all services

Misc/Internal

Changed the logic of loading the bundle version

For the ZooKeeper service, the Shrink and Expand service action tests have been Refactored when connected via an IP address

For the NiFi service, tests for the Shrink and Expand actions have been added

For the ZooKeeper service, tests for the Shrink and Expand actions have been added

Added check for Shrink and Expand results for ZooKeeper service

Added Kafka REST Proxy server update

Add a call to adcm_check  after each service update task

A test for the operation of the Shrink action has been added for the Kafka service

Added adcm_check  call after each task

Enable StatusLogger  for MiNiFi Agent

For the MiNiFi service, a script has been developed to transfer metrics to Graphite

Added Upgrade action test for ADS 1.3.X and 1.4.X bundles

Moved service_rolling_restart.yaml to utils  role

Added invisible configuration to config.yaml for computed service variable

Added update task for ZooKeeper in 3.5.6

Documents prepared for version 1.5.0.1

The latest stable packages for ADS 1.5.0 have been built

Migrated ADS to Altlinux

Added cluster upgrade tests

Added a default hidden parameter for the ZooKeeper repository to the service configuration

Added tests for Shrink and Expand actions for a cluster

Added NiFi dependency check for MiNiFi service

C2 MiNiFi server developed

Added restart tag to adcm-utils  for task service_main_info.yaml

Added license acceptance in tests

Moved changes from branch-adsm-1.5-allinux  to branch-adsm-1.5  for Centos and altlinux builds from the same branch

Updated license agreement
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ADS supported services
Olga Semme

This article describes a list of services included into the current version of ADS. The Version column contains references to the release notes of each component.

Service Component Version

Kafka Kafka Broker 3.9.1_arenadata1

Kafka Tiered Storage 1.0.0_arenadata1

Kafka Controller 3.9.1_arenadata1

Kafka Cruise Control 3.9.1_arenadata1

Kafka Connect Kafka Connect Worker 3.9.1_arenadata1

Debezium Connector 3.1

Iceberg Sink Connector 1.6.1_arenadata3

Kafka REST Proxy Kafka REST Proxy 7.9.1

ksqlDB ksqlDB Client 7.9.1

ksqlDB Server 7.9.1

Schema-Registry Schema-Registry 7.9.1

NiFi NiFi Registry 1.28.1_arenadata2

NiFi Server 1.28.1_arenadata2

NiFi2 NiFi2 Registry 2.5.0_arenadata1

NiFi2 Server 2.5.0_arenadata1

MiNiFi MiNiFi Agent 1.28.1_arenadata2

MiNiFi C2 Server 1.28.1_arenadata2

ZooKeeper ZooKeeper Server 3.8.4_arenadata1
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Version compatibility matrix
Olga Semme

ADS version ADPS min version ADPS max version ADCM min version

3.9.1.1_b1 1.2.1_b1  —  2.7.0

3.9.0.1_b1 1.2.1_b1  —  2.6.0

3.7.2.1_b1 1.2.0_b1 1.2.1_b1 2.5.0

3.6.2.2_b1 1.2.0_b1 1.2.1_b1 2.3.0

3.6.2.1_b1 1.2.0_b1 1.2.1_b1 2.2.0

3.3.2.2_b1 1.1.0_b1 1.2.1_b1 2.0.0

3.3.2.1_b1 1.1.0_b1 1.2.1_b1 2023.10.10.08

2.8.1.1_b1 1.0.3_b1 1.0.4_b6 2023.10.10.08

1.8.2_b1 1.0.3_b1 1.0.4_b6 2023.06.14.16

1.8.1_b1 1.0.3_b1 1.0.4_b6 2022.12.07.10

1.8.0_b1 1.0.3_b1 1.0.4_b6 2022.12.07.10

1.7.2_b2 1.0.3_b1 1.0.4_b6 2022.04.18.13

To Table of Contents

c a6a b9


