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ADPG is a powerful relational database management system (RDBMS). ADPG is based on the object-relational Open Source DBMS PostgreSQL. ADPG can be used in business critical
and non-critical applications in various industries.

ADPG is a good solution in the following cases:

® Financial industry. ADPG is fully ACID compliant and suitable for OLTP (Online Transaction Processing) workloads. It is also an analytical database and can be integrated with math
software.

® Industrial manufactures. ADPG is a reliable long-term data warehouse that offers reliable storage at a low cost. ADPG is the good choice because it can be configured for
automatic failover, full redundancy, and almost zero downtime upgrades.

= GIS data. ADPG includes a powerful GIS extension — PostGIS, which provides hundreds of functions to process geographic data in various formats.

= Web technologies and NoSQL workloads. Websites might require thousands or hundreds of thousands of requests per second to serve customers. ADPG meets this requirement
and can be used as a storage backend in scalable applications. ADPG works with modern web frameworks including Django (Python), node.js (JavaScript), Hibernate (Java), Ruby
on rails, PHP, and others.
Due to replication capabilities, websites can be scaled out to as many database servers as you need.

ADPG can also be used as a NoSQL-style data store.

= Scientific data. Research and scientific projects can generate terabytes of data. ADPG has analytical capabilities and offers a powerful SQL engine that can easily process large
amounts of data. ADPG can also be extended. You can write aggregation functions and implement your own business logic in the database.

= Metric storage. You can install the TimescaleDB extension and use ADPG to store time series data. For example, currency rates, vehicle movement telemetry, statistics of server
access or CPU load that change over time.

= Storage for Arenadata products. Some Arenadata products use ADPG as their internal storage. For example, ADH saves meta-information in an ADPG cluster.


https://en.wikipedia.org/wiki/ACID
https://postgis.net/
https://www.tigerdata.com/timescaledb
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Arenadata Postgres (ADPG) is a DBMS for efficient work with loads of different profiles (primarily OLTP — Online Transaction Processing). ADPG allows you to work with various
amounts of data and supports a wide range of data types (including JSON and custom types) with the ability to create data processing mechanisms.
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ADPG architecture

The main components of the ADPG cluster in the diagram:
= BackupAgent — creates a backup and sends it to the repository. BackupAgent is based on the pgBackRest utility.
®m BackupManager — manages the creation and storage of backups.
= ADPG leader — the main host that has the right to perform write transactions.
= ADPG replica — additional hosts that are replicas of the leading ADPG host.
= eted — distributed configuration storage.

= Proxies — distribute read/write transactions between leader host and replica hosts (HAProxy).

Connection Poolers — the PgBouncer instances installed on each ADPG node that manage the number of connections and reuse them.

ADPG uses Patroni to build the cluster based on the PostgreSQL streaming replication and implement High Availability (HA). An ADPG cluster that supports HA should contain several
ADPG nodes. Each node consists of a PostgreSQL server and a Patroni agent that serves the local PostgreSQL instance. One ADPG node is the leader, others are replica instances. The
leader serves read-write transactions (unless otherwise specified in load balancing settings), and replicas process only read-only requests. In case of the leader failure, Patroni elects a
new leader from replicas and the ADPG cluster continues to operate.

Patroni saves the cluster configuration in the Distributed Configuration Storage (DCS). ADPG requires an etcd cluster to use it as Patroni DCS.

To implement load balancing, ADPG uses HAProxy (High Availability Proxy). HAProxy is a software TCP/HTTP load balancer. It listens on ports in pairs: connections to one port from
the pair are transferred to the leader (directly or throw PgBouncer), requests to another port are distributed across ADPG nodes (directly or throw PgBouncer). For more information, see
Load balancing.

PgBouncer is used as a connection pooler. An application can connect to PgBouncer as an ADPG server, and PgBouncer creates a connection to the ADPG server, or reuses one of its
existing connections. PgBouncer is designed to reduce the performance impact of opening new connections. To avoid compromising transaction semantics, PgBouncer supports
multiple types of pooling when rotating connections:

m Session pooling — when a client connects, a server connection is assigned to it for the entire time the client is connected. When the client disconnects, the server connection returns
to the pool. This is the default method.

m Transaction pooling — a server connection is assigned to a client only during a transaction. When PgBouncer notices that the transaction is complete, the server connection is put
back into the pool.

m Statement pooling — the server connection is returned to the pool immediately after a query completes. Multi-statement transactions are prohibited in this mode, because they may
be disrupted.

Another ADPG part is Storage that is a backup storage host. You can use any type of storage supported by the pgBackRest utility.

ADPG cluster management is performed via ADCM. The following actions are available in the ADCM Ul:

m Cluster actions that allow you to manage the entire cluster with all services.

m Service actions that manage a single service.


https://pgbackrest.org/
https://www.haproxy.com/
https://www.pgbouncer.org/
https://patroni.readthedocs.io/en/latest/README.html
https://www.postgresql.org/docs/16/warm-standby.html#STREAMING-REPLICATION
https://etcd.io/
https://pgbackrest.org/
https://docs.arenadata.io/en/ADCM/current/introduction/intro.html
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NOTE

The load balancing feature is available for ADPG Enterprise Edition.

The ADPG cluster implements load balancing, which distributes client requests across multiple database replicas. This technique allows ADPG to process more requests
simultaneously.
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Load balancing in ADPG

ADPG uses HAProxy (High Availability Proxy) to implement load balancing. HAProxy is a software TCP/HTTP load balancer. It listens on two ports: connections to one of them are
transferred to the leader, requests to another are distributed across ADPG nodes. Write transactions should be sent to the first port, read only transactions to the second one. If you
send a write transaction to the port for read only requests, ADPG refuses it.

NOTE

HAProxy does not check whether a current request is a write or read-only transaction. Client applications must choose the correct port for connections.

HAProxy chooses which node should process a client request according to specified rules. Only the leader can process write transactions. Read only transactions are passed to
replicas. You can also configure HAProxy to allow the leader to process read only transactions. See Configure load balancing for details.

If PgBouncer is enabled, write transactions will be sent to a PgBouncer instance of an ADPG leader node and read only transactions — to PgBouncer instances of replica nodes. See
Configure PgBouncer.

The ADPG uses the Etcd cluster as DCS (Distributed Configuration Store). The Patroni service that implements streaming replication stores information about ADPG cluster
configuration in etcd. For more information about ADPG replication, see ADPG high availability overview.

The conf.d service updates HAProxy configuration files when the cluster configuration changes. For example, a new node is added, or a leader is changed. The conf.d service is
installed on the host with HAProxy. It subscribes on ADPG cluster configuration updates stored in Etcd. When ADPG changes the configuration, the conf.d service generates new
configuration files for HAProxy and reloads HAProxy to apply the changes.

HAProxy also uses the Patroni REST API for additional verification which node is the leader and which is the replica.

)
TIP
To improve HAProxy high availability, you can use technologies that are not related to ADPG. For example, HAProxy instances may be added as A/AAAA records @
with a single FQDN to DNS server. Also, the keepalived tool can be used to manage multiple HAProxy hosts.

R


https://www.haproxy.com/
https://github.com/kelseyhightower/confd
https://www.keepalived.org/
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Overview

The Monitoring service implements monitoring in the ADPG cluster. It deploys the Prometheus server, which collects and stores metrics. The Monitoring service also supports Grafana

for data visualization.
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Prometheus retrieves metrics through HTTP calls to specific endpoints. Metrics are transferred to these endpoints by exporters, which should be installed on the cluster hosts.
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Monitoring in ADPG

The table below describes the components of the Monitoring service and on which hosts they should be installed.

Component Description
Prometheus The Prometheus server that collects and stores metrics
Grafana The Grafana web interface for creating dashboards to

visualize metrics

ADPG Exporter Sends PostgreSQL metrics
Pgbouncer Exporter Sends Pgbouncer metrics
PgBackRest Exporter Sends backup statistics
Node Exporter Sends system metrics

Balancer host

Host

A separate host for monitoring

A host for Grafana. It is recommended to
use a host with a Prometheus server

All hosts with the ADPG service

All hosts with the ADPG service

All hosts with the ADPG service

All hosts from which system metrics need
to be collected

Patroni and Etcd exposes the /metrics endpoint by default. There is no need to configure a separate exporter for them to support Prometheus scraping. The Balancer (HAProxy)

service does not require installation of a separate component to export metrics, but you can configure the parameters of the built-in HAProxy exporter in the Monitoring service

settings.

Monitoring service settings

To specify Monitoring service parameters, open the Services tab of the ADPG cluster and select the Monitoring service. The parameters are available on the Primary configuration tab.

HAProxy Exporter settings

Parameter Description

Listen port Port on the host with the Balancer service to retrieve HAProxy metrics in
the Prometheus format

Metrics endpoint Endpoint on the host with the Balancer service to retrieve HAProxy
metrics in the Prometheus format

Pgbouncer Exporter settings

Parameter Description

Listen port Port on the host with the ADPG service to retrieve connection pooler
metrics in the Prometheus format

PgBackRest Exporter settings

Parameter Description

Listen port Port on the host with the ADPG service to retrieve PgBackRest metrics in
the Prometheus format

Metrics endpoint Endpoint on the host with the ADPG service to retrieve PgBackRest
metrics in the Prometheus format

ADPG Exporter settings

Default value

8405

/metrics

Default value

9188

Default value

9854

/metrics

Parameter Description Default value
Listen port Port on the host with the ADPG service to retrieve PostgreSQL metrics in 9187
the Prometheus format
Prometheus settings
Group Parameter Description Default value
= scrape_interval Specifies how frequently to scrape targets Tm
— scrape_timeout Specifies how long to wait until a scrape request times 10s
out
— Password for Grafana A password of a Grafana user (admprom_grafana ) —
connection that is used to connect to Prometheus. The password
should contain a combination of uppercase [A-Z] and
lowercase [a-z] English letters, digits [0-9], special
characters and have a minimum length of 8
— Prometheus users to User credentials for logging into the Prometheus web —
login/logout to interface
Prometheus
Service parameters config.file Path to the Prometheus server configuration file /etc/admprom/prometh
eus/prometheus.yml
storage.tsdb.path Path to the Prometheus server database /var/lib/admprom/prom
etheus
web.console.libraries Path to console management libraries /usr/share/admprom/pr
ometheus/console_librar
ies
web.console.templates Path to Prometheus server console templates /usr/share/admprom/pr
ometheus/consoles
web.config.file Specifies which web configuration file to load. The file /etc/admprom/prometh
should have the YAML format eus/prometheus-
auth.yml
storage.tsdb.retention.ti Specifies how long to retain samples in the storage. 15d
me Supported units: 'y, w, d, h, m, s, ms
web.listen-address Address to access the Prometheus web interface 0.0.0.0:11200
Grafana settings
Parameter Description Default value
Grafana administrator's Password of the Grafana admin user. The password should include —
password uppercase [A-Z] and lowercase [a-z] English letters, digits [0-9], and special
characters
Grafana listen port Port to access the Grafana web interface 11210
Node Exporter settings
Parameter Description Default value
Listen port Port on the cluster’s host to access host system metrics in the 11203
Prometheus format
Metrics endpoint Endpoint on the cluster’s host to retrieve system metrics in the /metrics

Prometheus format

The Prometheus settings — Password for Grafana connection and Grafana settings — Grafana administrator’s password parameters are mandatory and should be specified during the

monitoring installation.
For more information on the Monitoring service installation, refer to Install monitoring.

The Monitoring service metrics are described in ADPG monitoring metrics.


https://prometheus.io/
https://grafana.com/docs/grafana/latest/introduction
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How ADPG/PostgreSQL establishes connections

How PgBouncer works

PgBouncer modes
Session
Transaction

Statement

PostgreSQL has a resource-intensive connection processing architecture. Every incoming connection creates a new backend process. This is not efficient when dealing with large
numbers of connections in a production environment. When a client sends a request to a PostgreSQL server, it creates a connection with a database. Until the server responds back to
the client, the connection remains open. The memory is allocated for each of these connections. If connections are opened and closed at a high frequency, this can cause problems.
This is why PgBouncer is needed. PgBouncer is a PostgreSQL connection pooler that allows you to increase the number of connections without performance degradation.

NOTE

The PgBouncer feature is available for ADPG Enterprise Edition. See Configure PgBouncer.

How ADPG/PostgreSQL establishes connections

ADPG/PostgreSQL implements a "process per user” client/server model. In this model, every client process connects to exactly one backend process. Since it is not determined how
many connections will be made, the PostgreSQL server has to use a supervisor process that spawns a new backend process every time a connection is requested. This supervisor
process is called postmaster and listens at a specified TCP/IP port for incoming connections. Whenever it detects a request for a connection, it spawns a new backend process. Those
backend processes communicate with each other and with other processes of the server instance using semaphores and shared memory to ensure data integrity throughout
concurrent data access. Each of these backend processes may grow depending on the data it is accessing.

Despite the fact that memory is allocated for each new backend process, the available memory is not the main limiting factor. A more subtle and important point is that postmaster and
its internal processes share memory for communication, and some parts of this shared space are global bottlenecks. For example, here is a structure that keeps track of every current
process and transaction. Operations that happen in any backend require walking the entire list of processes or transactions stored in this structure. An exclusive lock is used to add a
new process to the structure. The cumulative effect is that the performance of any given backend is inversely proportional to the number of all active backends in the system.

The max_connections ADPG/PostgreSQL configuration parameter determines the maximum number of concurrent connections to the server. The default value is 100 . It is highly
likely that this number of connections may not be enough in a production environment.

How PgBouncer works

PgBouncer is a PostgreSQL connection pooler. The client application can connect to PgBouncer as an ADPG/PostgreSQL server. The important point is PgBouncer caches the
connections.

When PgBouncer receives a client connection, it performs authentication on behalf of the PostgreSQL server. PgBouncer supports all the authentication mechanisms that PostgreSQL
provides.

If authentication is successful, PgBouncer checks for a cached connection with the same username and database combination. If a cached connection is found, it returns the

connection to the client. Otherwise, PgBouncer creates a new connection. This operation must not violate the restrictions set in the following parameters: default_pool_size
max_client_conn, max_db_connections 6 and max_user_connections . All of these values can be defined in the PgBouncer settings. If creating a new connection would

violate any limits specified in these settings, PgBouncer queues the connection until a new one can be created, unless the max_client_conn is exceeded. Violating the
max_client_conn constraint aborts the connection.

Inthe transaction or statement pooling mode, the post-authentication operations are executed only when the client starts executing a transaction or statement, respectively.
The pooling modes are described below.
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How PgBouncer works

Before returning a connection to the pool, PgBouncer performs a reset query to remove all session information — this makes it safe to share connections between clients.

PgBouncer can help you optimize:

= network traffic;

= overhead of starting a new backend process and authentication.

PgBouncer does not support automated load balancing or high availability, but ADPG Enterprise Edition provides this functionality. See [ oad balancing.

PgBouncer has the following advantages:

® [t does not require client-side code changes.

m |t provides pass-through authentication. PgBouncer can securely authenticate users without access to their passwords. This makes PgBouncer more secure and easier to maintain
— there is no need to update PgBouncer every time a user updates the password.

m [tis asingle process, and all client commands and server responses pass through it without any processing. Therefore, it maintains a very small memory footprint.

= |t can significantly improve the number of transactions per second a server processes, and it scales very well to many clients.

PgBouncer modes

PgBouncer modes allow users to decide when a connection should be returned to the pool. The following modes are available:

B Session
m transaction
m statement

You can set the required mode on the Primary configuration tab of the ADPG service. See Configure PgBouncer.

Session

Inthe session pooling mode, a connection is returned to the pool when a client closes a session. This is the default mode. This mode reduces the time and resources required to
establish connections and authenticate users.

Transaction

Inthe transaction pooling mode, a connection is returned to the pool when a client completes a transaction. There is no guarantee that two transactions run on the same client
PgBouncer connection will run on the same PgBouncer server connection. A server connection is assigned to the client connection whenever client starts a new transaction, and is
released to the pool not when client disconnects, but rather — when it finishes transaction, for example, using ROLLBACK or COMMIT . Note that if you do not start a transaction
explicitly, each query in PostgreSQL is executed in a single transaction. See Transactions.

The transaction mode provides better performance and allows you to reduce the number of idle transactions, in addition to reducing time spent on establishing connections and user
authentication.

You need to be careful when using sequences, advisory locks, and %_SHARED in PL/Perl functions. Also, query plans created by the PREPARE statements are cashed and exist
outside a transaction. Their use in the transaction mode may lead to errors or unexpected results.

This is the full list of the session-based PostgreSQL features that are not supported in the transaction mode:

m SET/RESET;

LISTEN;

WITH HOLD CURSOR option of the DECIL.ARE command;

PREPARE / DEALLOCATE;

ON COMMIT PRESERVE ROWS and ON COMMIT DELETE ROWS options of the CREATE TABLE command for temporary tables;

LOAD,;

Session-level advisory locks.

For more information, see PgBouncer features.

Statement

Inthe statement pooling mode, a connection is returned to the pool as soon as a statement is executed. It is the most aggressive mode. This is a transaction pool with one
limitation: multi-statement transactions are not allowed. This is intended to provide an autocommit mode on the client, primarily targeted at PL/Proxy.


https://www.postgresql.org/docs/16/glossary.html#GLOSSARY-INSTANCE
https://www.postgresql.org/docs/16/glossary.html#GLOSSARY-SHARED-MEMORY
https://www.postgresql.org/docs/16/tutorial-transactions.html
https://www.postgresql.org/docs/16/sql-prepare.html
https://www.postgresql.org/docs/16/sql-set.html
https://www.postgresql.org/docs/16/sql-reset.html
https://www.postgresql.org/docs/16/sql-listen.html
https://www.postgresql.org/docs/16/sql-declare.html
https://www.postgresql.org/docs/16/sql-prepare.html
https://www.postgresql.org/docs/16/sql-deallocate.html
https://www.postgresql.org/docs/16/sql-createtable.html
https://www.postgresql.org/docs/16/sql-load.html
https://www.pgbouncer.org/features.html
https://wiki.postgresql.org/wiki/PL/Proxy
https://www.pgbouncer.org/
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ADPG CE
ADPG EE

Arenadata Enterprise Tools

Arenadata Monitoring

IMPORTANT

The following system requirements are minimal. The target sizing should be calculated based on the customer requirements.

ADPG CE

ADPG service (PostgreSQL instance)

m CPU: 2 cores
= RAM: 4 GB

= Disk storage: 30 GB

Monitoring service

m CPU: 2 cores
= RAM: 2 GB

m Disk storage: 20 GB

ADPG EE

ADPG service (PostgreSQL with Patroni and PgBouncer)

m CPU: 4 cores
= RAM: 8 GB

m Disk storage: 30 GB

Monitoring service

m CPU: 2 cores
» RAM: 2 GB

= Disk storage: 20 GB

Balancer service

m CPU: 1 core
= RAM: 1 GB

m Disk storage: 5 GB

Etcd service

m CPU: 2 cores
= RAM: 2 GB

= Disk storage: 10 GB

Arenadata Enterprise Tools

If you use ET along with your product, take into account the following requirements:
= Virtual server.

= CPU: 4 cores or more.

= RAM: 8 GB or more.

= Disk: 50 GB or more.

Arenadata Monitoring

If you use ADM along with your product, take into account the following requirements:
= Virtual server.

= CPU: 8 cores or more.

= RAM: 16 GB or more.

m Disk: 10 GB per monitored host or more.

PG
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= One or more dedicated and separate peer-to-peer Interconnect networks are required for internal cluster communication.

= All cluster servers should be connected to Interconnect networks.

= All servers should have fully qualified domain names (FQDN) and the ability to communicate with each other at required speeds.
= The IP address of each server should be known.

= Ping access to any server (ICMP) should be provided.

= For online ADPG installation, access to Arenadata Cluster Manager deployed on a dedicated server is required. See the Install ADCM article for details on how to install Arenadata
Cluster Manager.

m For offline ADPG installation, access to Arenadata Enterprise Tools deployed on a dedicated server is required. The Install Enterprise Tools cluster section contains instructions on
how to install Arenadata Enterprise Tools.

= ADPG hosts should resolve short host names to IP addresses to connect to each other. If your network does not include a DNS service to resolve host names, you can add FQDN
and a short name for each IP address to the hosts file on all ADPG hosts.

m The ports listed below should be open on hosts where you install the specified service.

ADPG
Service Port Purpose
Common 11203 Port on cluster hosts to access system metrics in the Prometheus format
ADPG 5432 The default port that the ADPG service (PostgreSQL) listens on
15432 The default port that PgBouncer listens on
8008 Patroni REST API port — the port on a host with the ADPG service to retrieve Patroni metrics
in the Prometheus format
9187 Port on a host with the ADPG service to retrieve PostgreSQL metrics in the Prometheus
format
9188 Port on a host with the ADPG service to retrieve connection pooler (PgBouncer) metrics in
the Prometheus format
9854 Port on a host with the ADPG service to retrieve PgBackRest metrics in the Prometheus
format
Balancer 6432 Port on a host with the HAProxy component for write transactions
6433 Port on a host with the HAProxy component for read only transactions
7000 Port on which a web page with a HAProxy statistics report is available
16432 Port, all connections to which are transferred to a PgBouncer instance of an ADPG leader
node
16433 Port, all connections to which are transferred to PgBouncer instances of ADPG replica nodes
8405 Port on a host with the Balancer service to retrieve HAProxy metrics in the Prometheus
format
Etcd 2380 Port for peer communication
2379 Port for client requests — port on a host with the Etcd service to retrieve PgBackRest metrics
in the Prometheus format
Monitoring 11200 Port to access the Prometheus web interface

11210 Port to access the Grafana web interface
Enterprise Tools
Port Purpose
443 TCP port used by Arenadata Enterprise Tools (Docker Registry service)
81 TCP port used by Arenadata Enterprise Tools (access to the official repositories for offline installation)
ADCM
Port Purpose

8000 TCP port to send statuses of cluster components to ADCM


https://en.wikipedia.org/wiki/Hosts_(file)
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Operating system

ADCM
SELinux
Antivirus

Default network route

This page provides information about requirements and recommendations before ADPG installation.

Operating system

IMPORTANT

= CentOS 7.9. Since the life cycle of CentOS 7 ended on June 30, 2024, it is strongly recommended to use Ubuntu as a free open-source software. In ADPG,
CentOS 7 support is retained for compatibility with the ADPG service used in other Arenadata products and will be deprecated in releases after January 1,
2026. ADPG v16.3.5 is the last release that supports CentOS 7, and ADPG v16.3.5 on CentOS 7 is not compatible with ADPG Control because ADPG Control

cannot be installed on CentOS 7. @

= Ubuntu 22.04 will be replaced with Ubuntu 24.04 in releases after April 1, 2026. Consider ADPG cluster backup/restore along with an OS upgrade, if planned.

m Alt Linux 8.4 SP will be replaced with Alt Linux 10 SP in releases after January 1, 2026. Consider ADPG cluster backup/restore along with an OS upgrade, if
planned.

ADPG supports only x86_64 architecture and the following operating systems:

= CentOS 7.9 (x86_64)

= RHEL 7.9 (x86_64)

= Ubuntu 22.04 (x86_64)

m Alt Linux 8.4 SP (x86_64) in the ADPG Enterprise Edition

m Astra Linux 1.7 SE "Orel", "Voronezh" (x86_64) in the ADPG Enterprise Edition

m RED OS 7.3 Certified edition in the ADPG Enterprise Edition

You need to prepare all dependent repositories together with the chosen operating system.

ADCM

It is required to use ADCM 2.6.0 or higher. When trying to load an ADPG bundle into ADCM of an unsupported version, the following error occurs: Map key
"flag_autogeneration" is not allowed here (rule "cluster_object") .

SELinux

SELinux must be turned off. The full guide about this operation you can find in the Install ADCM section.

Antivirus

It is recommended to switch off any antivirus software before ADPG installation and during the ADPG operation process. In case of using antivirus, please contact your antivirus
software vendor to find out the settings required to use ADPG.

Default network route

Make sure that routing tables on each host contain the default route — 8.0.0.0/0 . For more information, see Prepare hosts.


https://docs.arenadata.io/en/ADCM/current/release-notes/release-notes.html#2-6-0
https://www.redhat.com/en/topics/linux/centos-linux-eol
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This tutorial guides you through the process of installing an Arenadata Postgres (ADPG) cluster. The easiest way to install it is to use Arenadata Cluster Manager 