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Arenadata DB (ADB) is a distributed analytical data storage built on
the open-source massively parallel system Greengage DB and
designed to store and process large amounts of structured and semi-
structured data (up to tens of petabytes).
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Arenadata DB (ADB) is a Massively Parallel Processing (MPP) database based on Greengage DB.
The MPP architecture consists of a cluster of simultaneously operating nodes. ADB implements this as a cluster of separate PostgreSQL instances.

ADB uses the shared-nothing approach where each segment has its own portion of data. Multiple segments can run on a single host, but they process data independently. The system
primarily scales horizontally by adding more physical nodes to the cluster.

The ADB architecture consists of three core components:
m Coordinator
m Standby coordinator

m Segments

=
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ADB architecture

Coordinator

Coordinator (formerly master) is the entry point to the database. End users connect to the coordinator to submit queries.

The coordinator functions include:

m Client authentication. The coordinator controls client access to the system using the standard pg_hba.conf file. Segments accept SQL client connections from the coordinator only.
= Query parsing. The coordinator checks the original SQL statement for correct syntax. ADB follows PostgreSQL syntax with some adjustments to support its distributed design.

= Optimization. The optimizer determines the most efficient way to execute an SQL query by evaluating multiple potential execution plans and selecting the one with the lowest
estimated cost.

m Workload distribution. The coordinator distributes workload across query executors on all segments.
= Getting results. The coordinator aggregates local results generated by segments (such as filtered rows, aggregated values, or joined data) and returns the final result to the client.

= Administrative operations. Beyond processing queries, the coordinator performs database management. For example, it updates system catalogs after receiving a DDL command
(such as CREATE TABLE ).

The coordinator doesn't store user data; it resides on segments only. The coordinator stores the global system catalog (tables like pg_database and pg_authid ) with metadata
about the database itself and about structure and properties of user data. When a user creates a new table, the coordinator stores information about its schema, ownership, and
distribution type while the actual content of the table is stored on the segment.

Standby coordinator

The standby coordinator serves as a warm standby: it is kept up to date and ready to take over, but it is not processing queries unless activated. The standby coordinator is optional but
highly recommended.

If the primary coordinator fails, there is no automatic switching to the standby coordinator. Instead, ADB relies on administrator intervention. For this, you can use the Activate Standby
cluster action in the web interface of Arenadata Cluster Manager (ADCM).

Data integrity and recovery is implemented using write-ahead logging (WAL) inherited from PostgreSQL. WAL ensures that all changes to data files are first recorded in the WAL log
and flushed to permanent storage before the actual data pages are modified on disk. This guarantees that even if a crash occurs, the database can be recovered by replaying the WAL
records.

Segments

Each segment is an independent PostgreSQL database that stores and processes its set of data. ADB distributes user data across segments based on the distribution key that you
select when you create a table. Balanced distribution of data and workloads across segments is the key to obtaining the best performance from ADB.

)
TIP
It is advised that all segment hosts have identical hardware resources and configurations. This is because the coordinator aggregates results only after all @
segments complete their work, so the ADB performance will be as high as the slowest segment server in the cluster. If one segment is significantly slower than
the others, it will delay the entire query.

R

Primary segments

Primary segments are active nodes that store data, receive query plans, and execute queries. They run local database operations on their sets of data and send the results back to the
coordinator.

Mirror segments

Mirror segments provide high availability support for primary segments. If a primary segment becomes unavailable, the system automatically fails over to the mirror copy. The mirror
then starts acting as a primary segment, and the unavailable primary segment becomes a mirror segment. The administrator must recover the failed segment, and then exchange the
primary and mirror segments so they are in their initial (preferred) roles.

A mirror segment must always reside on a different host than its primary segment. Two mirror configurations exist:
m  Group mirroring

m Spread mirroring

Group mirroring

With group mirroring, all mirror segments for primary segments of a host are put on one backup host. For example, in the image below, the Primary @ and Primary 1 segments
reside on Segment host 1, andtheir mirrors Mirror 0 and Mirror 1 resideon Segment host 2 .

Key characteristics of group mirroring:

m [tisthe least expensive option because it can be achieved with two hosts only.

= |t leads to unbalanced load in case of failure. When a host fails, its mirror host will get double the workload: in addition to its own primary segments ( Primary 2 and Primary
3 on the image below), its mirrors ( Mirror 8 and Mirror 1) will act as primary segments. The host performance will degrade by 50% or more.
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Spread mirroring

With spread mirroring, mirrors for each host’s primary segments are spread across as many hosts as there are segments per host. For example, in the image below, the Primary 0
and Primary 1 segmentsreside on Segment host 1, and their mirrors reside on different hosts: Mirror @ on Segment host 2 ,and Mirror 1 on Segment host
Bl

Comparing to group mirroring:

= Better fault tolerance. Host failures affect only one mirror per host, minimizing workload disruption. On the image below, if Segment host 1 fails, Segment host 2 will have
Mirror O activated,and Segment host 3 willhave Mirror 1 activated. The load on each host will increase by 50%, and this extra load is evenly distributed among hosts.

m More expensive. This configuration requires the cluster to have at least one more host than there are segments per host.
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Interconnect

The interconnect is a high-speed network layer that enables communication between segments during query execution. A 10-Gigabit system, or faster, is recommended.

Most database operations run across all segments in parallel and require data motion (data moving between segments). The interconnect is used for data motion, and slow
interconnect can lead to delays in such operations.

The interconnect is not required for queries executed on a single segment (targeted query), particularly those filtered by the distribution key where all necessary data can be found on
the segment.

By default, the interconnect uses User Datagram Protocol with flow control (UDPIFC). You can select the interconnect type (udpifc , tcp , or proxy )inthe ADB configuration
parameters.

Use ADB for ETL

Production systems may deploy designated servers for the extract, transform, and load (ETL) purposes outside the ADB cluster. These external servers can connect to the ADB cluster
via standard protocols like ODBC, JDBC, or libpg.

To transfer large volumes of data, you can use the File Distribution Protocol utility ( gpfdist ). You can run it directly on ETL servers where external files reside. With this architecture,
ETL operations don't compete with query resources.

To load data using gpfdist , define external tables with gpfdist as the data source. When you select data using this external table, segments directly connect to gpfdist and
load data in parallel. The coordinator host only coordinates the process.
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Integration with other systems

For integration with diverse data sources and various data formats, ADB uses Platform Extension Framework (PXF) and specialized connectors.

PXF is a data access framework that allows you to query external systems directly. It enables federated queries: you can access and combine data from different sources with a single
query. It also supports filter pushdown, which lets external data sources filter data for the WHERE clause on their side and thus reduces the amount of data that is transferred to ADB.
PXF allows you to handle multiple data formats including Avro, OCF, CSV, Text, ORC, and JSON.

On top of PXF, connectors are built to enable data transfer between the cluster and particular external systems (such as file storage, databases, and streams).

Built-in PXF connectors enable integration with Oracle Database, S3, HBase, Hadoop, HDFS, Hive, and JDBC sources. The Enterprise Edition of ADB provides the following additional
connectors: ADB ClickHouse Connector, ADB to Kafka Connector and Kafka to ADB Connector, ADB Spark 3 Connector, and ADB to ADB Connector.
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Additionally, to extend native SQL capabilities, ADB provides database extensions, such as PostGIS for support of geographic objects or plpgsgl for support of the PL/pgSQL language.
For the full list of extensions available in ADB, refer to Supported extensions.

Advanced cluster management tools

As part of the Enterprise Edition, the following solutions are available in ADB to enhance database management and monitoring:

= Arenadata DB Control (ADB Control), which provides real-time monitoring of SQL commands and transactions, sessions, resource groups, system metrics, and more.

m Arenadata DB Backup Manager (ADBM), which is a fault-tolerant system for ADB binary backup management.


https://techdocs.broadcom.com/us/en/vmware-tanzu/data-solutions/tanzu-greenplum/7/greenplum-database/ref_guide-feature_summary.html#greenplum-and-postgresql-compatibility
https://techdocs.broadcom.com/us/en/vmware-tanzu/data-solutions/tanzu-greenplum/7/greenplum-database/ref_guide-sql_commands-CREATE_EXTERNAL_TABLE.html
https://docs.arenadata.io/en/ADH/current/how-to/spark/adbsc/intro.html
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ADB is built on the open-source massively parallel Greengage DB DBMS that in turn is based on the PostgreSQL object-relational database. That is why most of the data model
concepts that make up the core of PostgreSQL can be also applied to ADB.

The main data model components used in ADB are listed below:

m Database. This is a collection of data physically stored together. Every ADB cluster can contain one or more named databases. This is different from some other database
management systems (e.g. Oracle) where the DBMS instance equals to the database. However, client programs can connect to and access only one ADB database at a time —
cross-queries between different databases are impossible since databases are rigidly separated. Data transfer between several databases is also impossible by the DBMS
functionality.

® Schema. This is a logical union of entities within a single database. Unlike databases, schemas are not physically separated: users can access multiple schemas at a time (if they
have the necessary privileges).

m Object. This is any other entity that is defined within the database schema. For example, table, function, view, or materialized view, etc. To access objects, you can use the ANSI
standard: database.schema.object . Butthe schema.object form is preferable (as you can access only the database defined in the current connection anyway). Notice
that the same object name can be used in different schemas without conflict.

The picture below illustrates the hierarchy of the ADB data model components on the basis of a simple example. It includes the books_store and books_store_archive
databases with two custom schemas, finance and books , inside each of them. Every schema in turn contains some tables and views. In this case, users can access both
schemas at a time while working with any of the two databases specified in the connection request. But users cannot cross-query between databases.

4 N\
Eﬁ Database: books_store
Schema: finance Schema: books
Table | order Table | book
Table | customer Table | author
8 View | orders_history View | publish_year
C (g J | J
@
RN J
£
%) 4 N\
> )
m Database: books_store_archive
(@m)
Schema: finance Schema: books
Table | order Table | book
Table | customer Table | author
View | orders_history View | publish_year
g J

Data model example
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DB

ADB Control

BC
DBM

>

Arenadata Enterprise Tools

IMPORTANT

The following system requirements are minimal. The target sizing should be calculated based on the customer requirements. @

ADB

Coordinator host

Physical server.
= CPU: 8 cores or more.

RAM: 16 GB or more.

Disk storage: separate physical unformatted RAID 10 array (5 GB or more).

Segment hosts

Physical server.

CPU: 16 cores or more.

RAM: 32 GB or more.

Disk storage: one or more physical unformatted RAID 10 arrays (10 GB or more per array).

ADB Control

NOTE

For more information on the ADB Control architecture, see Arenadata DB Control overview.

ADB Control host

The following are resources that are required on the host where ADB Control is installed.

Service CPU cores RAM Disk storage Note

Backend Server 6 16 GB — Requires additional monitoring of inner
metrics queues

Scheduler 2 4GB — Resource consumption may depend on
the job configuration (like time periods,
batch sizes, scheduling of heavy jobs to
run at the same time)

Metrics DB (ClickHouse) 4 16 GB 100 GB It is better to have the RAM amount that is
equal to the compressed data in
ClickHouse

Query DB (PostgreSQL) 4 8 GB 200 GB Storage should be managed carefully so

that it won't be exhausted between data
cleanup events in ADB Control

Other components: Web Ul & Ul 4 20 GB 10 GB —
Backend Server, Service Registry

Total 20 64 GB 310 GB —

ADB hosts

The following are resources that are required on each host of the ADB cluster where an ADB Control agent is installed:
= CPU: 4 cores or more.

= RAM: 4 GB or more.

ADBM

NOTE

For more information on the ADBM architecture, see Arenadata DB Backup Manager overview.

ADBM host

Arenadata DB Backup Manager can be installed on the same host as ADB Control or on a separate host. ADBM host requires the following minimal resources (for etcd, Backup
Manager, Service Registry):

m CPU: 4 cores or more.
= RAM: 12 GB or more.

m Disk storage: 10 GB or more.

ADB hosts

On segment hosts, 30% CPU and 2 GB RAM are utilized by ADBM agent and pgbackrest instance for a one-threaded backup process.

ADBM agents on segment hosts require not less than 1 Gbps network to work. However, the recommended network performance is 10—25 Gbps and higher (the value depends
on backup requirements).

Arenadata Enterprise Tools

If you use ET along with your product, take into account the following requirements:
= Virtual server.

= CPU: 4 cores or more.

= RAM: 8 GB or more.

= Disk: 50 GB or more.


https://pgbackrest.org/
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Overview

The network requirements for Arenadata DB installation are listed below:
m One or more dedicated and separate peer-to-peer interconnect networks are required for internal cluster communication.
= All cluster hosts should be connected to interconnect networks.
m All cluster hosts should have IP addresses and the ability to communicate with each other at required speeds.
® ping access to any cluster host (ICMP) should be provided.
® Thejumbo frame MTU = 9000 should be specified in interconnect networks to allow packets formed by ADB ( gp_max_packet_size + overhead) to fit into these frames.
= The Ethernet speed 1 Gbps or more should be provided (the standard value is 10 Gbps).

® There should be no firewall or other software that blocks or slows down the traffic ( firewalld , iptables , ufw, etc.). If firewall software is not deactivated, you should
configure your software to allow required communication between ADB hosts. For more information, see Greenplum documentation.

m From the outside, the ADB cluster should be available on the following ports:
= 22 —SSH;

= 5432 —incoming PostgreSQL interface.

» To access NTP (Network Time Protocol) servers, the coordinator host should be allowed to connect to it (by default, via the 123/udp port).

= To send cluster component statuses to Arenadata Cluster Manager (ADCM), ADB hosts should be allowed to connect to it (by default, via the 8088/tcp port). See the Install
ADCM article for details on how to install ADCM.

= For offline installation of ADB, access to Arenadata Enterprise Tools repositories deployed on a dedicated host is required (by default, via the 81/tcp and 443/tcp ports). The
Install Enterprise Tools cluster section contains instructions on how to install Arenadata Enterprise Tools.

= All ports that are listed below should be open on the respective hosts. If you use firewall, add ports to the exception list.

Ports

ADB ports

Coordinator/standby

Service Port Protocol Note

ADB 5432 TCP SQL client connection port on the ADB coordinator host. Supports clients
using the PostgreSQL libpg API. Configurable

Standby coordinator 1025-65535 TCP Ports used to replicate the coordinator log to the standby coordinator
replicator

All cluster hosts

Service Port Protocol [\ [o] (]
Secure shell (SSH): 22 SSH Many Greenplum utilities use Secure Copy Protocol (SCP) and Secure Shell
gpssh, gpssh- (SSH) to manage a cluster and transfer files between hosts

exkeys , gppkg

Interconnect 10000-65535 UDP The interconnect transports database tuples between ADB segments
during query execution (for exact ports refer to the
gp_segment_configuration system table)

Gpperfmon agents 8888 TCP Connection port for gpperfmon agents ( gpmmon and gpsmon )
executing on ADB hosts. Configure by setting the gpperfmon_port
parameter in postgresql.conf on coordinator and segment hosts

PXF 5888 TCP The PXF Java service runs on the 5888 port on each ADB segment host
gpbackup 25 TCP —
587

Cluster or external hosts

Service Port Protocol Note

gpfdist 8080 HTTP The gpfdist file serving utility can run on ADB hosts or external hosts.
You can specify the port range with the -p (start port) and =P (end port)
options when starting the server. The 8080 value is used as the start port
by default

gpload 8000-9000 HTTPS The gpload utility runs one or more instances of gpfdist with ports or
port ranges specified in the configuration file. The 8000-9000 range is
used by default and can be changed

ADQMY/ClickHouse host

Service Port Protocol Note
ADB ClickHouse 8123 HTTP All ADB nodes should have access to the 8123 HTTP port on all
Connector ADQM/ClickHouse nodes through which you plan to load data
4 )

If you use ADB to ADB Connector, ensure that TCP ports that are used in connection are allowed on remote ADB cluster hosts (coordinator host, segment hosts, standby
host). You can obtain the list of these ports using the following query on the remote ADB cluster:

SELECT port FROM gp_segment_configuration;

Add exceptions for the ports from the command output in case of using firewall.

G _/

ADB Control ports

NOTE

For more information on the ADB Control architecture, see Arenadata DB Control overview.

ADB Control host

Service Port Protocol Note
Service Registry 6567/ gRPC (HTTP 2.0) gRPC endpoint of Service Registry instances
8761 HTTP —
Ul Backend Server 6566 gRPC (HTTP 2.0) —
8890 HTTP —
81 HTTP Entry to the ADB Control Ul
Backend Server 6565 gRPC (HTTP 2.0) —
8081 HTTP —
Scheduler 6572 gRPC (HTTP 2.0) —
Query DB (PostgreSQL) 5433 TCP The outside port is mapped to 5432 inside a container
Metrics DB (ClickHouse) 8123 HTTP HTTP API port for HTTP requests. Used by JDBC, ODBC, and web
interfaces
9000 TCP Native protocol port (also referred to as ClickHouse TCP protocol). Used by

ClickHouse applications and processes like clickhouse-server
clickhouse-client , and native ClickHouse tools. Used for distributed
queries via inter-server communication

Migration 8899 HTTP —
ADB hosts
Service Port Protocol Note
Agent 6581 TCP Port for the utility service that is used to manage GUCs which are
changed via ADB Control
Agent 5701 TCP Port that is used as a part of the Hazelcast (distributed cache)
cluster node address. The port should be opened on every ADB
cluster host (with the ADB Control agent) since it is used for
communication between Hazelcast cluster nodes
Agent From 36001 to 36001 + TCP Range of allowed outbound ports for connections to other
<number of ADB hosts> - members or clients within a Hazelcast cluster. The ports should be
1 opened on every ADB cluster host with the ADB Control agent
ADBM ports
NOTE

For more information on the ADBM architecture, see Arenadata DB Backup Manager overview.

ADBM host
Service Port Protocol Note
Backup Manager 6570 TCP —
8870 TCP —
8988 TCP The outside port is mapped to 8843 inside a container
Service Registry 6567/ TCP —
8761 TCP —
PostgreSQL 5432 TCP The PostgreSQL database service is available on localhost and the default
PostgreSQL portis 5432
etcd 2391 TCP The outside ports are mapped to 2379 inside each instance of etcd
9392 correspondingly
2393
ADB hosts
Service Port Protocol Note
Agent 6571 TCP The port through which gRPC calls from ADBM to agents come

Arenadata Enterprise Tools ports

Port Protocol Note
443 TCP Port that is used by Docker Registry

81 TCP Port that is used to access repositories during offline installation


https://techdocs.broadcom.com/us/en/vmware-tanzu/data-solutions/tanzu-greenplum/7/greenplum-database/install_guide-prep_os.html#deactivate-or-configure-firewall-software
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Overview

Requirements for Astra Linux and Ubuntu

Operating_system prerequisites

Overview

The software requirements for Arenadata DB installation are listed below:
1. ADB supports the following operating systems:

m  Ubuntu 22.04. See Requirements for Astra Linux and Ubuntu below.
m  AltLinux 10.2 SP (for the Enterprise edition of ADB).
m RED OS 7.3 Certified edition (for the Enterprise edition of ADB).

= Astra Linux 1.7.6 "Orel" SE and Astra Linux 1.7.6 "Voronezh" (for the Enterprise edition of ADB). See Requirements for Astra Linux and Ubuntu below.

2. If you use ClickHouse or PostgreSQL as external storage systems for ADB Control/ADBM (see Metrics DB and Query DB in Arenadata DB Control overview), the required versions

of these databases are:

m  ClickHouse 22.8 —25.9

m  PostgreSQL 12.20

3. ADB uses Docker as a containerization platform for some services (for example, ADB Control and ADBM) and Enterprise Tools. ADB supports Linux vendor-specific Docker
engines. You can also use pre-installed Docker by setting the Use existing docker flag when configuring the ADB cluster.

)
IMPORTANT
Starting with ADB 6.27/.1.56, ADB Control rewrites Docker settings in the /etc/docker/daemon.json file for security purposes. Thus, if you need to modify this file, @
set the Use existing docker option when configuring ADB. This option will also allow you to use Docker in the rootless mode.
R

4. ADB needs Java 17 for some services (e.g. PXF, ADB Control, and ADBM). In all operating systems except Astra Linux, no additional Java installation is needed since Java comes

with the main operating system repository. In Astra Linux, before ADB installation, you should install Java manually and fill in the Java path in the JAVA_HOME field when
configuring the ADB cluster. This step is also necessary in other operating systems if you use Java 17 with a path different from the default one.
The default Java paths for supported operating systems are listed below.

Ubuntu

/usr/lib/jvm/java-17-openjdk-amd64

RED OS

/usr/lib/jvm/jre-17-openjdk

AltLinux

/usr/lib/jvm/jre-17

)
IMPORTANT
= |f you plan to use custom Java (such as Axiom), Java 17 is required for installation. @
= For Astra Linux, the JAVA_HOME field is mandatory starting with ADB 6.27.1.58.

.

5. The minimal ADCM version is 2.6.0.
6. If you use ADBM, its minimal version for ADB 7 is 2.8.0.

7. If you use ADB Control, its minimal version for ADB 7 is 4.15.0.

8. ADB requires the en_US.UTF-8 operating system locale on all cluster hosts. Yet you do not need to select this locale as default. This locale is present by default in all supported

operating systems except Astra Linux. In the case of Astra Linux, the locale is automatically added during ADB installation. To view available locales, run the following command:

s

localectl list-locales

9. Itis recommended to switch off any antivirus software before ADB installation and during the ADB operation process. In case of using antivirus, please contact your antivirus
software vendor to find out the settings necessary to allow ADB.

10. Only Latin characters and digits are allowed for ADB database objects. These characters are treated as reserved: ", &, ', (space), (, ), ;. <, >, \, ., | .Ifsuch

characters are present, Arenadata DB Backup Manager will not be able to back up/restore a database.
11. During ADB installation, a bundle assigns the necessary permissions to the specific files and directories it creates, regardless of the umask value on cluster hosts.
12. During ADB installation, the following changes are made at the operating system level. Do not change any of the objects listed below.
= The following system files are modified:
» /Jetc/hosts (optionally)
= /etc/hostname (optionally)
= /etc/chrony.conf (if you install Chrony)
= /etc/ssh/sshd_config (always)

= /etc/security/limits.conf (always)

= Aservice file for configuring cgroup v2 for ADB is created at /etc/systemd/system/cgroup_v2_gpdb.service,

= New files are created in the /sys/fs/cgroup directory.

13. The installation process creates a new file in the /var/spool/cron/ folder for the ADB system user (by default, gpadmin ). All technical accounts should be able to change that file

as well (via crontab -e -u gpadmin ). ADB adds cron jobs to run the cluster maintenance scripts — their schedule and arguments should be modified using the
corresponding section in the ADB configuration parameters.

14. For online installation of ADB, all cluster hosts should have access to Arenadata repositories specified on the Configuration tab in the ADB cluster menu available via ADCM Ul (see

Arenadata repo url and Monitoring repo url fields). For offline installation, provide access to the host where the Enterprise Tools cluster is installed.
15. For both online and offline installation, all cluster hosts should have access to the repositories that are listed below (or local mirrors should be created):
m  AltLinux: ftp.altlinux.org
m  Astra Linux: download.astralinux.ru
m  RED OS: repo.red-soft.ru and repol.red-soft.ru

= Ubuntu: archive.ubuntu.com/ubuntu

Requirements for Astra Linux and Ubuntu

1. ADB, like other analytical DBMS, is optimized to work with generic kernels. Using the lowlatency kernels may not provide optimal performance for tasks that are typical for
analytical data processing. Due to this, for proper operation of ADB, it is recommended to use generic cores only.

2. You should also consider version compatibility.

NOTE

ADB 6 was built upon cgroup v1. Starting with version 7, ADB uses cgroup v2 that is the default in all supported operating systems.

Operating system prerequisites

Below is the list of prerequisites for your operating system environment to ensure proper ADB operation. You can either prepare the environment manually on all ADB hosts, or select
the corresponding configuration parameters in the ADB service to automatically apply the recommended settings during ADB installation.

Before installing ADB, run the Precheck cluster action, which includes verification of the host operating system parameters.

Requirement Name of ADB configuration parameter

The /etc/hosts file contains hostnames of all cluster hosts: coordinator host, standby coordinator host, and Edit /etc/hosts
segment hosts. For example:

192.168.1.10 mdw.example.com
192.168.1.20 smdw.example.com
192.168.1.30 sdwl.example.com
192.168.1.40 sdw2.example.com

Alternatively, DNS can be used for hostname resolution

Security Enhanced Linux (SELinux) is disabled Disable linux security module (requires
host reboot)

IPv6 is disabled Disable IPv6

The value of the MaxStartups parameter of the OpenSSH Daemon (sshd) is 1000:30:1022 Set up MaxStartups for sshd

Transparent Huge Pages in the Linux kernel are disabled Set up GRUB for DBMS (requires host
reboot)

The following limits are set for the default database user in the /etc/security/limits.conf file: Set up ulimits for DBMS user

» The soft and hard limits for the number of open file descriptors are set to 524288 .

» The soft and hard limits for the number of processes are set to 150000 .

The firewall is disabled on ADB hosts Disable firewall
The recommended kernel parameters are as follows (use the sysctl -a command to view all kernel Sysctl parameters
settings):

kernel.core_pipe_limit = 0
kernel.core_uses_pid = 1

kernel.msgmax = 65536

kernel.msgmnb = 65536

kernel.msgmni = 2048

kernel.sem = 250 2048000 200 8192
kernel.shmmni = 4096

kernel.sysrq = 1
net.core.netdev_max_backlog = 10000
net.core.rmem_max = 2097152
net.core.wmem_max = 2097152
net.ipv4.conf.all.arp_filter = 1
net.ipv4.conf.default.accept_source_route = 0
net.ipv4.ip_local_port_range = 12000 65535
net.ipv4.ipfrag_high_thresh = 41943040
net.ipv4.ipfrag_low_thresh = 31457280
net.ipv4.ipfrag_time = 60
net.ipv4.tcp_max_syn_backlog = 4096
net.ipv4.tcp_syncookies = 1
vm.dirty_background_bytes = 1610612736
vm.dirty_background_ratio = 0
vm.dirty_bytes = 4294967296
vm.dirty_expire_centisecs = 500
vm.dirty_ratio = 0
vm.dirty_writeback_centisecs = 100
vm.overcommit_memory = 2
vm.overcommit_ratio = 95

vm.swappiness = 10
vm.zone_reclaim_mode = 0

IMPORTANT

If you change the Disable linux security module and Set up GRUB for DBMS parameters, reboot the affected hosts. To do so:
m To apply settings on the cluster hosts during installation — set the Reboot cluster servers after installation flag in the Install or Reinstall cluster action.
= To apply settings on hosts that you add to the ADB service:

= Set the Reboot new segment host after installation flag in the Move Host Segment cluster action.

= Set the Reboot new servers after installation flag in the Expand or Init Standby Master cluster action.

Otherwise, these settings will not apply to the hosts. If the Reboot cluster servers after installation flag was not set, it is recommended to stop the cluster and
reboot the hosts manually to apply the specified settings.



https://docs.arenadata.io/en/ADCM/current/release-notes/release-notes.html#2-6-0
https://ftp.altlinux.org/
https://download.astralinux.ru/
https://repo.red-soft.ru/
https://repo1.red-soft.ru/
https://archive.ubuntu.com/ubuntu/

Installation gAD.B
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This tutorial guides you through the process of installing an Arenadata DB (ADB) cluster. The easiest way to install it is to use Arenadata Cluster Manager (ADCM) — a separate
Arenadata product designed for simple, convenient, and fast software deployment and exploitation.

You can install ADB via ADCM in two ways.

Online installation

on hosts with access to Internet > @
Offline installation @ g@
on hosts without access to Internet


https://docs.arenadata.io/en/ADCM/current/introduction/intro.html

Online installation SIG):

[ To Table of Contents ]

This topic describes online installation of ADB. It can be applied to t